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Abstract. Computer models for determining key boundaries are im-
portant tools for computer analysis of music, computational modeling
of music cognition, content-based categorization and retrieval of music
information and automatic generating of expressive performance. This
paper proposes a Boundary Search Algorithm (BSA) for determining
points of modulation in a piece of music using a geometric model for
tonality called the Spiral Array. For a given number of key changes, the
computational complexity of the algorithm is polynomial in the number
of pitch events. We present and discuss computational results for two
selections from J.S. Bach's \A Little Notebook for Anna Magdalena".
Comparisons between the choices of an expert listener and the algorithm
indicates that in human cognition, a dynamic interplay exists between
memory and present knowledge, thus maximizing the opportunity for
the information to coalesce into meaningful patterns.

1 Introduction

This paper proposes a method for segmenting a piece of music into its respective
key areas using the Spiral Array model. The key of a musical piece imparts
information about the principal pitch set of the composition. More importantly,
it identi�es the most stable pitch, the tonic, and its hierarchical relations to all
other pitches in that pitch set. The tonic is sometimes referred to as the tonal
center, or simply as \doh". Once the key is established, ensuing notes are heard
in reference to the tonic. This reference point allows the listener to navigate
through the soundscape generated by the piece. The computational modeling of
the human ability to determine the key of a melody is a well-studied problem
and numerous methods have been proposed for mimicking this cognitive ability.
See, for example, [5], [13], [16] and [21]; and, [1], [18] and [22] in [10].

Modulation or the change of key is a common compositional device. When
the key changes, each pitch assumes a di�erent role in relation to the new tonal
center. This shift in paradigm transforms the tonal context in which the notes
are heard. One way in which the human mind organizes music information into
coherent chunks is by way of its key contexts. Conversely, key changes often



occur at structural boundaries. The skill with which a composer moves persua-
sively or abruptly from one context to another constitutes an important feature
of her style. A performer may choose to highlight unusual modulations through
dynamic or rate changes. These are but a few examples to illustrate the impor-
tance of developing robust and computationally viable methods for determining
key boundaries. Computer modeling of the cognitive task of determining key
boundaries is potentially an exponentially hard problem, and very little work
has been done in this area.

By using the Spiral Array and by incorporating music knowledge in modeling
the problem, this paper proposes a computationally e�cient, knowledge-based
way to determine points of modulation in a piece of music. The Spiral Array is a
spatial arrangement of pitch classes, chords and keys proposed by Chew [6] as a
geometric model for tonality, the system of musical principles underlying tonal
music. According to Bamberger [2], \Tonality and its internal logic frame the
coherence among pitch relations in the music with which [we] are most familiar."
The perception of key results from this system of hierarchical relations amongst
pitches.

The Spiral Array is derived from the Harmonic Network (described in var-
ious contexts in [7], [8], [14], [15] and [16]), an arrangement of pitch classes on
a lattice. Chord pitches and pitches in a key map to compact sets on this grid.
The Spiral Array preserves the clustering of tonally important pitch sets. In ad-
dition, its 3D con�guration allows higher level musical entities to be de�ned and
embedded in the interior of the structure. A generating principle in the Spiral
Array is that higher level musical entities can be represented unambiguously as
convex combinations of their lower level components. Spatial coordinates repre-
senting each key were generated from weighted averages of its I, V and IV chord
representations, which were in turn generated from each chord's root, �fth and
third pitch representations.

In the Spiral Array, musical information is condensed and summarized by
3D coordinates that represent the center of e�ect (c.e.) of the pitches. This
idea was extended in the CEG algorithm [5] to generate c.e.'s that mapped
the establishing of key over time to spatial trajectories. The distance from the
moving c.e. to the key representations serves as a likelihood indicator that the
piece is in that key. The distance-minimizing key is elected as the most likely
solution. It was shown that the CEG algorithm o�ers a competitive and viable
means to identify the key of a melody.

In this paper, we show that determining the points of modulation can be
re-cast as a problem of �nding the distance-minimizing boundaries for the dif-
ferent key contexts using the Spiral Array framework. For this reason, we call
the algorithm the Boundary Search Algorithm (BSA). A straightforward imple-
mentation of the algorithm yields an O(nm) performance time, where n is the
number of event onsets and m(� 2) is the number of boundaries. With more
information, a listener can assess the key identity with more con�dence, and
correspondingly, the algorithm works best when n is large and m is small.



Given a piece of music, exhaustively enumerating all segmentation possibili-
ties based on key boundaries is a formidable and exponential task. We show that
by integrating musical knowledge, one can drastically reduce the search space
and propose a tractable polynomial-time solution to the problem of determining
key boundaries for the two Bach examples addressed in this paper. Realistically
speaking, the number of key changes, m, is typically a small number in relation
to the number of event onsets, n. The two Bach examples each contain one point
of departure and one return to a primary key area, that is to say, m = 2. The
problem is further constrained by the fact that the �rst and third (last) key
areas must be identical.

Apart from computational tractability, the bene�ts of a knowledge-based ap-
proach to determining key boundaries also include more accurate models for com-
puter analysis and tracking of music, a better understanding of the perception
of musical structure, more realistic computer-generated expressive performances
and more robust algorithms for content-based music information retrieval.

Comparisons between a human expert's perception of key boundaries and
the algorithm's choices indicate that human processing of music information, a
dynamic interplay exists between past (memory) and present knowledge, thus
maximizing the opportunity for the information to coalesce into meaningful pat-
terns. Also, the human's perception of key boundaries is in
uenced by phrase
structure.

2 A Mathematical Model for Tonality

Any computer model for processing music information must begin with a repre-
sentation that converts content information to numerical data for analysis. The
representation we use is the Spiral Array model �rst introduced in [6]. The Spi-
ral Array grew out of a 3D con�guration of the Harmonic Network to eliminate
periodicity and redundancy (see Figure 1). The use of this geometric model to
determine the key of a musical passage with a likelihood score based on spa-
tial proximity is outlined in [5]. We brie
y describe how key representations are
generated in this structure.

2.1 Placement of Pitch Classes, Chords and Keys

In the Spiral Array, pitch classes are represented by spatial coordinates along
a spiral. Each pitch class is indexed by its number of perfect �fths from an
arbitrarily chosen reference pitch, C (set at position [0,1,0]). An increment in
the index results in a quarter turn along the spiral. Four quarter turns places
pitch classes related by a major third interval in vertical alignment with each
other. Strict enharmonic equivalence would require that the spiral be turned
into a toroid. The spiral form is assumed so as to preserve the symmetry in the
distances among pitch entities.



B     F     C     G     D     A     E

G     D     A     E     B     F     C

E     B     F     C     G     D     A

C     G     D     A     E     B     F

Fig. 1. Rolling up the Harmonic Network to eliminate redundancy.

De�nition 1. The radius of the cylinder, r, and the height gain per quarter
turn, h, uniquely de�ne the position of a pitch representation, which can be de-
scribed as:

P(k)
def
=

2
4
xk
yk
zk

3
5 =

2
4
r sin k�

2
r cos k�2
kh

3
5 :

Chord representations are de�ned uniquely as convex combinations of their
component pitches. Triads map to non-overlapping triangles on the Spiral Array.
Hence, each triangle can be uniquely represented by the convex combination of its
component pitches. The weights are constrained to be monotonically decreasing
from the root, to the �fth, to the third to mirror the relative important of each
pitch to the chord.

De�nition 2. The representation for a major triad is generated by the convex
combination of its root, �fth and third pitch positions:

CM(k)
def
= w1 �P(k) +w2 �P(k + 1) + w3 �P(k + 4);

where w1 � w2 � w3 > 0 and
3X

i=1

wi = 1:

The minor triad is generated by a similar combination,

Cm(k)
def
= u1 �P(k) + u2 �P(k + 1) + u3 �P(k� 3);

where u1 � u2 � u3 > 0 and
3X
i=1

ui = 1:



Major key representations are generated as convex combinations of their I,
V and IV chords. Figure 2 shows an example of a major key representation. The
weights are constrained to be monotonically decreasing from I to V to IV.

De�nition 3. A major key is represented by a convex combination of its tonic,
dominant and subdominant chords. The weights are restricted to be monotonic
and non-increasing.

TM(k)
def
= !1 �CM(k) + !2 �CM(k + 1) + !3 �CM(k� 1);

where !1 � !2 � !3 > 0 and
3X
i=1

!i = 1:
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Fig. 2. Geometric representation of a major key, a composite of its tonic (I),
dominant (V) and subdominant (IV) chords.

The minor key representation is a combination of the i, (V/v) and (iv/IV)
chords. The additional parameters � and � model the relative importance and
usage of V versus v and iv versus IV chords respectively in the minor key.

De�nition 4. The minor key representation is generated by a convex combina-
tion of its tonic, dominant (major or minor) and subdominant (major or minor)
chords as follows:

Tm(k)
def
= �1 �Cm(k)



+�2 � [� �CM(k + 1) + (1� �) �Cm(k + 1)]

+�3 � [� �Cm(k� 1) + (1 � �) �CM(k � 1)];

where �1 � �2 � �3 > 0 and �1 + �2 + �3 = 1;

and 0 � � � 1; 0 � � � 1:

See Figure 3 for the spatial representation of a minor key.
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Fig. 3. Geometric representation of a minor key, a composite of its tonic (i),
dominants (V/v) and subdominant (iv/IV) chords.

For the two examples in this paper, the key representations in the Spiral
Array were generated by setting the weights (w; u; !; �) to be the same and equal
to [ 0.516, 0.315, 0.168 ], h=

p
2=15 (r=1). � is set to 1 and � to 0. These weights

satisfy perceived interval relations, such as, pitches related by a distance of a
perfect �fths being closer than those a major thirds apart, and so on. In addition,
these assignments also satisfy two other conditions: two pitches an interval of a
half-step apart generates a center that is closest to the key of the upper pitch;
and, the coordinates of a pitch class is closest to the key representation of the
same name.

The Spiral Array turns the original 2D lattice of pitch classes into a 3D
con�guration that eliminates periodicity. By moving to a higher dimensional
space, the Spiral Array allows the de�nition of higher-level musical entities as



coordinates in the same space as the pitch classes, blending both discrete and
continuous space.

3 An Algorithm For Finding Key-Change Boundaries

The idea behind the Boundary Search Algorithm (BSA) is a simple one. The
BSA collapses each set of pitch and duration information down to a spatial point,
a center of e�ect (c.e.). This point is compared to the key representations in the
Spiral Array Model. The better the pitch collection adheres to the pitch classes
of the key in the proportions determined by their tonal relations, the closer the
c.e. will be to the key representation.

When two or more key areas exist in a piece, the key areas are delineated by
modulation boundaries. The problem of �nding the point(s) of modulation can
then be posed as a problem of determining the placement of boundaries so as to
minimize the distances between the respective c.e.'s and their closest keys. This
section presents a formal description of the BSA algorithm. Section 3.1 describes
how music information is condensed to a spatial coordinate for comparison to
a key object in the Spiral Array. Section 3.2 gives the problem statement the
solution to which will determine the optimal choice of modulation boundaries.

3.1 The Center Of E�ect And Distance To Key

A musical passage consists of a collection of pitch events, each comprising pitch
and duration information. If pi represents the position of the i-th pitch class in
the Spiral Array, and di represents its duration, the collection of N notes can be
written as f(pi; di) : i = 1 : : :Ng. The center of e�ect of this pitch collection is
de�ned as:

c
def
=

NX
i=1

di
D

�pi where D =
NX
i=1

di

If T is a �nite collection of keys represented in the Spiral Array, both major
and minor, that is to say:

T = fTm(k)8kg [ fTM(k)8kg;

then, the most likely key of the passage is given by:

arg min
T2T

kc � Tk;

which can be readily implemented using a nearest neighbor search. The likelihood
that the pitch collection is in any given key is indicated by its proximity to that
key. The minimizing distance, also a likelihood indicator, is given by:

dmin = min
T2T

kc� Tk:



3.2 Problem Statement and Algorithm

Suppose that m boundaries have been chosen as given by (B1, : : :, Bm). Let time
0 be B0, and the end of the passage be Bm+1 = L. The note material between
any two boundaries (Bi, Bi+1) generates a c.e. given by c(Bi;Bi+1). The most
likely key has a distance dmin(Bi;Bi+1)

from this c.e.
Our hypothesis is that the best boundary candidates will segment the piece in

such a way as to minimize the distances dmin(Bi;Bi+1)
; i = 0; : : : ;m;. Hence, The goal

is to �nd the boundaries (B1, : : :, Bm) that minimize the sum of these distances.
Let ni be the number of pitch events from the beginning up to the boundary Bi,
with the appropriate boundary value of n0 = 0. The optimal boundaries, (B�1,
: : :, B�m), are then given by the solution to the following system:

min
mX
i=0

dmin(Bi;Bi+1)

s.t. dmin(Bi;Bi+1) = min
T2T

kc(Bi;Bi+1) � Tk; i = 0; : : : ;m

c(Bi;Bi+1) =

ni+1X
j=ni+1

dj
Di

�pj where Di =

ni+1X
k=ni+1

dk; i = 0; : : : ;m

and Bi < Bi+1; i = 0; : : : ;m

A naive and viable approach to the problem is to enumerates all possible sets
of boundaries and evaluates each objective function value numerically in order
to �nd the objective-minimizing boundaries. Assuming that the set of keys that
are of interest T is �nite, and that any piece of music is of �nite length with n
event onsets, the computational complexity of this approach is O(nm).

The practical application of this method typically yields far better perfor-
mance than that implied by the O(nm) computational time. The number of key
changes and associated boundaries is typically small in relation to the number
of event onsets (m << n). In smaller-scale compositions such as the two Bach
examples from \A Little Notebook for Anna Magdalena" discussed in the next
section, the pieces can typically be segmented into three key areas.

Using music knowledge and a little common sense, we can add a few con-
straints to further reduce the search space. Adjacent key areas should be distinct
from each other, that is to say, Ti 6= Ti+1(i = 1 : : :m). If the passage to be an-
alyzed is a complete piece, the �rst and last key areas should be constrained to
be the same, with the corresponding constraint being T1 = Tm+1. For example,
in pieces with three key areas, the �rst and last segments are in the same key as
that of the composition, while the middle portion is in a di�erent key.

4 Two Examples

We now proceed to apply the solution framework to two examples from J. S.
Bach's \A Little Notebook for Anna Magdalena". The two examples chosen



each contain one departure and one return to the primary key area. The task at
hand is to �nd the two boundaries, B1 and B2 separating the primary and the
secondary key areas.

In these two problem instances, the three segments are required to satisfy the
constraint that parts 1 and 3 must be in the same key (T1 = T3), and that this
key must be distinct from that of part 2 (T1 6= T2). These additional constraints
greatly reduce the solution space. The reduced and modi�ed problem instance
is as follows:

min dmin(B0;B1) + dmin(B1;B2) + dmin(B2;B3)

s.t. dmin(Bi;Bi+1) = kc(Bi;Bi+1) � Tik; i = 0; 1; 2

Ti = arg min
T2T

kc(Bi;Bi+1) � Tk; i = 0; 1; 2

c(Bi;Bi+1) =

ni+1X
j=ni+1

dj
Di

� pj where Di =

ni+1X
k=ni+1

dk; i = 0; 1; 2

T1 = T3 6= T2

and 0 = B0 < B1 < B2 < B3 = L

In both instances, the BSA method identi�ed the correct keys, T1(= T3)
and T2( 6= T1), and determined the boundaries B1 and B2. These boundaries are
compared to a human expert's choices. The BSA's boundaries (A1,A2) and the
expert's choices (EC1,EC2) are close but not identical in both cases. Sections 4.1
and 4.2 compare and discuss the rationale behind, and the relative merits of,
these solutions.

4.1 Example 1: Minuet in G by Bach

The �rst example is Bach's Minuet in G from \A Little Notebook for Anna
Magdalena". The Minuet is in the key of G, with a middle section in D major.
Figure 4 shows a segment of the piece that contains the transitions away from
and back to the intended key G. On the �gure, are markings denoting a human
expert's choice of boundaries (indicated by EC1 and EC2) between the keys of G
and D. Also marked, are the BSA's choices for these same boundaries (indicated
by A1 and A2).

The di�erence between A1 and EC1 is one between a synthetic and analytic
choice. The human expert chose EC1, a boundary that occurs before the D
major key is established conclusively in bar 20. In light of the D major key
context established in bar 20, bar 19 is heard retroactively as being in the key of
Dmajor rather than G. In Dmajor, the right hand melody in bar 19 traverses the
scale degrees f4̂; 2̂; 3̂; 4̂; 1̂g. It is not an uncommon practice for a human listener
to retroactively frame the past in the light of present knowledge. In addition,
EC1 also prioritizes phrase symmetry by delineating a 2-bar + 2-bar phrase
structure.
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Fig. 4. Modulation boundaries. [ EC = human expert; A = BSA algorithm ]

The Boundary Search Algorithm described in Section 3 was not designed to
have backward and forward analysis capabilities. It selects the boundaries that
produce pitch event groupings in such a way that each grouping maps to point
clusters on the Spiral Array that aggregate to points closest to the respective key
representations. Based on this selection criteria, the BSA chooses the beginning
of bar 20 to mark the beginning of the D major section. This choice, in fact,
agrees with the textbook de�nition of modulation.

The textbook boundary for the next key change falls squarely between EC2
and A2. The human expert's decision was in
uenced by the four-bar phrasing
established from the beginning of the piece. Giving preference to boundaries that
lock into this four-bar period, the human listener waited for the latest phrase to
end (at the end of the bar) before placing EC2 at the barline. With this choice
of boundary, the D and C\ on beats 2 and 3 in bar 24 are heard as an ending of
the middle section. A performer, if attempting to highlight this fact, would play
it quite di�erent than if these two notes were the beginning of the next section.

Now consider A2. The BSA chose to group the notes in beats two and three
of bar 24 with the �nal G major section, a choice that is closer in spirit to the
textbook solution. In this case, the D on beat two of bar 24 is heard as the �fth
degree 5̂ in G major, and not the �rst degree 1̂ in D major. Strictly speaking,
the C\ is the �rst note that belongs to G major and not D. Thus, the textbook
boundary would start the G major area on beat three of bar 24.

Both the algorithm's and the expert's choices for modulation boundaries
are valid for di�erent reasons. The human expert's choices involved retroactive
decisions that framed past information in the light of present knowledge. The
human's choices were also in
uenced by phrase structure, preferring to rein-



force the four-bar phrase boundaries. The BSA considered only the pitch events,
taking the pitches literally and choosing the boundaries accordingly.

4.2 Example 2: Marche in D by Bach

The second example is Bach's Marche in D, also from \A Little Notebook for
Anna Magdalena". This piece was chosen because it is a little more complex than
the previous Minuet example. In the transition from A major back to D major,
the piece hints at a number of di�erent keys before returning unequivocally to
D major. The A major middle section shifts to D major in the second beat of
bar 12, portending the return to D major. The D acts as a V to the G major
tonality at the end of bar 13; a G] in the bass at the end of bar 14 acts as a
leading note to A major; there is a momentary hint of B major between bars 15
and 16 that acts as the V of E minor; E minor acts as a V to A, which works
as a V to D major which returns in bar 18. Clearly, this is a less than perfect
example with which to test an algorithm that looks for boundaries between only
three parts. The salient portion of the piece is shown in Figure 5, with the same
labeling convention as before.
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Fig. 5. Modulation boundaries. [ EC = human expert; A = BSA algorithm ]



The �rst set of boundaries, EC1 and A1, were almost identical. The BSA
breaks up the phrase structure in bar 6 to include the last beat in the new A
major section, while the human expert waited for the completion of the phrase to
place the boundary EC1. The slight discrepancy resulted because the computer
algorithm was not designed to recognize the composer's phrasings. Otherwise,
the two choices are not very di�erent. However, it is important to note that G]
occurs on the �rst beat of bar 6, an indication of the new key area, A major; so,
a textbook boundary should begin the A major section at the G].

For the second set of boundaries, marked EC2 and A2 respectively in Fig-
ure 5, the choices di�ered quite a bit. The human expert took into account the
sequential pattern starting from the middle of bar 13 and ending at the climax
in bar 16, and chose to think of the �nal D major section as beginning in beat
one of bar 18. The BSA, on the other hand, did not account for �gural groupings
and sequential patterns in the notes. It chose, instead, to begin the last D ma-
jor section as soon as the note material of the third part agreed with the pitch
collection for D major.

5 Conclusions

The Boundary Search Algorithm is designed to segment a stream of music data
into contiguous sets by key. The algorithm gave accurate assessments of the
goodness-of-�t between each collection of pitch events and the key candidate
to suggest optimal placements of key boundaries. For the purposes of this ap-
plication, the c.e. de�ned in Section 3.1 summarizes only pitch and duration
information. The method does not account for pitch order within each data set,
nor does it incorporate beat information. With only pitch and duration informa-
tion, the BSA was demonstrated to perform well in the problem of determining
modulation boundaries. Given only pitch and duration information, a human
would probably perform in a comparable manner. Rough temporal information
is embodied in the sequence of the key segments.

The BSA does not explicitly use chord functions to determine the key areas.
Chord membership and functional relations to each key area are incorporated
into the Spiral Array model by design. With some additional work, a functional
analysis of a musical passage can be extracted from mappings of the data to the
Spiral Array model. The problem of harmonic analysis can perhaps be addressed
in a future paper.

In addition, the implementation of the BSA as described in this paper is
designed to analyze a piece of music in its entirety. In order for the algorithm
to mimick human musical perception as information is revealed over time, the
ideas outlined in this paper can be adapted to detect key boundaries in real-
time. For example, in a real-time system, analyses can be performed at each
time increment and the number of boundaries, m, allowed to increase by at
most one.

Finally, the human mind in apprehending music information performs more
than sequential data processing. Pitch and duration data is but a fraction of



the total information. The mind also organizes music data into �gural groupings
and phrase structures, and it can sometimes revise prior assessments based on
new information. The analysis of the di�erence in the human and algorithmic
solutions indicates that a dynamic interplay exists between memory and present
knowledge so that the chances of �nding meaningful patterns in the time series
data is maximized.
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