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Abstract

Image processing is widely used in many ap-
plications, including medical imaging, industrial
manufacturing, and security systems. Often the
size of the image is very large, the processing time
has to be very small and usually real-time con-
straints have to be met. Therefore, during the
last decades there has been an increasing interest
in the development and the use of parallel algo-
rithms in image processing.

This paper presents and evaluates a method for
introducing parallelism into an image processing
application. The method is based on algorithmic
skeletons for low, medium and high level image
processing operations. They provide an easy-to-
use parallel programming interface.

To evaluate this approach, face recognition is
implemented twice on a highly parallel process-
ing platform, once via skeletons, once directly
and highly optimized. It is demonstrated that the
skeleton approach is extremely convenient from a
programmers point of view, while the performance
penalty of using skeletons is well below 10% in our
case study.

1 Introduction

The SmartCam project [1] investigates to de-
sign a programmable smart camera for image
processing applications. A smart camera com-
bines sensors, SIMD (single instruction multiple
data) processors and ILP (instruction level par-
allel) processors. Such a camera can be used in
surveillance or inspection for detecting objects or
raising an alarm when a lot of image processing

should be done on-board. An SIMD processor is
suitable for low-level image processing and an ILP
processor can execute irregular algorithms, with
intermediate and high level image processing op-
erations such as Hough transform and labeling
an object. The purpose of the project is to quan-
tify the design of such systems via simulation and
analysis in a design space exploration environ-
ment, and to develop an intuitive programming
model. This model is based on algorithmic skele-
tons to bring parallelism into sequential code of
image processing applications [8].

The goal of this paper is to define a skeleton
library for image processing operations (low, in-
termediate and high level). By using this library,
the programmer of an image processing applica-
tion can easily parallelize the application and he
does not have to handle the problems related to
communication and synchronization. For show-
ing the efficiency of implementing image process-
ing applications via skeletons, we have selected
face recognition as a case study. Face recogni-
tion is becoming increasingly important in image
processing systems for surveillance and identifica-
tion and it includes all types of image processing
operations (low, intermediate and high level).

The paper is organized as follows: Section 2
puts our work in perspective with related work
and explains the concept of algorithmic skeletons.
The classification of skeletons for image process-
ing applications is described in Section 3. The
face recognition and detection algorithms are pre-
sented in Section 4. The implementation and
evaluation of our proposed algorithms with skele-
tons are presented in Sections 5 and 6, followed
by conclusions and future work in Section 7.



2 Related work

Skeletons are algorithmic abstractions that en-
capsulate different forms of parallelism, common
to series of applications. The aim is to obtain en-
vironments or languages that allow easy parallel
programming, in which the user does not have to
handle problems related to communication, syn-
chronization, deadlocks or non-deterministic pro-
gram runs [2]. Usually, they are embedded in a
sequential host language and they are used for
coding and hiding the parallelism from the appli-
cation user.

In [12], Serot presents a parallel image pro-
cessing environment, using skeletons on top of
the CAML functional language. In [10], a par-
allel image processing environment has been pre-
sented for low-level image operations. The skele-
tons have been implemented in C by using MPI
as a communication library.

In this paper, we extend algorithmic skele-
tons to image operations of all levels (low, in-
termediate and high) to create a parallel im-
age processing environment ready to use for easy
implementation-development of image processing
applications. Our skeleton library is embedded
in the C programming language. We use this
skeleton library in face recognition to show the
efficiency of programming image processing ap-
plications through this library.

3 Classification and skeletonization
of image operations

Image processing operations can be classified
as low-level, intermediate-level and high-level [9]
(Figure 1); based on this classification, it is pos-
sible to define a skeleton library for image opera-
tions.

3.1 Low-level image operations

Low-level image processing operations use the
values of image pixels to modify individual pixels
in an image. They can be divided into point-to-
point, neighborhood-to-point and global-to-point
operations [10]. Point-to-point operations de-
pend only on the values of the corresponding
pixels from the input image and the paralleliza-
tion is simple. Neighborhood operations produce
an image in which the output pixels depend on
a group of neighboring pixels around the corre-
sponding pixel from the input image. Opera-
tions like smoothing, sharpening, filtering, noise
reduction and edge detection are highly paralleliz-
able. Global operations depend on all the pixels
of the input image, like Discrete Fourier Trans-
form (DFT) and they are also parallelizable.

Image operations Source Output
Low-level Image Image
Intermediate-level = Image Object/vector-data

High-level Object/vector-data  Object/vector-data

Figure 1: Image operations

/Iskeleton for point to point operations
void PixelToPixelOp(E_IMG *in, E_IMG *out,void(*op)());

//skeleton for neighborhood to point operations
void NeighborToPixelOp(E_IMG *in, E_IMG *out,
E_WIN *win,void(*op)());

/Iskeleton for global to point operations
void GlobalToPixelOp(E_IMG *in, E_IMG *out, void(*op)());

/Iskeleton for image to object operations
void ImageToObject(E_IMG *in, E_OBJ *out, void(*op)());

//skeleton for object to object operations
void ObjectToObject(E_OBJ *in, E_OBJ *out, void(*op)());

/Iskeleton for object to point/value operations
void ObjectToPoint(E_OBJ *in, E_Point *out, void(*op)());

Figure 2: Skeleton library

3.2 Intermediate-level image oper-
ations

Intermediate-level image processing operations
work on images and output other data structures,
such as detected objects (e.g., faces) or statistics,
thereby reducing the amount of information. Op-
erations such as Hough transform (to find a line in
an image), center-of-gravity calculation, labeling
an object, are examples of intermediate-level im-
age operations. They are more limited from the
aspect of data parallelism when compared to low-
level operations. They can be defined as image-
to-object operations.

3.3 High-level image operations

High-level image processing operations work
on vector data or objects in the image and re-
turn other vector data or objects. They usu-
ally have irregular access patterns and thus are
difficult to run data parallel. They can be di-
vided into object-to-object or object-to-point op-
erations. Position estimation and object recogni-
tion theory are examples of this category.

3.4 Skeletons for image operations

It is possible to use the data-parallelism
paradigm with the master-slave approach for low-
level, intermediate-level and high-level image pro-
cessing operations [11]. A master processor is se-
lected for splitting and distributing the data to
the slaves. The master can also process a part
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of the image (data). Each slave processes its re-
ceived part of the image (data) and then, the mas-
ter gathers and assembles the image (data) back.

Based on the above observation, we identify
a number of skeletons for parallel processing of
low-level, intermediate-level and high-level image
processing operations. They are named accord-
ing to the type of the operator. Headers of some
skeletons are shown in Figure 2. Each skeleton
can be executed on a set of processors. From this
set of processors, a host processor is selected to
split and distribute the image to the other proces-
sors. The other processors from the set, receive a
part of the image and the image operation which
should be applied to it. Then the computation
takes place and the result is sent back to the host
processor. The programmer of the image pro-
cessing application should only select the skeleton
from the library and gives the appropriate oper-
ation as a parameter.

4 Face detection and recognition

For recognizing a face from an image, first, it
is necessary to separate it from the image, and
then, it should be recognized from a data base of
known faces. So, the face recognition process can
be divided in two parts [3].

4.1 Face detection

For detecting faces, we have proposed in [3] an
algorithm by searching for the presence of skin-
tone colored pixels or groups of pixels. We have
used the YUV color domain, because it separates
the luminance (Y) from the true color (UV). In
the RGB color space, the components represent
not only color but also luminance, which varies
from situation to situation (changing light causes
the reliability to be decreased). By using the
YUV color domain, not only the detection has
become more reliable but also the skin-tone iden-
tification has become easier, because the skin tone
can now be indicated in a 2—dimensional space.
By measuring the UV values of human skin-tone,
the skin-tone region has been identified as a rect-
angle in the UV spectrum (Figure 3) and every

non-skin color out of the ”skin box” is seen as non
face (Figure 4). The face (skin) detection part,
separates the skin-tone from the image and sends
only the luminance and the coordinate of the skin
to the recognition part. It should be mentioned
that the recognition part distinguishes faces from
other parts of the body such as hands and feet
that have the same skin color. Furthermore, if an
image is coded in the RGB color space, it is first
converted to YUV.

4.2 Face recognition

The next step of the process is the recogni-
tion part. Through this process, an area of skin,
detected in the previous step, is identified with
respect to a face database. For this purpose, a
Radial Basis Function (RBF) neural network is
used [6]. The reason for using an RBF neural
network is its ability to cluster similar images be-
fore classifying them [7]. An RBF neural network
structure is demonstrated in Figure 5. Its archi-
tecture is similar to that of a traditional three-
layer feed forward neural network. The input
layer of this network is a set of m units, which
accepts the elements of an n-dimensional input
feature vector. (Here, the RBF neural network
input is the face which is gained from the face
detection part. Since it is normalized to a 64 x 72
pixel face, it follows that n = 4608.) The in-
put units are completely connected to the hidden
layer with m hidden nodes. Connections between
the input and the hidden layers have fixed unit
weights and, consequently, it is not necessary to
train them. The purpose of the hidden layer is to
cluster the data and decrease its dimensionality.
The RBF hidden nodes are also completely con-
nected to the output layer. The number of the
outputs depends on the number of people to be
recognized (o equals the number of persons plus
one; see below). The output layer provides the
response to the activation pattern applied to the
input layer. The change from the input space to
the RBF hidden unit space is nonlinear, whereas
the change from the RBF hidden unit space to
the output space is linear.

For the recognition part, a skin area should
be fed to the neural network input. Subse-
quently, the output should be calculated for each
person from the database. The network node
has one output node for each person from the
database and the maximum value between the
output nodes is considered to be the recognized
person. For distinguishing a face from other parts
of the body and from noise, we have preserved one
of the outputs of the neural network [4].



Figure 4: Skin-tone result

Input Nodes Output Nodes
Hidden Nodes

Figure 5: Architecture of RBF neural network

5 Skeletonizing

This section shows how it is possible to skele-
tonize image processing applications via a skele-
tons library. According to Section 4, face recog-
nition can be divided into two main tasks:

e Detecting skin in the image, which can be
further dived into two parts:

— Finding the skin-tone in the image; we
can map this part of the program as
low-level image processing operations,
because the input of this part is an im-
age and the output is also an image.

— Separating the skin-tones from the im-
age as objects, and determining the co-
ordinates of each of these skin-tones.
So we map this part as intermediate-
level image processing operations, be-
cause the input is an image and the out-
put is a set of objects (faces).

e Sending each of the skin-tones (faces) to the
neural network for identification, according
to the faces which are in the data base. We

/*find skin tone*/
for (y=1;y < HEIGHT-1; y++){
for (x=1; x < WIDTH-1; x++){
/* convert color */
Convertcolor(R[x1[y]l,G[x]1[yl,B[x1[yl,
UIx]lyl, VIXILyD;
/* find skin-tone */
if( MIN_U<U[x][y]&&U[x][yl< MAX_U &&
MIN_V<V[x][y]&&V[x][yl< MAX_V)
out[x]lyl = 1;
else
out[x]ly] = O;
}

}
/*label the image™*/
for (y=1;y < HEIGHT-1; y++)
for (x=1; x < WIDTH-1; x++)
if(out[x]lyl)
label(label[x][y]);
/*Neural network*/
for (h=0;h< HIDDEN_NODE; h++){
out_hidden[h]=0;
for (i=0;i< INPUTE_NODE; i++){
out_hidden[h] += inputfi]*i2h_weight[h][i];
}
out_hidden[h] = ActiveFunc(out_hidden[h]);
}
for (0=0;0< OUTPUT_NODE; o++){
out_rbf[o]= 0;
for (h=0;h< HIDDEN_NODE; h++){
out_rbf[o] += out_hidden[h]*h2o_weight[o][h];
}

person = O;
max = 0;
for (0=0;0< OUTPUT_NODE; o++){
if( out_rbf[o] > max){
max= out_rbf[o];
person = o;

}

Figure 6: Face recognition

map this part as high-level image processing
operations, because the input is an object
and the output is the number of the recog-
nized person.

Figure 6 shows the C-code of face recognition.
The main parts of the program (the ones which
take most time) are the parts which are inside
the loops and they have the same operations for
each pixel in an image or for each object (face).
For being able to bring data parallelism into the
program, we use skeletons as mentioned in Sec-
tion 3 (Figure 2). The code can be divided into
the following tasks:

e convert color: Since in our setup input is in
RGB, for detecting the skin tone in the UV
domain, the values of U and V should be
calculated for each pixel.

e binarization: For each pixel, it should be
checked whether it is within the skin-tone
box or not (see Figure 3).

e labeling: For separating the faces from the
image, the same label should be assigned to
pixels which are nearby in the skin-tone.

e neural network: The neural network for rec-
ognizing the objects which are detected in
the previous part.

The main function of the skeletonized code is
shown in Figure 7 (The first three tasks are
mapped onto the first three skeletons; the neural
network is mapped onto the second three skele-
tons).



For implementation, we have used an IMAP-
board [5]. In the IMAP-board (see Figure 8), the
image processing is done in parallel on 256 pro-
cessing elements (PEs); each PE works on one
column in the image. Each PE is an 8-bit pro-
cessor with 16 8-bit general purpose registers and
1 KB (kilobyte) of on-chip memory, called inter-
nal memory. At any given time, all PEs execute
the same instructions (SIMD). Apart from the 1
KB of internal memory for each PE, there is 16
MB of external memory available. This memory
can not be directly used by the PEs as working
memory, but data can be stored in and loaded
from it in order to free internal memory without
losing data (swapping). This memory is gener-
ally used by the video I/O hardware to write the
incoming video signal and to read the outgoing
video signal. Communication between external
memory and internal memory or video hardware
can be done in parallel with calculations by the
PEs. All elements of the card are controlled by a
control processor. The control processor executes
a program line by line. The program is stored
in a program memory. FEach line consists of a
control processor instruction and a PE instruc-
tion. The control processor executes its own part
of the code and sends the PE-instructions to the
PEs for execution (see Figure 9).

6 Evaluation

We have implemented the skeletons library for
the IMAP-board. Each implemented skeleton fol-
lows a standard template: first, the control pro-
cessor reads the image or data from the exter-
nal memory; then, it distributes the data between
the PEs; after that, it sends the determined op-
erations (instructions) from the skeletons to the
PEs; finally, it gathers the result from the PEs
and writes it in the external memory.

Figure 10 shows the execution time for each
skeleton in the program. The image size that we
have used is 256 * 240 pixels and the neural net-
work that we have used has 4608 input nodes, 15
hidden nodes and 6 (5 persons + 1 noise) output
nodes.

We have also implemented a manually opti-
mized version of face recognition (without using
the skeletons) on the IMAP-board. The differ-
ence is that each skeleton reads the image (ob-
ject) from the external memory, distributes it be-
tween the PEs, and again stores the results in
this external memory, whereas in the optimal so-
lution it is not always necessary to read and write
data from/to the external memory. We have mea-
sured the execution time for reading, distribut-
ing and gathering an image (256 * 240 pixels) for

PixelToPixelOp(RGB, UV, &yc2ycbcr);
PixelToPixelOp(UV, skin, &Binarization);
ImageToObiject(skin, obj, &labeling);

for(i= 0; i < num_object; i++){
ObjectToObject(obj, hidden, &NeuralNet_hiddennode);
ObjectToObject (hidden, out, &NeuralNet_outputnode);
ObjectToValue(out, person, &Find_max);

}

Figure 7: Main function of skeleton code for face
recognition

Figure 8: IMAP board

each skeleton and it is 0.16ms. The average time
for running each skeleton is 1.58ms (Figure 10).
Consequently, the execution time for sending and
gathering an image, takes 11% of skeleton execu-
tion time (0.16/(1.58 —0.16) = .11). Note that in
general, it is not necessary to send/gather the en-
tire image to/from a skeleton (e.g. for the neural
network, it’s only necessary to send the skin-tone
region). From these measurement, we may de-
duce that in general the execution time for skele-
tonized code is in the order of 10% worse than
the execution time of an optimized program (on
the IMAP-board and assuming that similar type
of skeletons are used in the application). For the
face recognition case study, the skeletonized code
takes 8.21ms and the optimized code takes 7.8ms,
which is an overhead of approximately 5%.

Based on this initial experience, we expect that
skeletonization can be used as a very convenient
programming and implementation method which
does not result in an excessive execution time
overhead. It relieves the programmer from many
tedious low level implementation and paralleliza-
tion details.

7 Conclusions and future work

In this paper, we classified image processing
operations into three categories, low, medium and
high level. Based on this, we introduced and
implemented an environment (library) for im-
age processing applications based on algorithmic
skeletons. By using these algorithmic skeletons,
the user is completely shielded from the paral-
lel implementation of his algorithm; he has only
to provide the sequential code to process a sin-
gle datum. Another advantage is that this ab-
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Figure 9: IMAP board architecture

Skeketon Time(ms)
PixelToPixelOp(RGB, UV, &yc2ycbcr) 1.9
PixelToPixelOp(UV, skin,&Binarization) 1.75
ImageToObject(skin, obj, ,&labeling) 1.58
ObjectToObject(obj, hidden,&NeuralNet_hiddennode) | 2.1
ObjectToObiect (hiddenj, out,&NeuralNet outputnode) | 0.567

Figure 10: Execution time

straction allows the program to be executed on
different processor architectures without changes
to the user code. (Only the implementation of
skeletons should be changed for each new archi-
tecture.)

We have also implemented face recognition via
algorithmic skeletons on an IMAP-board; pro-
gram implementation turned out to be straight-
forward and the resulting execution speed was not
much worse in comparison with an optimal imple-
mentation (around 10%).

As future work, we plan to evaluate our ap-
proach by studying a larger set of case studies, im-
plemented on a variety of parallel architectures.
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