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Abstra
tRe
ently, Jaakkola and Haussler proposed a method for 
onstru
ting kernel fun
tions fromprobabilisti
 models. Their so 
alled \Fisher kernel" has been 
ombined with dis
rimi-native 
lassi�ers su
h as SVM and applied su

essfully in e.g. DNA and protein analysis.Whereas the Fisher kernel (FK) is 
al
ulated from the marginal log-likelihood, we pro-pose the TOP kernel derived from Tangent ve
tors Of Posterior log-odds. Furthermore,we develop a theoreti
al framework on feature extra
tors from probabilisti
 models anduse it for analyzing the TOP kernel. In experiments our new dis
riminative TOP kernel
ompares favorably to the Fisher kernel.1 Introdu
tionIn 
lassi�
ation tasks, the purpose of learning is to predi
t the output y 2 f�1;+1g ofsome unknown system given the input x 2 X based on the training samples fxi; yigni=1.A feature extra
tor is a ve
tor-valued fun
tion f : X ! RD designed for 
onverting therepresentation of data without losing the information ne
essary for dis
rimination.When X is a ve
tor spa
e like Rd , many feature extra
tion methods have beenproposed (e.g. [Fukunaga, 1990, Chapter 10℄). However, they are typi
ally not ap-pli
able when X is a set of sequen
es of symbols and does not have the stru
tureof a ve
tor spa
e as in DNA or protein analysis (e.g. [Durbin et al., 1998℄). In su
h
ases, the similarity (or proximity) between two samples plays an important role(e.g. [Cox & Ferry, 1993, Graepel et al., 1999, Hofmann & Buhmann, 1997℄). The sim-plest method is to prepare several prototype samples and to 
ompose a feature ve
torfrom the similarities to these samples [Graepel et al., 1999℄. Alternatively in multidimen-sional s
aling (MDS) [Cox & Ferry, 1993℄ the samples are mapped su
h that the givendissimilarity is approximated by the Eu
lidean distan
e in feature spa
e. However, simi-larities are often not available, and to de�ne a \good" similarity measure in terms of the2




lassi�
ation task in feature spa
e is therefore diÆ
ult and requires a fair amount of priorknowledge.Re
ently, the Fisher kernel (FK) [Jaakkola & Haussler, 1999℄ was proposed that allowsto measure distan
es between symbols by 
omputing features from probabilisti
 modelsp(xj�). At �rst, a parameter estimate �̂ is obtained from the training examples. Then,the tangent ve
tor of the log marginal likelihood log p(xj�̂) is used as a feature ve
tor.The Fisher kernel refers to the inner produ
t in this feature spa
e, but the method ise�e
tively a feature extra
tor (also sin
e the features are 
omputed expli
itly). The Fisherkernel 
an be 
ombined with dis
riminative 
lassi�ers su
h as SVM and it has a
hievedex
ellent 
lassi�
ation results in several �elds, for example in DNA and protein analysis[Jaakkola & Haussler, 1999, Jaakkola et al., 2000℄. Empiri
ally, it is reported that theFK-SVM system often outperforms the 
lassi�
ation performan
e of a plug-in estimate,1i.e. the pure probabilisti
 approa
h. Note that the Fisher kernel is only one possiblemember in the family of feature extra
tors f �̂(x) : X ! RD that 
an be derived froma probabilisti
 model. We 
all this family model-dependent feature extra
tors, be
ausedi�erent probabilisti
 models lead to di�erent feature ve
tors. Exploring this family is avery important and interesting subje
t.Sin
e model-dependent feature extra
tors have been newly developed, the performan
emeasures for them are not yet established. In this paper we therefore �rst propose twoperforman
e measures. Then, we de�ne a new kernel (or equivalently a feature extra
tor)derived from the Tangent ve
tor Of Posterior log-odds { that we denote as TOP kernel.We will analyze the performan
e of the TOP kernel in terms of our performan
e measures.Finally the TOP kernel is 
ompared { favorably { to the Fisher kernel in experiments witharti�
ial data and protein data.1In 
lassi�
ation by plug-in estimate, x is 
lassi�ed by thresholding the posterior probability ŷ =sign(P (y = +1jx; �̂)� 12 ) [Devroye et al., 1996℄.
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2 Performan
e MeasuresTo begin with, let us des
ribe the notations. Let x 2 X be the input `point' and y 2f�1;+1g be the 
lass label. X may be a �nite set or an in�nite set like Rd . Let us assumethat we know the parametri
 model of the joint probability p(x; yj�), where � 2 Rp is theparameter ve
tor. Assume that the model p(x; yj�) is regular [Murata et al., 1994℄ and
ontains the true distribution. Then the true parameter �� is uniquely determined. Let�̂ be a 
onsistent estimator [Devroye et al., 1996℄ of ��, whi
h is obtained by n trainingexamples drawn i.i.d. from p(x; yj��). Let ��if = �f=��i, r�f = (��1f; : : : ; ��pf)>, andr2�f denote the p� p matrix, the Hessian, whose (i; j)-th element is �2f=(��i��j).As the Fisher kernel is 
ommonly used in 
ombination with linear 
lassi�ers su
h asSVMs, one reasonable performan
e measure is the 
lassi�
ation error of a linear 
lassi�erwTf �̂(x) + b in the feature spa
e RD , where w 2 RD and b 2 R. Usually w and bare determined by a learning algorithm, so the optimal feature extra
tor is di�erent withregard to ea
h learning algorithm. To 
an
el out this ambiguity and to make a theoreti
alanalysis possible, we assume the optimal learning algorithm is used. When w and b areoptimally 
hosen, the 
lassi�
ation error isR(f �̂) = minw2S;b2REx;y�[�y(w>f �̂(x) + b)℄; (2.1)where S = fw j kwk = 1;w 2 RDg, �[a℄ is the step fun
tion, whi
h is 1 if a > 0and 0 otherwise, and Ex;y denotes the expe
tation with respe
t to the true distributionp(x; yj��). R(f �̂) is at least as large as the Bayes error L� [Fukunaga, 1990℄ and R(f �̂) =L� only if the linear 
lassi�er implements the same de
ision rule as the Bayes optimal rule.From a geometri
al point of view, R(f �̂)�L� des
ribes how linear the optimal boundaryis in the feature spa
e.Now, that we have a performan
e measure, it is natural to design a feature extra
torthat minimizes R(f �̂). However, this task is diÆ
ult be
ause of the non-di�erentiablefun
tion �. So, we 
onstru
t another measure, whi
h upper-bounds R(f �̂): we 
onsider4



the estimation error of the posterior probability by a logisti
 regressor F (w>f �̂(x) + b),with F (t) = 1=(1 + exp(�t)):D(f �̂) = minw2RD;b2RExjF (w>f �̂(x) + b)� P (y = +1jx; ��)j: (2.2)The relationship between D(f �̂) and R(f �̂) is illustrated as follows: Let L̂ be the 
las-si�
ation error rate of an arbitrary posterior probability estimator P̂ (y = +1jx). Thefollowing inequality is known [Devroye et al., 1996℄:L̂� L� � 2ExjP̂ (y = +1jx)� P (y = +1jx; ��)j: (2.3)When we use P̂ (y = +1jx) := F (w>f �̂(x) + b), this inequality leads to the followingrelationship between the two measuresR(f �̂)� L� � 2D(f �̂): (2.4)By this bound, it is useful to derive a new feature extra
tor that minimizes D(f �̂), as willbe done in Se
. 4.3 The Fisher kernelThe Fisher kernel (FK) is de�ned2 as K(x;x0) = s(x; �̂)>Z�1(�̂)s(x0; �̂), where s is theFisher s
ore s(x; �̂) = ���1 log p(xj�̂); : : : ; ��p log p(xj�̂)�> = r� log p(x; �̂);and Z is the Fisher information matrix: Z(�) = Ex �s(x; �)s(x; �)>�� �� : The theoreti
alfoundation of FK is des
ribed in the following theorem [Jaakkola & Haussler, 1999℄: \a2In pra
ti
e, some variants of the Fisher kernel are used. For example, if the derivative of ea
h 
lassdistribution, not marginal, is taken, the feature ve
tor of FK is quite similar to that of our kernel. How-ever, these variants should be deliberately dis
riminated from the Fisher kernel in theoreti
al dis
ussions.Throughout this paper in
luding experiments, we adopt the original de�nition of the Fisher kernel from[Jaakkola & Haussler, 1999℄. 5



kernel 
lassi�er employed the Fisher kernel derived from a model that 
ontains the labelas a latent variable is, asymptoti
ally, at least as good a 
lassi�er as the MAP labelingbased on the model". The theorem says that the Fisher kernel 
an perform at least aswell as the plug-in estimate, if the parameters of linear 
lassi�er are properly determined(
f. Appendix A of [Jaakkola & Haussler, 1999℄). With our performan
e measure, thistheorem 
an be represented more 
on
isely: R(f �̂) is bounded by the 
lassi�
ation errorof the plug-in estimate R�(�̂)R(f �̂) � R�(�̂) = Ex;y�[�y(P (y = +1jx; �̂)� 12)℄: (3.1)Note that the 
lassi�
ation rule 
onstru
ted by the plug-in estimate P (y = +1jx; �̂)
an also be realized by a linear 
lassi�er in feature spa
e. Property (3.1) is importantsin
e it guarantees that the Fisher kernel performs better when the optimal w and b areavailable. In the next se
tion, we present a new kernel that also satis�es (3.1) and has amore appealing theoreti
al property as well.4 The TOP Kernel4.1 De�nitionNow we pro
eed to propose a new kernel: Our aim is to obtain a feature extra
tor thata
hieves small D(f �̂). When a feature extra
tor f �̂(x) satis�es3w>f �̂(x) + b = F�1(P (y = +1jx; ��)) for all x 2 X ; (4.1)with 
ertain values of w and b, we have D(f �̂) = 0. However, sin
e the true parameter�� is unknown, all we 
an do is to 
onstru
t f �̂, whi
h approximately satis�es (4.1). Let3Noti
e that F�1(t) = log t� log(1� t).
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us de�ne4 v(x; �) = F�1(P (y = +1jx; �))= log(P (y = +1jx; �))� log(P (y = �1jx; �)); (4.2)whi
h is 
alled the posterior log-odds of a probabilisti
 model [Devroye et al., 1996℄. ByTaylor expansion around the estimate �̂ up to the �rst order, we 
an approximate v(x; ��)as v(x; ��) � v(x; �̂) + pXi=1 ��iv(x; �̂)(��i � �̂i): (4.3)Thus, by setting f �̂(x) := (v(x; �̂); ��1v(x; �̂); : : : ; ��pv(x; �̂))> (4.4)and w := w� = (1; ��1 � �̂1; � � � ; ��p � �̂p)>; b = 0; (4.5)equation (4.1) is approximately satis�ed. Sin
e a Tangent ve
tor Of the Posterior log-odds 
onstitutes the main part of the feature ve
tor, we 
all the inner produ
t of the twofeature ve
tors TOP kernel: K(x;x0) = f �̂(x)>f �̂(x0): (4.6)It is easy to verify that the TOP kernel satis�es (3.1), be
ause we 
an 
onstru
t the samede
ision rule as the plug-in estimate by using the �rst element only (i.e. w = (1; 0; : : : ; 0),b = 0).4.2 A Theoreti
al AnalysisIn this se
tion, we 
ompare the TOP kernel with the plug-in estimate in terms of perfor-man
e measures. Later on, we assume that 0 < P (y = +1jx; �) < 1 to prevent jv(x; �)j4One 
an easily derive TOP kernels from higher order Taylor expansions. However, we will onlydeal with the �rst order expansion here, be
ause higher order expansions would indu
e extremely highdimensional feature ve
tors in pra
ti
al 
ases. 7



from going to in�nity. Also, it is assumed that r�P (y = +1jx; �) and r2�P (y = +1jx; �)are bounded. Substituting the plug-in estimate (denoted by the subs
ript �) into D(f �̂),we have D�(�̂) = ExjP (y = +1jx; �̂)� P (y = +1jx; ��)j:De�ne �� = �̂ � ��. By Taylor expansion around ��, we haveD�(�̂) = Exj(��)>r�P (y = +1jx; ��) + 12(��)>r2�P (y = +1jx; �0)(��)j= O(k��k); (4.7)where �0 = �� + 
�� (0 � 
 � 1). When the TOP kernel is used,D(f �̂) � ExjF ((w�)>f �̂(x))� P (y = +1jx; ��)j; (4.8)where w� is de�ned as in (4.5). Sin
e F is Lips
hitz-
ontinuous, there is a �nite positive
onstant M su
h that jF (a)� F (b)j �M ja� bj. Thus,D(f �̂) �MExj(w�)>f �̂(x)� F�1(P (y = +1jx; ��))j: (4.9)Sin
e (w�)>f �̂(x) is the Taylor expansion of F�1(P (y = +1jx; ��)) up to the �rst order(4.3), the �rst order terms of �� are ex
luded from the right side of (4.9), thus D(f �̂) =O(k��k2). Sin
e both, the plug-in and the TOP kernel, depend on the parameter estimate�̂, the errors D�(�̂) and D(f �̂) be
ome smaller as k��k de
reases. However,the rate of
onvergen
e of the TOP kernel is mu
h faster than that of the plug-in estimate, if w andb are optimally 
hosen.This result is 
losely related to large sample performan
es: Assuming that �̂ is an1=2 
onsistent estimator with asymptoti
 normality (e.g. the maximum likelihood esti-mator), we have k��k = Op(n�1=2) [Murata et al., 1994℄, where Op denotes sto
hasti
order [Barndor�-Nielsen & Cox, 1989℄. So we 
an dire
tly derive the 
onvergen
e orderas D�(�̂) = Op(n�1=2) and D(f �̂) = Op(n�1). By using the relation (2.4), it follows that8



R�(�̂) � L� = Op(n�1=2) and R(f �̂) � L� = Op(n�1).5 Therefore, the TOP kernel has amu
h better 
onvergen
e rate in R(f �̂). However, we must noti
e that this fast rate ispossible only when the optimal linear 
lassi�er is 
ombined with the TOP kernel. Sin
enon-optimal linear 
lassi�ers typi
ally have the rate Op(n�1=2) [Devroye et al., 1996℄, theoverall rate is dominated by the slower rate and turns out to be Op(n�1=2). But this theo-reti
al analysis is still meaningful, be
ause it shows the existen
e of a very eÆ
ient linearboundary in the TOP feature spa
e. This result en
ourages pra
ti
al e�orts to improvelinear boundaries by engineering loss fun
tions and regularization terms with e.g. 
rossvalidation, bootstrapping or other model sele
tion 
riteria [Devroye et al., 1996℄.4.3 Exponential Family: A Spe
ial CaseWhen the distributions of the two 
lasses belong to the exponential family, the TOP ker-nel 
an a
hieve an even better result than shown above. Distributions of the exponentialfamily 
an be written as q(x;�) = exp(�>t(x)+ (�)), where t(x) is a ve
tor-valued fun
-tion 
alled suÆ
ient statisti
s and  (�) is a normalization fa
tor [Geiger & Meek, 1998℄.Let � denote the parameter for 
lass prior probability of the positive model P (y = +1).Then, the probabilisti
 model is des
ribed asp(x; y = +1j�) = �q+1(x;�+1); p(x; y = �1j�) = (1� �)q�1(x;��1);where � = f�;�+1;��1g. The posterior log-odds readsv(x; �) = �>+1t+1(x) +  +1(�+1)� �>�1t�1(x)�  �1(��1) + log �1� �: (4.10)The TOP feature ve
tor is des
ribed asf�̂(x) = (v(x; �̂); ��v(x; �̂);r�+1v(x; �̂)>;r��1v(x; �̂)>)>;5For detailed dis
ussion about the 
onvergen
e orders of 
lassi�
ation error, see Chapter 6 of[Devroye et al., 1996℄ 9



where r�sv(x; �̂) = s(ts(x) +r�s s(�̂s)) for s = f+1;�1g. So, whenw = (1; 0;��+1> � �̂>+1;���1> � �̂>�1)>and b is properly set, the true log-odds F�1(P (y = +1jx; ��)) 
an be 
onstru
ted as alinear fun
tion in the feature spa
e (4.1). Thus D(f �̂) = 0 and R(f �̂) = L�. Furthermore,sin
e ea
h feature is represented as a linear fun
tion of suÆ
ient statisti
s t+1(x) andt�1(x), one 
an 
onstru
t an equivalent feature spa
e as (t+1(x)>; t�1(x)>)> withoutknowing �̂.6 This result has some importan
e be
ause all graphi
al models without hiddenstates 
an be represented as members of the exponential family, for example Markovmodels [Geiger & Meek, 1998℄.5 Experiment with Arti�
ial DataIn this se
tion, we present a 
lassi�
ation experiment with arti�
ial data. Here, theprobabilisti
 model of ea
h 
lass is a mixture of two Gaussians:q(x; �) = �g(x;�1) + (1� �)g(x;�2); (5.1)where � = [�;�1;�2℄ and g is the natural parameter representation of a Gaussian distri-butiong(x;�) = exp(�1kxk2 + dXi=1 xi�i+1 + dXi=1 �2i+1=(4�1)� d2 log(��=�1)) : (5.2)Noti
e that the natural parameter � 
orresponds to the 
onventional parameters (mean �and standard deviation �) as �1 = �1=(2�2); �i = �i�1=�2 (i � 2). The true parameterof the two 
lasses are de�ned as�1 = �2 = (0; : : : ; 0); �1 = 1; �2 = 12 ; � = 12 (First Class)�1 = �2 = ( 110 ; : : : ; 110); �1 = 45 ; �2 = 25 ; � = 12 (Se
ond Class)6 It is a well-known fa
t that the Bayes optimal boundary of exponential family distributions formsa hyperplane in the spa
e of suÆ
ient statisti
s [Devroye et al., 1996℄.10



Also the true 
lass prior probability is de�ned as � = 12 . The derivatives in TOP andFisher kernels are 
al
ulated with respe
t to the parameters �+1, ��1 in both 
lasses andthe 
lass prior probability � as well.In this experiment, the dimensionality of the input spa
e is set to 100. The numberof training samples is 30 in the �rst and 240 in the se
ond experiment. The performan
eis measured by the error rate on a test set with 1000 samples. We 
ompared the TOPkernel with the Fisher kernel. As subsequent 
lassi�er an SVM is 
hosen, whi
h has aregularization parameter C. As 
andidate values of C, 10 equally spa
ed points in thelog s
ale are taken from [10�6; 10�1℄. The value of the parameter C is 
hosen from the
andidate values a

ording to the error rate on a validation set (100 samples).7 Theparameters �+1 and ��1 are estimated by the EM algorithm [Bishop, 1995℄ and � isestimated by the ratio of training samples of two 
lasses.The test errors over 30 di�erent samplings of training, validation and test sets areshown in Figure 1. For referen
e, we also show the test errors of the Bayes optimal 
lassi�erand the test errors of the plug-in estimate. To illustrate the di�eren
e of FK and TOP ina detailed way, Figure 2 shows 
omparative plots of test errors. It is 
learly observed thatthe TOP kernel has the smaller error rates in many 
ases. In order to investigate whetherthe di�eren
es in error rates are signi�
ant or not, two kinds of statisti
al tests are applied(Tab. 1): One is the t-test (i.e. T), whi
h 
ompares the averages of error rates under theassumption that both distributions are Gaussian. The other is the Wil
oxson signed ranktest (i.e. WX), whi
h uses the rank of di�eren
es of error rates. This is a nonparametri
test, so it 
an be applied to any distribution. Be
ause the distributions of error ratesseem to be skewed (see. Figure 1), we favor this test more than the t-test. When n = 30,both tests judged that the average error rate of TOP is signi�
antly smaller than that ofFK, whereas, when n = 240, only the Wil
oxson signed rank test judged that the TOP issigni�
antly better. So, it is observed that the TOP kernel is espe
ially e�e
tive in small7See [R�ats
h et al., 2001℄ for details on how model sele
tion is 
ondu
ted in this type of experiment.11



sample 
ases.So far, we have shown the performan
e of the 
ombination of a feature extra
tor (FK orTOP) and SVM. In order to fo
us on feature extra
tion performan
e itself, it is desirableto observe the minimum a
hievable error by the optimal linear boundary. However, sin
eit is diÆ
ult to analyti
ally derive the optimal boundaries, a nearly optimal one is 
on-stru
ted by means of 3000 additional training samples, whi
h are not used in 
onstru
tingfeatures but in determining linear boundaries. As the learning algorithm in feature spa
e,we used the linear dis
riminant analysis [Fukunaga, 1990℄ without regularization. In Fig-ure 1 and 2, these nearly optimal results are shown as FK� and TOP�. For referen
e, wealso show the results of TOP when the Taylor 
oeÆ
ient w� (4.5) is used as the weightve
tor (i.e. W � in Figure 1) 8.As seen in the test result (Tab. 1), the TOP kernel is signi�
antly better than FK inboth 
ases (n = 30 and 240). Thus, we are lead to the 
on
lusion that the TOP kernelextra
ts better dis
riminative features { at least in this experiment.6 Experiments on Protein DataIn order to illustrate that the TOP kernel works also well for real-world problems, wepresent results on protein 
lassi�
ation. The protein sequen
e data is obtained fromthe Superfamily web-site.9 This site provides sequen
e �les with di�erent degrees ofredundan
y �ltering; we used the one with 10% redundan
y �ltering. Here, 4541 sequen
esare hierar
hi
ally labeled into 7 
lasses, 558 folds, 845 superfamilies and 1343 familiesa

ording to the SCOP(1.53) s
heme. In our experiment, we determine the top 
ategory\
lasses" as the learning target. The numbers of sequen
es in the 
lasses are listed as 791,1277, 1015, 915, 84, 76, 383. We only use the �rst 4 
lasses, and 6 two-
lass problems8When n = 30, the error rates ofW � are often larger than TOP� and have very large varian
e, be
ausethe Taylor expansion (4.3) has large higher order terms when the number of samples is small.9http://stash.mr
-lmb.
am.a
.uk/SUPERFAMILY/12
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Figure 1: The error rates of various 
lassi�ers in the arti�
ial data experiment. OPT:Test errors of the Bayes optimal 
lassi�er, P: Probabilisti
 models only, FK: the Fisherkernel with SVM, TOP: the TOP kernel with SVM, FK�: the Fisher kernel with thenearly optimal linear boundary 
onstru
ted by a suÆ
ient number of additional samples,TOP�: the TOP kernel with the nearly optimal linear boundary, W�: the TOP kernelwith the weight ve
tor w�.
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Figure 2: Comparison of error rates of SVMs with the Fisher kernel and the TOP kernelin the arti�
ial data experiment. Every point 
orresponds to one of the 30 di�erent train-ing/validation/test sets. The upper two �gures 
orrespond to FK and TOP in Figure 1,while the lower two 
orrespond to FK� and TOP�.
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Table 1: P-values of statisti
al tests in the arti�
ial data experiment, whi
h investigatewhether the error rates are signi�
antly di�erent or not. Two kinds of tests, t-test (denotedas T in the table) andWil
oxson signed ranks test (i.e. WX), are used. When the di�eren
eis signi�
ant (p-value < 0.05), a single star � is put beside the value. Double stars ��indi
ate that the di�eren
e is very signi�
ant (p-value < 0.01).Methods Test n = 30 n = 240TOP, FK T 0.0090�� 0.12WX 1:97� 10�5�� 0.031�TOP�, FK� T 2:2� 10�5�� 0.024�WX 2:1� 10�6�� 0.0082��are generated from all pairs among the 4 
lasses. The 5th and 6th 
lasses are not usedbe
ause the number of examples is too small. Also, the 7th 
lass is omitted be
ause itis quite di�erent from the others and too easy to 
lassify. In ea
h two-
lass problem, theexamples are randomly divided into 25% training set, 25% validation set and 50% testset. The validation set is used for model sele
tion.As a probabilisti
 model for protein sequen
es, we train hidden Markov models[Durbin et al., 1998℄ with fully 
onne
ted states10 by the Baum-Wel
h algorithm.11 To
onstru
t FK and TOP kernels, the derivatives with respe
t to all parameters of theHMMs from both 
lasses are in
luded. The derivative with respe
t to the 
lass priorprobability is in
luded as well: Let q(x; �) be the probability density fun
tion of a HMM.10Several HMM models have been engineered for protein 
lassi�
ation [Durbin et al., 1998℄. However,we do not use su
h HMMs be
ause the main purpose of experiment is to 
ompare FK and TOP. Further-more the performan
es a
hieved with plain HMM models are lower than the ones presented here usingdis
riminative training, whi
h is well in line with results by [Jaakkola et al., 2000℄.11We mainly followed the implementation of [Durbin et al., 1998℄. For implementation details, see[Sonnenburg, 2001℄. 15



Then, the marginal distribution is written as p(xj�̂) = �̂q(x; �̂+1)+(1��̂)q(x; �̂�1), where� is a parameter 
orresponding to the 
lass prior. The feature ve
tor of FK 
onsists ofthe following:r�s log p(xj�̂) = P (y = sjx; �̂)r�s log q(x; �̂s) s 2 f�1;+1g (6.1)�� log p(xj�̂) = 1̂�P (y = +1jx; �̂)� 11� �̂P (y = �1jx; �̂); (6.2)while the feature ve
tor of TOP in
ludes r�sv(x; �̂) = sr�s log q(x; �̂s) for s = �1.12We obtained �̂+1 and �̂�1 from the training examples of the respe
tive 
lasses and set�̂ = 12 . In the de�nition of the TOP kernel (4.6), we did not in
lude any normalization offeature ve
tors. However, in pra
ti
al situations, it is e�e
tive to normalize features forimproving 
lassi�
ation performan
e. Here, ea
h feature of the TOP kernel is normalizedto have mean 0 and varian
e 1. Also in FK, we normalized the features in the same way.Both, the TOP kernel and FK are ea
h 
ombined with SVMs using a bias term.When 
lassifying with HMMs, one observes the di�eren
e of the log-likelihoods for thetwo 
lasses and dis
riminates by thresholding at an appropriate value. Theoreti
ally, thisthreshold should be determined by the (true) 
lass prior probability, whi
h is typi
allynot available. Furthermore, the estimation of the prior probability from training dataoften leads to poor results [Durbin et al., 1998℄. To avoid this problem, the threshold isdetermined su
h that the false positive rate and the false negative rate are equal on thetest set. This threshold is determined in the same way for FK-SVMs and TOP-SVMs.The hybrid HMM-TOP-SVM system has several model parameters: the number ofHMM states, the pseudo 
ount value [Durbin et al., 1998℄ and the regularization param-eter C of the SVM. We determine these parameters as follows: First, the number ofstates and the pseudo 
ount value are determined su
h that the error of the HMMon the validation set (i.e. validation error) is minimized. Based on the 
hosen HMMmodel, the parameter C is determined su
h that the validation error of the TOP-SVM12Note, ��v(x; �̂) is a 
onstant, whi
h does not depend on x. So it is not in
luded in the feature ve
tor.16



is minimized. Here, the number of states and the pseudo 
ount value are 
hosen fromf3; 5; 7; 10; 15; 20; 30; 40; 60g and f10�10; 10�7; 10�5; 10�4; 10�3; 10�2g, respe
tively. For C,15 equally spa
ed points on the log s
ale are taken from [10�4; 101℄. Note that the modelsele
tion is performed in the same manner for the Fisher kernel as well.The error rates over 15 di�erent training/validation/test divisions are shown in Fig-ure 3 and 4. The results of statisti
al tests are shown in Tab. 2 as well. Compared with theplug-in estimate, the Fisher kernel performed signi�
antly better in several settings (i.e. 1-3, 2-3, 3-4). This result partially agrees with observations in [Jaakkola & Haussler, 1999℄.However, our TOP approa
h signi�
antly outperforms the Fisher kernel: A

ording tothe Wil
oxson signed ranks test, the TOP kernel was signi�
antly better in all settings.Also, the t-test judged that the di�eren
e is signi�
ant ex
ept for 1-4 and 2-4. This in-di
ates that the TOP kernel was able to 
apture dis
riminative information better thanthe Fisher kernel.Table 2: P-values of statisti
al tests in the protein 
lassi�
ation experiments. Two kindsof tests, t-test (denoted as T in the table) and Wil
oxson signed ranks test (i.e. WX), areused. When the di�eren
e is signi�
ant (p-value < 0.05), a single star � is put beside thevalue. Double stars �� indi
ate that the di�eren
e is very signi�
ant (p-value < 0.01).Methods Test 1-2 1-3 1-4 2-3 2-4 3-4P, FK T 0.95 0.14 0.78 0.0032�� 0.79 0.12WX 0.85 0.041� 0.24 0.0040�� 0.80 0:026�P, TOP T 0.015� 1:7� 10�8�� 0.11 3:0� 10�12�� 0.059 5:3� 10�5��WX 4:3� 10�4�� 6:1� 10�5�� 0.030� 6:1� 10�5�� 0.035� 3:1� 10�4��FK, TOP T 0.0093�� 2:2� 10�4�� 0.21 2:6� 10�8�� 0.079 0.0031��WX 8:5� 10�4�� 6:1� 10�5�� 0.048� 6:1� 10�5�� 0.0034�� 1:8� 10�4��
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Figure 3: The error rates of SVMs with two feature extra
tors in the protein 
lassi�
ationexperiments. The labels `P', `FK', `TOP' denote the plug-in estimate, the Fisher kerneland the TOP kernel, respe
tively. The title on ea
h sub-�gure shows the two protein
lasses used for the experiment.7 Con
lusionIn this study, we presented the new dis
riminative TOP kernel derived from probabilisti
models. We proposed two performan
e measures to analyze su
h kernels and gave boundsand rates to gain a better insight into model dependent feature extra
tors from probabilis-ti
 models. Experimentally, we showed that the TOP kernel 
ompares favorably to FKand the plug-in estimator on toy data and in a realisti
 protein 
lassi�
ation experiment.Future resear
h will fo
us on 
onstru
ting small sample bounds for the TOP kernel toextend the validity of this work. Sin
e other nonlinear transformations F are availablefor obtaining di�erent and possibly even better features, we will furthermore 
onsider tolearn the nonlinear transformation F from training samples. An interesting point is thatso far TOP kernels perform lo
al linear approximations, it would be interesting to move18
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Figure 4: Comparison of the error rates of the SVMs with two feature extra
tors inprotein 
lassi�
ation experiments. Every point 
orresponds to one of the 15 di�erenttraining/validation/test set splits. The title on ea
h sub-�gure shows the two protein
lasses used for the experiment.
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in the dire
tion of lo
al or even global nonlinear expansions. Re
ently, it was reportedthat the Fisher kernel-based 
lassi�ers 
an be understood in the Bayesian framework ofMaximum Entropy Dis
rimination [Jaakkola et al., 2000, Jaakkola et al., 1999℄ when theprior distribution of parameters is 
hosen in an appropriate way. It is therefore interestingto explore the relationship between the te
hniques established in this work for the TOPkernel and su
h Bayesian inferen
e methods.A
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tively. Typi
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Let us de�ne � = fa; b;p; qg for 
onvenien
e. Let o denote an observed sequen
e oflength T , o = (o0; � � � ; oT�1); 1 � oi � m:Then, the probability that the sequen
e o is generated by the HMM is des
ribed asPr[oj�℄ =Xs ps0bs0o0  T�2Yt=0 astst+1bst+1ot+1! qsT�1 ; (A.1)where Ps denotes the sum over all possible state sequen
es s0; � � � ; sT�1: Ps =Pns0=1 � � �PnsT�1=1 : We will des
ribe the derivative of Pr[oj�℄ with respe
t to � usingforward and ba
kward variables, where the forward variable �it is de�ned as�it := Pr[o0; o1; : : : ; ot; st = ij�℄and the ba
kward variable �it is des
ribed as�it := Pr[ot+1; ot+2; : : : ; oT�1jst = i;�℄:These variables are eÆ
iently 
omputed by the standard forward-ba
kward algorithm[Durbin et al., 1998℄. Then the derivatives with respe
t to parameters are obtained asfollows: � Pr[oj�℄�pk = bk o0�k0 (A.2)� Pr[oj�℄�qk = �kT�1 (A.3)� Pr[oj�℄�akl = T�2Xt=0 �kt bl ot+1�lt+1 (A.4)� Pr[oj�℄�bkl = T�1Xt=0 I(ot = l)�kt �ktbkot (A.5)where I(ot = l) = 1 if ot = l and 0 otherwise. The parameters in standard HMMs mustsatisfy the sto
hasti
ity 
onditions, i.e.nXj=1 aij = 1; mXj=1 bij = 1; nXj=1 pj = 1; nXj=1 qj = 1:23



For 
omputations of FK and TOP, we use the derivatives with respe
t to un
onstrainedparameters �0 as in [Jaakkola et al., 2000℄. These un
onstrained parameters are relatedto the original ones as pi = p0i= nXj=1 p0j;where other parameters a0ij; b0ij; q0i have the same relations (formulas not shown for brevity).By the 
hain rule, the derivative with respe
t to p0i at the point p0i = pi is obtained as� Pr[oj�℄�p0i = � Pr[oj�℄�pi � nXj=1 pj � Pr[oj�℄�pj : (A.6)The derivatives with respe
t to other un
onstrained parameters 
an be obtained in thesame way.
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