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Fast and Memory Efficient Mining
of Frequent Closed Itemsets

Claudio Lucchese, Salvatore Orlando, Raffaele Perego

Abstract—This paper presents a new scalable algorithm for ~ The FIM problem has been extensively studied in the last
discovering closed frequent itemsets, a lossless and condensegears. Several variations to the original Apriori algorithm
representation of all the frequent itemsets that can be mined [1], as well as completely different approaches, have been

from a transactional database.
Our algorithm exploits a divide-and-conquer approach and a proposed [15], [8], [18], [23], [3], [21], [11], [14], [€]. Unfor-

bitwise vertical representation of the database, and adopts a par- tunately, such algorithms may fail to extract all the frequent
ticular visit and partitioning strategy of the search space based on itemsets frondensedatasets, which contain strongly correlated
an original theoretical framework, which formalizes the problem jtems and long frequent patterns. Such datasets are in fact very
of closed itemsets mining in detail. The algorithm adopts several hard to mine since the Apriorlownward closureproperty

optimizations aimed to save both space and time in computing . . . .
itemset closures and their supports. In particular, since one of does not guarantee an effective pruning of candidates, while

the main problems raising up in this type of algorithms is the the number of frequent itemsets grows up very quickly as the
multiple generation of the same closed itemset, we propose aminimum support threshold is decreased. As a consequence,
new effective and memory-efficient pruning technique, which, the complexity of the mining task becomes rapidly intractable
unlike other previous proposals, does not require the whole set by using traditional mining algorithms. Moreover, the huge

of closed patterns mined so far to be kept in the main memory. _:
This technique also permits each visited partition of the search size of the output makes the task of analysts very complex,

space to be mined independently in any order and thus also in Since they have to extract useful knowledge from a large
parallel. amount of frequent patterns.

The tests conducted on many publicly available datasets show Closed itemsets are a solution to the problems described
that our algorithm is scalable and outperforms other state-of- spove. They are the unique maximal elements of the equiva-

the-art algorithms like CLOSET+ and FP-QLOSE, in some cases ) -
by more than one order of magnitude. More importantly, the lence classes that can be defined over the lattice of all the

performance improvements become more and more significant frequent'itemsets. Each class includes a distinct group of
as the support threshold is decreased. frequent itemsets, all supported by the same set of transactions.

Index Terms— Data Mining, Association rules, Frequent item- When a dataset is de_nse, frequent closed itemsgts extracted
sets, Condensed representations, Closed itemsets, High perfor-Can be orders of magnitude fewer than corresponding frequent
mance algorithms. itemsets, since they implicitly benefit from data correlations.

Nevertheless, they concisely represent exactly the same knowl-
edge. From closed itemsets it is in fact trivial to generate
|. INTRODUCTION all the frequent itemsets along with their supports. More

REQUENT Itemsets Mining (FIM) is a demanding tas&mportantly, association rules extracted from closed itemsets
common to several important data mining applicatioA%ave been proved to be more meaningful for analysts, because

that look for interesting patterns within databases (e.g., &4\ redundancies are discarded [22]. Some efficient algorithms
sociation rules, correlations, sequences, episodes, classifilsMining closed itemsets have been recently proposed [19],
clusters). The problem can be stated as follows. Let [20], [7], [17], [24], [22]. These algorithms cannot mine

{a1,....,an} be afinite set of items, art a dataset containing closed itemsets directly, but all of them perform not useful
N transactions. where each trar;sact'wor{ D is a list of OF redundant computations in order to determine whether a

distinctitemst = {i1,...,i;}, i; € Z. Let I be ak-itemset given frequent itemset is closed or not, and, if so, whether
where I — {i, Zk’} is g' set ofk distinct items i, ¢ 7. it was already discovered or not. Moreover, in most cases
Given ak-itemset!, let supp(I) be its support, defjined as these algorithms are not memory-efficient, since they require
the number of transactions i that includel. Mining all the to maintain in the main memory all the closed itemsets mined

frequent itemsets fror® requires to discover all the itemseté_jurlng the execution in order to avoid g_eneratmg)llcat_es
having a support higher than (or equal to) a given threshdi§ to check whethgr the closurle of a given frequent itemset
min_supp. This requires to browse the huge search spa¥!ds an already mined closed itemset or not.

given by the power set df.
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from an original theoretical framework which formalizes the Definition 1: An itemset/ is said to beclosedif and only
problem of mining closed itemsets in detail. Furthermord,
we investigated in depth the problem of identifying and cl)=f(g(I))=fog(I)=1

pruning duplicates in closed itemsets generation. Differentl th ite function — . led Galoi
from others, our algorithm does not need to mine closéﬁ ere the composite function = f o g is called Galois
Qperator or closure operatar

ftemsets according to a "strict” lexicographic order, and t The closure operator defines a set of equivalence classes
keep previously mined closed itemsets in the main memor re op . °q
er the lattice of frequent itemsets: two itemsets belong to

to perform duplicate checks. One of the positive effects val s thev h th | .
our visiting policy (and entailed duplicate checking techniqué € same equivalence cla €y have the same Closure, 1.e.
gy are supported by the same set of transactions. We can

is that it permits to subdivide the search space and prodL}

completely independent subproblems, which can be solvedin° show that an |temsdt. Is closediff no.s.upersets' of
whatever order, and thus also in parallel. with the same support exist. Therefore mining theximal

We called our algorithm DCCLOSED, since it inherits elements of all the equivalence classes corresponds to mine

from DCI [14], [12] — a previously proposed algorithm toaII the closed itemsets.

mine frequent itemsets — the in-core vertical bitwise repr Fig. 1(b) shows the lattice of frequent itemsets derived

sentation of the dataset, and several optimization heuristiﬁg,m the S[nplle %taset reportetzr(]j tlnthFlg._t 1(a),tm|ngtcrj] \{{vr:th
In addition we devised innovative techniques specifically fgf*"*-5uPp = 1. We can see ihat the [emsets wi €
DCI_CLOSED, aimed at saving both space and time in corrEame clogure are grouped n the same equwglence class.
puting itemset closures and their supports. In particular, sin QCh equivalence class contains elements sharing the same

the basic operations to perform closures, support counts &Jporting transactions, and' closed itemsets are their maximal
duplicate detections are intersections of bitwiistists — i.e. elements. Note that closed itemsets (six) are remarkably less

lists of identifiers of the transactions which contain a give%~Ian frequent .|temsets (slleceen). .
item — we optimized this operation, and, whenever possible All the algorithms for mining frequent closed itemsets adopt

reused results of previously computed intersections to av&ﬂsgrgclegyrbaser(_jn ont t;/ivon rr:a;n st,teﬁlsaarg? stpa(;re] browsrlnr?
redundant computations. a osure computatio act, theybrowse the searc

The experimental  evaluation demonstrates thSpace by traversing the lattice of frequent itemsets from an

DCI.CLOSED remarkably outperforms  other state-of €Quivalence class to another, and computedbeureof the

the-art algorithms such asLOseT+ and FP-COSE and frequent itemsets visited in order to determine the maximal

that the performance improvement — up to one or two Orde%gementsL(c;Iosed |t(|amsgts) of thz C(:Lr?ﬁpondtmg er?uwalence
of magnitude — becomes more remarkable as the supp fsses. Let us analyz€ in some dep ese wo phases.

threshold decreases. Furthermore, due to its time and spacBrowsing the search spac&he goal of an effective brows-
efficiency, DCLCLOSED completes successfully the mininging strategy should be to identify exactly a single itemset
tasks on input datasets and with support thresholds that caftseeach equivalence class. We could in fact mine all the

all the other algorithms to fail. closed itemsets by computing the closure of just this single
representative itemset for each equivalence class, without
B. Paper organization generating any duplicate. Let us call representative itemsets

The paper is organized as follows. In Section Il we introdufféoSure generators

closed itemsets and describe a framework for mining them,S°M€ algorithms choose the minimal elements key
This framework is shared by all the algorithms surveye%attemg of each' equwalenc;e clgss as generato_rs. Key pat-
in Section 1ll. In Section IV we formalize the problem ofte_rns for_m a Iattlc_e,_a_nd this |§1’[th6 can be easily traversed
duplicates, and devise the theoretical results at the basis of‘fﬂ@ a simple Apriori-like algorithm [21]. Unfort_ur_1ately, an
particular visit of the search space followed by DCLOSED. equivalence class can have more than one minimal element

Section V describes the implementation of our closed itemégf‘dmg to the same clo_sed itemset. For e_xample_, the.closed
i mset{ A, B, C, D} of Fig. 1(b) could be mined twice, since

mining algorithm, while Section VI discusses the experiment, \ X o

results obtained. Some concluding remarks follows. !t can pe obtained as the closure of two minimal elements of
its equivalence class, namefyl, B} and{B, C}.

Other algorithms use a different technique, which we call

closure climbing As soon as a generator is devised, its closure

h ) di i velv. Th is computed, and new generators are built as supersets of
the transactions and items appearingZin respectively. T € the closed itemset discovered so far. Since closed itemsets

conC(_ept of closed itemset is based on the two fOIIOV\"n;Qre maximal elements of their own equivalence classes, this

functions f and g: strategy always guarantees to jump from an equivalence class

f(M)={icT|VteT,ict} to another. Unfortunately, it QOes not ensure that the new

gI)={teD|Viel,icth. generator belongs.to an equivalence class that was not yet

visited. Hence, similarly to the approach based on key patterns,

Function f returns the set of items included in all the transwe can visit multiple times the same equivalence class. For
actions belonging td’, while function g returns the set of example, both{A,C} and {C,D} are generators of the
transactions supporting a given itemget same closed itemsdtd, C, D}, and they can be obtained as

Il. CLOSED ITEMSETS
Let T and I, T C D andI C Z, be subsets of all
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[ TID items ]
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Fig. 1. (a) The input transactional dataset, represented in its horizontal form. (b) Lattice of all the frequent itemiseisfp = 1), with closed itemsets
and equivalence classes.

supersets of the closed itemséts} and { D}, respectively. space. We illustrate this issue and the corresponding solution
Hence, regardless of the strategy adopted, we needindhe following.
introduce some duplicate checking technique in order to avoidAs soon as the subtree of the lattice rooted in some item
generating multiple times the same closed itemset. A naivéhas been exhaustively explored, such algorithms prune all
approach is to compute the closure for each generator awturrences of the item from every transaction (thus projecting
look for duplicates among all the closed itemsets mined so féte dataset), since all the closed itemsets containimgere
Indeed, in order to avoid to perform useless expensive clossigely already mined. On one hand, by progressively reducing
operations, several algorithms exploit the following lemma:the size of the dataset, projections make support and closure
computations faster. On the other hand, by removing item
from the dataset, they unfortunately loose the possibility of
checking whetheri belongs to the closure of a generator.

Lemma 1:Given two itemsetsX andY, if X C Y and
supp(X) = supp(Y) (i.e., [g(X)| = [g(Y)]), thenc(X) =

c(Y). ) Therefore, once has been deleted, it is no longer possible
Proof: If X CY, theng(Y) C g(X). Sincelg(Y)| = 5 mine closed itemsets containirig For example, consider

l9(X)] then g(Y) = g(X). g(X) = g(Y) = f(9(X)) = Fig. 1(b), and suppose that iters has been pruned from

f(g(Y)) = e(X) = e(Y). ®  the projected dataset. When we reach generffgD}, we

Therefore, given a generatdf, if we find an already mined find out that it appears only in the two transactiofis =
closed itemsetd” that set-includesy, where the supports of {8, C; D}, and Ty = {C, D} of the projected dataset (i.e.,
Y and X are identical, we can conclude thétY) = c(Y). In the one obtained by removing |te_m). In this situation,
this case we also say thetsubsumesX. If this holds, we can 1€, D} itself would be wrongly identified as a closed itemset.
safely prune the generatdf without computing its closure. BY @pplying the above lemma it should still be possible
Otherwise, we have to computéX ) in order to obtain a new 0 identify {C, D} as a duplicate generator that must be
closed itemset. discarded, because it belongs to the same equivalence class

Unfortunately, this technique may become expensive, bdth the closed |temsel{A,C’,D}.' But, in order to verify
in time and space. In time because it requires the possibiitt {4, C, D} subsumeqC, D} (i.e., {C, D} € {A,C, D}
huge set of closed itemsets mined so far to be searched 38 5uPP({C, D}) = supp({A, C, D})), the closed itemset
the inclusion of each generator. In space because, in ordef f C» D} must have already been mined. If the subtree rooted

efficiently perform set-inclusion checks, all the closed itemsefs ¢ Was mined after the one rooted i, i.e. without
have to be kept in the main memory. respecting a strict lexicographic order, we would wrongly

Several algorithms, like @ARM, CLOSET, and Q. OSET+ detect{C, D} as a closed itemset, because we would not find

[24], [19], [20], base their duplicate avoidance technique Gy Superset that subsumgs, D}.

the above Lemma. However, they might encounter problemscompyting ClosuresTo compute the closure of a generator
in applying cprrectly the Lemma, because, given a whate\{gr, we have to apply the Galois operator Applying c
generatorX, in some cases they are not able to compute if§quires to intersect all the transactions of the dataset including

closurec(X). This is because they implicitly perform recursivey * another way to obtain this closure is suggested by the
projections of the dataset. To guarantee a correct duPIicaFSIIowing lemma:

avoidance technique based on Lemma 1, they are thus forced
to adopt a strict lexicographic visiting order of the search Lemma 2:Given an itemseX and an itemi € Z, g(X) C
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g(i) & i€ c¢(X). level-wise the frequent itemsets lattice by means of an Apriori-
Proof: like strategy, in order to mine the generators of all the closed
(g(X) Cg(r) = i€ c(X)): itemsets. In particular, in this first step the generators extracted
Since g(X Uit = g(X) Ng(i), g(X) C g(i) = by A-CLosE are all the key-patterns, i.e. the minimal itemsets
g(X Ui) = g(X). Therefore, ifg(X Ui) = g(X) of all equivalence classes. Sincé-dtemset is a key pattern if
thenf(g(XUi)) = f(g(X)) = ¢(XUi) = ¢(X) = and only if no one of itgk — 1)-subsets has the same support
i€ c(X). [21], minimal elements can be discovered with intensive subset
(i € ¢(X) = g(X) C g(i)): checking. Ir_1 _its second step, AhQSE computes the closu_re
If i € ¢(X), theng(X) = g(XUi). Sinceg(X Ui) = of a_II the minimal generators previously found. S[nce gsmgle
9(X) N g(3), g(X) N g(i) = g(X) holds too. Thus, equivalence class may have more than one minimal itemsets,
we can deduce that(X) C g(i). redundant closures may be computed. AGE performance
- suffers from the high cost of the off-line closure computation

and the huge number of subset searches.

From the above lemma, we have thay{fX) C g(i), then  The authors of FP-@owTH [8] (J. Han, et al.) proposed
i € ¢(X). Therefore, by performing this inclusion check forc oseT[19] and Q.0SET+ [20]. These two algorithms inherit
all the items inZ not included inX, we canincrementally from FP-GROwTH the compact FP-Tree data structure and
computec(X ). Note that the seg(i) can be represented by athe exploration technique based on recursive conditional pro-
list of transaction identifiersi.e., thetidlist associated withi. jections of the FP-Tree. Frequent single items are discovered
This suggests the adoption of a vertical format for the inpufter a first scan of the dataset, and with another scan the
dataset in order to efficiently implement the inclusion cheakansactions, pruned from infrequent items, are inserted in
9(X) € g(i). the FP-Tree stored in the main memory. With a depth first

Closure computations can be performeff-line or on- browsing of the FP-Tree and recursive conditional FP-Tree
line. In the former case we first retrieve the complete sgtojections, COSET mines closed itemsets by closure climb-
of generators, and then compute their closures. In the latigg, and by incrementally growing up frequent closed itemsets
case, as soon as a new generator is discovered, its closurgif items having the same support in the conditional dataset.
computed on-the-fly. The algorithms that compute closures gogplicates are detected with subset checking by exploiting
line are generally more efficient than those that adopt an offemma 2. Thus, all closed sets previously discovered are kept
line approach, since the latter ones usually exjdejt patterns in a two level hash table stored in the main memonyo€eT+
as generators. Key patterns are the minimal itemsets of {gesimilar to Q.0seT, but exploits an adaptive behaviour
equivalence class, and thus are the shortest possible generajiorsrder to fit both sparse and dense datasets. As regards
Conversely, the on-line algorithms usually adopt thesure the duplicate problem, sSET+ introduces a new detection
climbing strategy, according to which new generators atgchnique for sparse datasets namgavard checking This
recursively created from closed itemsets. These generat@ighnique consists in intersecting every path of the initial
are likely longer than key patterns. Obviously, the longer @p-Tree leading to a candidate closed item&et If such
generator is, the fewer checks (on further items to add) affersection is empty therX is actually a closed itemset.
needed to get its closure. The rationale for using this technique only for mining sparse
dataset is that the transactions are in this case generally quite
short, and thus intersections can be performed quickly. Note

As stated in Section |, closed itemsets are a losslaggt with dense datasets, where the transactions are usually
concise representation of all the frequent itemsets (and thieinger, closed itemsets equivalence classes are large and the
supports) that can be extracted from a transactional datasefmber of duplicates is high, such technique is not used
Such concise representations are particularly important whesicause of its inefficiency, andLGSeT+ adopts the same
datasets contain highly correlated items and very long frequehiplicate detection strategy ofLGSET, i.e. the one based on
itemsets can be extracted. In this cases the size of a congéiseping every mined closed itemset in the main memory.
representation can be orders of magnitude smaller than th&P-Q.ose [7] (G. Grahne and J. Zhu) is a vari-
one of the ordinary uncompressed counterpart, i.e. the setapt of Q.oseT+, and resulted to be the fastest al-

Ill. RELATED WORK

all the frequent itemsets. gorithm for closed itemsets mining presented at the
Several concise representations [13] of frequent items@B03 Frequent Itemset Mining Implementations Workshop
where proposed, such as closed itemsets (also known (lasp://fimi.cs.helsinki.fi ).

free sets) [2], [16], disjunction-free sets [4], [9], generalized CHARM [24], [22] (M. Zaki, et al.) performs a bottom-up

disjunction-free sets [10], non-derivable sets [5], and so odepth-first browsing of a prefix tree of frequent itemsets built

This paper focuses on closed itemsets and related algorithrinierementally. As soon as a frequent itemset is generated, its

issues. tidlist is compared with those of the other itemsets having the
The first algorithm proposed for mining closed itemsets waaime parent. If one tidlist includes another one, the associated

A-CLosE [16] (N. Pasquier, et al.). A-GosE first browses nodes are merged since both the itemsets surely belong to
1 he same equivalence class. Itemset tidlists are stored in each
For the sake of readability, we will drop parentheses around singleton

itemsets, i.e. we will writeX U instead ofX U {i}, where single items are N0de Of the tree by using the diff-set technique [23]. Since
represented by lowercase characters. different paths can however lead to the same closed itemset,
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also in this case a duplicates detection and pruning strategy i€xample 1: The above definition simply says that, if one or
implemented. To this purposeH8RM exploits a hash table several items must be added to @dler-preservinggenerator
to quickly individuate all the already mined closed item3€éts X = Y U in order to compute its closurg X), they have
that subsumes a given frequent item&etin more detail, the to follow i in the total orderR. Looking at the example of
hash function is applied tg(X ), but, due to possible conflicts, Fig. 1(b), we have thatA} = U {A} is an order-preserving
after retrieving the matching closed itemsets, it is howevgenerator of the closed itemsé#, C, D}, while {C, D} =
needed to check subsumption, i.e., whether bStit Y and {C} U {D} is not an order-preserving generator for the same
supp(X) = supp(Y) hold for each returned’. closed itemset. Note, however, that the definition does not
According to the framework introduced in Section Il, Aimpose thatY” < (Y U 4). For example{A,C,D} U {B}
CLosE exploits a key pattern browsing strategy and perfornis an order-preserving generator 6f, B,C, D}, even if
off-line closure computation, while aRM, CLoSET+ and {A,C,D} £ {A,B,C,D} ={A,C,D} U{B}. O
FP-Q.osE are different implementations of the same closure

limbi irat ith ine i tal cl ¢ In order to mine all the closed itemsets by avoiding redun-
;:K;r: INg strategy with on-line incremental closure compuiayances, we compute the closure of order-preserving generators

only, and prune the others. To show the soundness of our
technique, we will formally show that, for each closed itemset,
IV. M EMORY-EFFICIENT DUPLICATE DETECTION AND it is possible to devis@ne and only onesequence of order-
PRUNING preserving generators. In particular, Theorem 1 below shows

In this Section we propose a particular visit of the latticH'at for any closed itemset, there exists a sequence of order-

of frequent sets that allowsnique generatoréor each equiv- Préserving generators that allow us to climb a sequence of
alence class to be efficiently identified. closed_ itemsets and.reac}h, and Corollary 1 shows instead
We assume that alosure climbingstrategy is adopted to € uniqueness of this sequence.
browse the search space and find out new generators. As sodtheorem 1:For each closed itemsgt # ¢ (()), there exists
as a closed itemseéf has been identified, new generatges:  a sequence of, itemsiy < iy < ... < i,_1, n > 1, such that
are built as proper supersets bf having the formgen =
Y U{i}, wherei € Z, i ¢ Y. Itis straightforward to show that { geng, geny, ..., genn_1 ) =
for all closed itemsety”, Y’ # c(0)?, at least one generator of
the formgen = Y U {i} exists, wher&”, Y C Y’, is a closed
itemset,i ¢ Y, andY’ = c(gen). From Fig. 1 we can see where the variousgen; are order-preserving generators
that it is possible to discover multiple generators of the aboygth v, = ¢ (0),vj € [0,n — 1], Yj41 = ¢(Y; Uij), and
form for the same closed itemset. For example, the closed _ vy,
itemsets{A4, C, D} has four such generators, namelyi}, Proof: First we have to show that, for all generatges:;,
{A,C}, {A, D} and{C, D}, obtained by adding a single itemif g¢p,; C ¥, then c(gen;) C Y. Note thatg(Y) C g(gen;)
to the closed itemse®, {C}, {D}, and{D}, respectively.  pecausegen; C Y. Moreover, Lemma 2 states that jf €
In the following, by introducing therder-preservingorop- c(gen;), theng(gen;) C g(4). Thus, sinceg(Y) C g(gen;),
erty of generators, we devise a general and memory-efficigRén (Y) C ¢(;) holds too, and from Lemma 2 it also follows
technique to avoid duplicate generation. thatj € ¢(Y). So, if j ¢ Y holds,Y would not be a closed
Given any total order relatioR defined among item literals, jtemset becausg € ¢(Y'), and this is in contradiction with the
thereinafter we will always consider an itemset asoasered  hypothesis.
set in particular asequencef distinctand increasingly sorted  As regards the proof of the Theorem, we show it by
items. Thus, withYUY’, we will indicate the ordered sequenceonstructing a sequence of closed itemsets and associated
of items contained inX or Y. Moreover, let us denote with generators having the properties stated above.
symbol < the usuallexicographic total orderbetween two  SinceY, = ¢ (), Y is included in all the transactions of
ordered itemsets, in turn defined on the basigRof the dataset, then, by definition of closure, all the item&gn
For the sake of simplicity, in the following examples wenust be also included i, i.e.Y; C Y.
will use the alphabetic order among item literals as total orderMoreover, sinceY, # Y by definition, in order to create
relation R, although any other total order could be actuallyhe first order-preservinggeneratorY, U iy, we choose, =
used (e.g., a total order relationship induced by sorting itemgn_ (Y \ Yy), i.e. ig is the smallest item it \ Y, with
per increasing frequencies). respect to the lexicographic order. Afterwards, we compute
Y1 = (Yo Uig) = c(geng). If Y1 =Y we can stop.
Otherwise, in order to build the nertder-preservinggen-
eratorgen; = Y; Uiy, we choose; = min< (Y \ V1), where
ip < 41 by construction, and we comput® = ¢(Y; Uiy) =
c(geny). -
2The closed itemset(() contains, if any, the items that occur in all the  Again, if Y = Y we can stop, otherwise we iterate the

trasnsactlgns qf the datas’@t_ If no such |tem§ exist, theq(@) =0. _ Hrocess by choosingy = min_ (7 \ Y2), and so on.
Also in this case, to simplify the notation we omit parenthesis whe

singleton itemsets must be represented. So, we will writeY” andi < j, Note that each generatgen; = Y; Uij is orde_r-preser\_/ing
instead of{i} <Y and{i} < {5}, respectively. because:(Y; Ui;) = Y;41 C Y andi; is the minimum item

<YOU107 Y1U7:17 R KL—IUZ.H—1>

Definition 2: A generator of the formX = Y U4, whereY
is a closed itemset and¢ Y/, is said to beorder-preserving
iff either ¢(X) = X ori < (¢(X) \ X).2
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in Y\ Y; by construction, i.ei; < (Y41 \ (Y; Uij)). m which can be solved in whatever order, and thus also in
parallel.

Corollary 1: For each closed itemsé&f # c(0), the se- . : : : .
uence obrder-preserving generatoisf Theorem 1 is unique Moreover, this duplicate avoidance technique IS memory-
g . efficient since it uses the tidlists associated with single items,

Proof: Suppose that, during the construction of the : ) .
. . — stead of using the set of closed itemsets already mined. In
sequence of generators, we choage # ming (Y \Y;)

to build generatorgen;. Since gen; and all the following the following we will show that its implementation is also

generators must berder-preserving it should be impossible time-efficient.
to obtain Y, since we could no longer consider the item
i = ming (Y \'Y;) € Y in any other generator or closure
in order to respect therder-preservingproperty.

V. THE DCI_CLOSED ALGORITHM.

In the literature, datasets are identified dsnsewhen
transactions are long and contain strongly correlated items.
Example 2:Looking at Fig. 1(b), for each closed itemseUsually, very long frequent patterns can be extracted from
we can easily identify the unique sequence of order-preservii@nse datasets even if large support thresholds are used dur-
generators. For the closed item3et= { A, B, C, D}, we have ing the mining process. Conversely, datasets are defined as
Yo = c(0) =0, geng = DU {A}, Y1 = c(geng) = {A,C, D}, sparsewhen groups of items are not mutually correlated, and
geni = {A,C, D}U{B}, and, finally,Y" = c(gen1). Note that transaction are short. Even when low support thresholds are
Yo <Y1 AY. Thus closed itemsets are not necessarily geemployed during the mining process, the resulting frequent
erated following the lexicographic order. A simpler examplgatterns extracted from sparse dataset are not long.
regards the closed itemsgt= {B, D}, where we havé, = Frequent closed itemsets are a lossless condensed represen-
c(0) =0, geno =0 U {B}, andY = c(geno) = {B,D}. O tation of frequent itemsets, but in sparse datasets, the number
of closed itemsets may be nearly equal to the number of
A. Detecting order-preserving generators frequent ones. Therefore, mining closed itemsets in sparse
In order to exploit the results of Theorem 1, we need t%atasets may become remarkably more expensive than ex-

devise an efficient method to check whether a given genera‘irc?rcung all the freq“ef_“ ltemsets. T(.) deal with this issue,
is order-preserving or not. Let us introduce the followin C1.CLOSED adopts different strategies to extract frequent
Definition: losed itemsets from sparse and dense datasets. The two strate-

gies are implemented within the procedures D@IoSED;(),

Definition 3: Given a generatogen = Y Ui, whereY is a suitable for sparse datasets, and D@IOSEDy(), suitable for
closed itemset and¢ Y, we define pre-ségen) as follows: dense datasets. The original results discussed in Section IV are
exploited within DCLCLOSED;().

In order to discriminate between sparse and dense datasets,

The following Lemma gives a way to check the ordebCI_CLOSED uses simple heuristics in the early phases of the
preserving property ofjen by considering the tidlistg(j), mining process [12], [14], as detailed in the following.
for all j € pre-sefgen). DCI_CLOSED starts by scanning the input datasetto
determine the frequent single iten#§ C Z, and builds the
bitwise vertical datasefD containing the various tidlistg(7),

Vi € F1. At the end of this step the items that have survived,
i.e. those included itf;, are increasingly sorted with respect
to their frequencies.

After this first step, DCICLOSED decides whetheVD
corresponds to either a dense or a sparse dataset. Bh¢e
bitwise, if the percentage of 1's is large, the dataset is soon
classified as dense. Otherwise, DCLOSED uses a heuristic
method aimed at discovering if a large set of items are however

We have contributed a deep study on the the problem sifongly correlated, i.e. they appear together in a large set of
duplicates in mining frequent closed itemsets. We have intrsansactions. To this end, it computes the percentage of the
duced the concept of sequence of order-preserving generatorsst frequent items which co-occur in the same transactions.
and proved that this sequence always exists and is unidfithis percentage is greater than a fixed threshold, it considers
for each closed itemset. This sequence is obtained by alwalys dataset as dense, sparse otherwise. It is worth considering
growing the closed itemsets encountered with single itertisat the last check also entails the reordering of the columns
respecting a given total order relationship. Generators tlaitVD which is at the basis of the optimization discussed in
instead do not respect the order-preserving property can safébction V-A.2.b.
be pruned, since their closures would generate duplicate closeth Section V-A we will detail the most interesting part of the
itemsets. DCI_CLosEDy() algorithm, whereas in the following we only

It is worth noting that, differently from other algorithms, oursketch the strategy adopted by the DCLOSED; () procedure,
technique does not force any particular strict order in the visised to mine sparse datasets.
of the lattice. Indeed, it entails a subdivision of the search While DCI_.CLOSED,() adopts adepth-first exploration
space which produces completely independent subproblemisthe lattice of frequent itemsets, D@ILOSED,() adopts

pre-setgen) ={j | j€Z, j & gen, andj < i}.

Lemma 3:Let gen = Y Ui be a generator wherF is a
closed itemset and ¢ Y. If 35 € pre-setgen), such that
g(gen) C g(j), thengen is not order-preserving

Proof: If g(gen) C g(j), thenj € ¢(gen). Since by
hypothesisj ¢ gen, we have thatj € (c(gen) \ gen). Since
j < i becausg € pre-sefgen), i £ (c(gen)\ gen), and thus,
according to Definition 2gen is not order-preserving H

B. Assessments



LUCCHESEet al. FAST AND MEMORY EFFICIENT MINING OF FREQUENT CLOSED ITEMSETS 7

a level-wise visit. One of the reasons is that, in miningAlgorithm 1 DCI_CLOSED pseudocode

sparse datasets, we can effectively exploit the anti-monofgg procedure DCI_CLosep,; (CLOSEDSET, PRESET, POSTSET)
Apriori property to pruneandidatesDCI_CLOSED;() is thus an’i@g Wh“ﬁ PQSI(SPE(;I—Sf'gEd'IE))

based on a slightly modified version of our level-wise Dffla.  posTSET POSTSET) i

algorithm for mining frequent itemsets [14], [12], with g5 new.gen — CLOSEDSETU i > Build a new generator
simple additionalclosedness testver the frequent itemsets 6  if supp(new-gen) > min_supp and

, . . C e s PRE_SET) th
discovered. Since a frequehtitemsetY can be identified, s d“p(newgei? ngu,gfn is)btot(ra\nfrequent and order preservin

as closed if no superset &f with the same support existg, 7: CLOSEDSETy ey «— new_gen
i.e. if Y is not subsumeddy any (k¥ + 1)-itemset, we delay gi fOS}SEETIIVDeOwS?S@ETd c ol o
. . . or all 3 R [o] > Compute closure ew-gen
the output of the frequent-itemsets (levelk) untl! all the it g(new_gen) C g(j) then
frequent(k + 1)-itemsets (levek + 1) have been discoveredy1: CLOSEDSETy ey — CLOSEDSETw ey U j
Then, for each frequent + 1)-itemsetY”’, we mark asnon oﬁe 9';%STSET POSTSET )
closedall subsumed:-itemsetsy’, i.e., such thal” C Y’ and ¢ ;: endit e ->EINew U J
supp(Y') = supp(Y’). At the end, we can finally identify agga: end for
closed ones all the frequeititemsetsY that results to be4l6: Write Out CLOSED.SETy.,, and its support
ked Y7. DCI_CLOSEDy(CLOSEDSETy ¢, PRESET, POSTSETy cu)
unmarke Shs: PRESET « PRESETU i
a 19: end if
o . 20: end while
A. Mining dense datasets. >121: end procedure
The pseudo-code of the recursive procedure:;
DCI_CLOSED,() is shown in Algorithm 1. The procedur’e_:22: function is_dup(new_gen, PRESET) > Duplicate check
has three input parameters: a closed itemset CLQSED, for all j EPRESET do

) : if g(new_gen) C g(j) then
and two sets of items, PREET and POSISET. It outputs 2s: return TRUE b new_gen is not order preserving
all the closed itemsets that properly contain CLOSEBT 26:  end if
by analyzing all thevalid generators— i.e. both frequent %f ree”tﬂrgorFALSE
and order-preserving — that can be obtained by extendift end function
CLOSEDSET with the items in POSBET.
As previously discussed, the datageis firstly scanned to

determine the frequent single ite#’§ C Z, and to build the ) )
bitwise vertical datase#D containing the various tidlistg(i), CLOSEDSET (CLOSEDSETy.,,) monotonically increases,

Vi € Fi. The procedure DCCLOSED,() is then called by while the size of POSBET (i.e., POSTSETy..,) monotoni-

passing as arguments: CLOSESET = ¢(f)), PRESET =, cally decreases, and PREET does not change. On the other

and POSTSET =7, \ ¢(0). hand, PRESET size is monotonically increased each time a
The procedure builds all the possibinerators by ex- recursive call returns (line 19): the new PFEET is then used

tending CLOSEDSET with the various items € POSTSET to explore_in depth the next valid generatoeyugen) obtained
(lines 2-5). Note that, even if in the code iternare chosen PY extending the current CLOSEBET.
according to order< (line 3), this is not actually required Regarding the construction of POSETy..,, made before
since each possible generator originates an independent $hB-recursive call of the procedure, assume that the closed
problem. Bothinfrequentandnot order-preservingenerators, Set X=CLOSEDSET,.., passed to the procedure (line 17)
i.e.invalid generators, are promptly discarded (line 6), withodtas been obtained by computing the closure of a gener-
computing their closures. Note that iterise POSTSET, ator new_gen = Y Ui (i.e., X = c(new_gen)), where
which have been used to obtain these invalid generatots,= CLOSEDSET andi € POSTSET. Note that, since
will no longer be considered in the following recursive calls. has been chosen ds« min(POSTSET) (line 3), and
Then we compute the closures of valid generators only (lind¥n removed from POSBET (line 4), we have that all
7-15). It is worth noting that each generatotw_gen — J € OSTSET, used for computing(new_gen), now follow
CLOSEDSET U i is strictly extended by using all itemsi in the lexicographic order (line 9). This ensures that we
j € POSTSET such that < j, thus respecting therder- Will surely extend generatatew_gen according to theorder-
preservingproperty (see lines 3—-4, and line 9). Moreover, apreservingproperty. Note that while(rnew_gen) is computed,
the itemsj, i < 7, that are found to not belong tgnew_gen) We build POSTSET,.,, as follow: POSTSET,.., = {j €
are added to the POSSE Ty, (line 13), to be used for the POST_SET | i < j and j ¢ X}. In other words, only
next recursive call. At the end of this process, a new closé@ms; that follow i in the lexicographic order, and that have
set (CLOSEDSETy.., « c¢(new_gen)) is obtained (line 16). not been already included i, are added to POSBET,..,.
From this new closed set, new generators and Correspond-m'gs condition allows the recursive call of the procedure to
closed sets can be built, by recursively calling the procedupgly build new generator’ U j, where the constraint < j
DCI_CLosEDy() (line 17). surely holds, according to the hypothesis of Theorem 1.
Before recursively calling the procedure, it is however The composition of PRESET depends instead on the se-
necessary to prepare the suitable PRET and POSTSET. quence of thevalid generators (i.e., the ones that have passed
Note that when the recursive level is deepened, the sizebafth frequency and duplicate tests) that are set included in
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new_gen =Y Ui. If all these generators were valid, it would{C'} is order-preserving(this is checked by comparing(C)
simply be composed of all the itemjssuch that; < ¢ and with g(A) andg(B), i.e. with its PRESET), we try to compute
j ¢ Y. However, if invalid generators are discovered, this closure by comparing(C) with g(D), i.e. its POSTSET.
permits us to prune PREET, as discussed later in SectiorSince {C'} cannot be further extended, then it is closed
V-A.L. (c({C} = {C}). DCI_CLOSED;() is thus recursively called,
While the composition of POSBET guarantees that thewith parameters CLOSEBET = {C}, POSTSET = {D},
various generators will be produced according to the hypotwhile PRESET is still equal to{ 4, B}. {C'} is thus extended
esis of Theorem 1, the composition of PBET guarantees with D, so obtaining a new generatgen = {C} U {D} =
that duplicate generators, i.eot order-preservingnes, will {C, D}. Sinceg({C, D}) C ¢g(A), then this generator is not
be correctly pruned by functiois_dup() (lines 22-29). order-preserving and can be pruned without considering its
Since our algorithm clearly explores every possibider- possible extensions.
preservinggenerator that can be built according to the hypoth- Finally, DCI_.CLOSED,() starts exploring the last generator
esis of Theorem 1, our algorithm is alsompletei.e. itis able gen = 0 U {D} = {D}, where PRESET ={A4, B,C} and
to extract all the frequent closed itemsets without duplicationrBOST.SET ={. Sincegen is order-preservindthis is checked
) by comparingg(D) with g(A), g(B), andg(C), i.e. with its
Example 3 (Running example}Ve  can  show  how pReSET), it is not pruned. But we also can conclude that

DCI_CLosED,() works by looking at the example of Fig. 1-{D} is also closed, since POSIET =0. 0
The particular visit of the lattice is illustrated in Fig. 2, where

we used the alphabetic order among item literals as the totall) Pruning PRESET: We have seen that the cardinality

orderR. of PRESET passed to the recursive call of DCLOSED,()
Oncec()) = ) is found, four generators can be constructeiicreases monotonically. Each time a generateiw gen

by adding a single item to(), namely{A}, {B}, {C}, and is built by extending CLOSELISET, PRESET is modified

{D}. accordingly in order to obtain the spte-sefnew_gen) (see
Suppose we first compute the closuregef, = ) U {4} = Definition 3). _ _

{A}. Note that, since no items precedein the lexicographic =~ However, PRESET C pre-setnew_gen), since the items

order, then its PRESET is empty, and thus we can concludédded to PRESET are only those that have been already used

that gen is order-preservingDCI_CLOSED,() checks ifg(A) to build valid generators (line 18), i.e. generators that are

is set-included ing(j), Vj € POSTSET (i.e.,g(B), g(C), not only frequent, but also order-preserving. In other words,

andg(D)), and discovers that(A) = {A, C, D}. the items that have been used to buittvalid generators
DCI_CLOSEDy() is then recursively called, with parame-are evicted fronpre-setrnew_gen), thus obtaining the pruned

ters CLOSEDSET = {4, C, D}, POSTSET = {B}, while PRESET exploited by our algorithm. The following lemmas

PRESET is still empty. CLOSELSET ={A,C, D} is thus show that we can safely prune these items, since the duplica-

extended withB (its POSTSET), so obtaining a new generation check still works properly. While Lemma 4 regards the

tor gen = {A,C, D} U{B} = {A, B, C, D}. Since PRESET pruning of items used to buildot order-preservingenerators,

is empty, this generator isrder-preservingby definition, but Lemma 5 is concerned with those used to prodinfequent

is also closed because POSET is now empty. Therefore, génerators.

starting from generatofA}, DCI_CLOSED;() has carried out Lemma 4:Let gen = Y Ui be anot order-preserving

its first exploration of the search space, and has found t\/&g . . X
. ) ' nerator, wher&” is a closed itemset and ¢ Y. Thus
closed itemsets, firstd, C', D} and then{4, B, C, D}. Note there must existh € pre-sefgen), i.e. h < 4, such that

that these two closed itemsets have not been generated in order, . . . .
. ' C g(h). Also ose that there exists another
since and{A,C, D} £ {A, B,C, D}. g Ui) € g(h). AlsO suppos re _exis's

A ; g closed itemset”’, Y C Y, from which we obtain a generator
After this first recursive exploration, DOTLOSED,/() starts

_ ; ; en’ =Y' Ui, where h,i € pre-setgen’). Then, in order to
solving another independent subproblem by exploring ge feck theorder-preservingproperty of gen’ (see Lemma 3),
erator gen = O U {B} = {B}, where PRESET = {A} /o can avoid to check whethey(gen’) C g¢(i), because
and POSTSET = {C, D}. Since gen is order-preserving glgen’) Z g(h) = g(gen') Z g(5)

(this is checked by comparing(B) with its PRESET, i.e. '

with g(A)), its closure is computed. So we checkgif) Proof: We prove it by contrapositive: in order to show
g ) . / / . ;
is set-included ing(C) and g(D) (i.e., its POSTSET), and thatg(gen’) £ g(h) = glgen’) Z 9(i), we equivalently show

h " Cg(i N C L f "N C g
we have thate(B) = {B,D}. DCI.CLOSED,() is thus that glgen’) < (i) = glgen’) < g(h). If glgen’) € (),

: . th /) = en’ U i), W I en/
recursively called, with parameters CLOSEBET ={B, D}, ;;,1 g: (g}inu) 77U z‘g’(gvi/ﬁereg _ ;, (ia; Zi%cistsﬁ;:/le ?r?at
POSTSET = {C}, while PRESET is still equal to{A}. g ' '

. . S YUZui')=g(YUZUi' Ui). Since ifAC B = ¢g(B) C

B, D} is thus extended witly’, so obtaining a new eneratorQ( o .

;{]en —}{B DYU{C} = {B,C,D} Sinceg({B C £3)}) c o) tr?e”(we /r;ave t(h@(}/U)ZUZ;UZ) > g(,YL;Z)' T(hus V)Ve
U . U e AN ) ave thaty(gen’) = g(gen’Ui) = g(YUZUi'Ui) C g(Y Ui).

gl(lﬁt)s’ E)h:sr]s?tflcla Ex?;rﬁsc‘)irc;jnesr-preservmgand itis pruned with 3,00 "y hypothesigy(Y U ) C g(h), then we can deduce

) that g(gen’) C g(h) holds. [ |
Now DCI_CLOSED,() can start another exploration start-

ing from generatorgen = 0 U {C} = {C}, where Lemma 4 can be exploited as follows. Suppose to know that
PRESET ={A, B} and POSTSET ={D}. Since generator bothi andh belong topre-sefgen’), wheregen’ = Y' Ui’
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3
Frequent Closed
Itemset

If we know thatg(Y Ui) C g(h), whereY C Y’, we can
safely removei from pre-sefgen’). Consider in fact, that, if
g(gen’) C g(h) holds, then we can deduce than’ is not

Support
2

Generator = {B,D} v {C}

Generator = &

Equivalence
Class

Fig. 2. The visit of the lattice performed by our algorithm to extract all the frequent closed itemsétssipp = 1).

Frequent Itemset

1) generating the tidlisy(X), and computing its support

lg(X)I;
2) performing duplication check;

order-preservingand no further checks are needed. Otherwise,3) computing its closure(X).
if g(gen’) € g(h), we know from the above lemma that To efficiently perform all these operations, we exploit bit-

g(gen’) € ¢(i) holds too. So, in order to check trader-

wise AND operations. In case (1), we expl@itND operations

preservingproperty ofgen’, in no cases it is needed to alsao computey(X) = ¢(Y)Ng(4), in order to derive the tidlist of

check whetheg(gen’) C g(i) .

Lemma 5:Let gen = Y U ¢ be anot frequentgenerator
(i.e., |g(gen)| < min_supp), whereY is a closed itemset and
i ¢ Y. Suppose that there exists a closed itenisgtY C
Y’, |g(Y")| > min_supp, from which we obtain drequent
generatorgen’ = Y’ U ¥, i.e. |g(gen’)| > min_supp. Then,
in order to check therder-preservingproperty ofgen’ (see
Lemma 3), we can avoid checking whethgyen’) C g(i),
becausey(gen’) Z g(i).

Proof: We prove the lemma by contradiction. Assum
that g(gen’) C g(i). Then,g(gen’) = g(gen’ U i), and thus
lg(gen’)| = |g(gen’ U4)|. Note that, sinc&” C Y, then we
can writegen’ = Y U Z U, whereZ = Y’ \ Y. Since if
A C B = g(B) C g(A), then we have thag(gen’ U1i) =
gYuUZui Ui) C g(Y Ui) becauseY Ui C gen' U .
Thus [g(Y U Z U Ui)| < |g(Y U1)|. Since by hypothesis
lg(Y Ui)| < min_supp, then alsdg(gen’)| = |[g(Y UZ Ui U

X and its cardinalitylg(X)|, i.e. the number of 1's contained
in the resulting bitvectoy(X). In both cases (2) and (3), we
have to check the inclusion gf X) in the various tidlistg(j)
associated with single itemithat either precedes or follows
7 in the lexicographic order. All these inclusion checks are
carried out by intersecting word-by-worgl X) N ¢(j), and
stopping at the first resulting word which is not equal to the
corresponding word ig(X).

We adopted many optimizations to reduce the number of
bitwise operations actually performed by our algorithm. These

%ptimizations, for the sake of simplicity, were not detailed in

the pseudo-code of Algorithm 1.

The performance improvements resulting from each one
of these optimizations are shown in Fig. 3, which plots,
for several datasets, the actual number of bitwAd¢D op-
erations performed DCCLOSED;() as a function of the
support threshold. In particular, Fig. 3(a,c) refer to the tidlist
intersections to perform task (1), while Fig. 3(b,d) deal with

1)| < min_supp. This is in contradiction with the hypothesisia inclusion checks to complete tasks (2) and (3). In all

that gen’ is frequent. [ |

2) Optimizations saving bitwise operationBXC|_CLOSED

inherits the internal representation of our previous freque

the plots, the top curves represent the baseline case, when
no optimizations are exploited at all. From the top curves to
e bottom ones, we incrementally introduced the optimization

set mining algorithms DCI [14] and kDCI [12]. The verticatechniques detailed in the following.

dataset is represented by a bitmap ma¥iR,,;« y stored in

a) Dataset projection:Let us consider a closed sé&f

the main memory. Th&D(i, ;) bit is set to 1 if and only if and its tidlist g(X). All the closed itemsets that are proper
thej-th transaction contains theth frequent single item. Row supersets ofX, i.e. those that are discovered by recursively
i of the matrix thus represenigi), the tidlist associated with calling DCI.CLOSED,(X, _, _), will be supported by subsets
item 4. of ¢g(X). Thus, onceX is mined, we can save work in the

Given a generatok = Y Ui, the basic operations performedsubsequent recursive calls of the procedure by projecting the
by DCI_.CLOSED,() are: vertical dataseVD. This is carried out by deleting fromD
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all the columns corresponding to transactions not occurriggX).
in g(X). Since this bit-wise projection is quite expensive, we In the plots of Fig. 3 we denoted this optimization with
limited it to generators of the first level of recursion only, i.ethe labelincluded. As it can be seen from these plots, this
those obtained from the order-preserving generators obtairggdimization is very effective in reducing the cost of inclusion
by extendinge(f). operations of about one order of magnitude.

In the plots of Fig. 3 we denoted this optimization with
the labelprojection, and we compared its efficacy with the Another interesting remark regards the comparison between
baseline case. We can see that the resulting number of bitwi3@ number of operations actually executed to compute tidlists

operations performed is about halved with respect to téX) (Fig. 3(a,c)), and the number of operations carried
baseline case. out for the various inclusion checks needed to check order-

o ) preserving properties and closures of generators (Fig. 3(b,d)).
b) Datasets with highly correlated item$he columns of The two amounts, given a dataset and a support threshold,
VD are reordered to profit of data correlation, which entailgynear to be similar. This result might surprise the reader. One
high similarity between the rows of the matrix when densg|d think that the operations required for inclusion checks
datasets are mined. As in [12][14], columns are reordereddgs the vast majority, since, for each frequent generator
maximize the size of a submatriX¢ of VD having all its e have to check the inclusion g{X) with almost all the
rows and columns identical. Every operation (e.g. intersectiofyists ¢( ;). Indeed, while tidlisty(X) must be computed for
involving tidlists within the submatrix¢ is performed by g generatorsX, only those that survives the pruning steps
exploiting the equality of the rows iwe. _ ~ described in Section V-A.1 are further processed for inclu-
This is the most effective optimization regarding the intejon checks. Moreover, whereas tidlists must be completely
section cost. In dense dataset submatiiis likely to be large  scanned in order to produgéX ), the same does not hold for
w.r.t. to tidlist size, and it includes the most frequent itemgsciysion checks: we can stop the check as soon as a single

This means that many frequent itemsets are mined Withjjyrq of ¢(x) results to be not included in the corresponding
this submatrix, and we can thus strongly reduce the actygq of g(5).

number of intersection operation performed. We labeled this
optimization withsection eqin the plots of Fig. 3. From the VI. PERFORMANCE ANALYSIS
figure we can see that, exploiting this optimization, the number\ye tested our implementation on a suite of publicly avail-
of opera.tlons performed further decreases of about one ordefe gatasetehess ,connect , pumsb, pumsb* , retail |,
of magnitude. T40110D100K . They are all real datasets, except for the last
c) Reusing results of previous bitwise intersections: 0ne, which is a synthetic dataset available from IBM Almaden.
Besides the above ones, we introduced another optimizatibfe first four datasets are dense and produce large numbers
which exploits the depth-first visit of the lattice of itemsets.0f frequent itemsets also for large support thresholds, while
Let us consider the case in which we have to check tffae last two are sparse. The experiments were conducted on
closedness of some itemsets In order to determine that an@ Windows XP PC equipped with a 2.8GHz Pentium IV and
itemsetX is closed, the tidlisyy(X) must be compared with 512MB of RAM memory.
all the tidlistsg(5), for all items; contained in the PREIST _
(and the POSILIST) of X, i.e. the items that precede (orA. Performance comparisons
follows) all items included inX according to the lexicographic We compared the performances of DCLOSED with
order. The tidlists of items in PRBET are accessed forthose achieved by two well known state-of-the-art algo-
checking duplicate generators, while those of PGBHT for rithms: FP-QoOsSE [7], and Q.OSeT+ [20]. FP-Q.OSE
computing the closure. In the casé results to be closed, is publicly available from the FIMI repository page
then for all j, we have thay(X) ¢ ¢(j). However, we might http:/fimi.cs.helsinki.fi/fimi03/ , while the
discover that a large section of the bitwise tidligtX') is Windows binary executable of @sET+ was kindly provided
strictly included ing(j). Let g, (X) be the section of;(X), us from the authors. We did not includedi@RM in our tests,
composed ofh words, strictly included in the correspondingoecause FP-GSE was already proved to be faster [6]. The
section g5, (j) of g(j). Hence, sincegy(X) C gn(j), it is FP-Q.oseand DCLCLOSED algorithms were compiled with
straightforward to show thag, (X UY) C g,(j) holds too, the gcc compiler available in theygwin environment.
for every itemsel”, becausg(X UY) C g(X). So, when we  As shown in the plots reported in Fig. 4(a-f), DCLOSED
extendX to obtain a new generator, we can limit the inclusioputperforms both competitors in all the tests conducted.
check of the varioug(j) to the complementanportions of CLOSET+ performs quite well on theonnect dataset with
gr(j). It is worth noting that, as soon as our visit of theelatively high supports, but in all other cases it is about two
itemset lattice gets deeper, the closed iterdSete deal with orders of magnitude slower than D@ILOSED. FP-QLOSE is
becomes larger, while the portiog$X) strictly included in effective in miningpumsb*, where its performance is close to
the corresponding portion af(j) gets larger, thus making that of DCLCLOSED, but it is one order of magnitude slower
possible to save a lot of work related to inclusion check. in all the other tests. It is worth noting that in order to fairly
The same holds in the case we have to perform intersectioosmpare the different implementations, the above plots refer
If we know thatg, (X) C g5 (4), then the firsth words of the to tests conducted with support thresholds that allowed FP-
intersectiong(X) N g(4) will be the identical to the ones of CLOSE and Q.OSET+ never to run out of memory.
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Fig. 3. Number of intersection,c), and of inclusions operatior{s,d), actually performed by the DCCLOSED,() procedure when the various optimization
techniques discussed in Section V-A.2 are exploited or not. The plots refers thébe (a,b) andconnect datasetc,d). The number of operations is
plotted as a function of the support threshold.

TABLE |
RELATIVE PERCENTAGES OF TIME SPENT BYDCI_CLOSED AND FP-CQLOSE CALCULATING SUPPORTSCLOSURES AND IN CHECKING DUPLICATES ON
VARIOUS DATASETS.

DCI_CLOSED FP-O.0osSE
dataset (min. supp.) support| duplicates| closure || support| duplicates| closure
chess (25%) 26% 63% 11% 38% 60% 02%
connect (6%) 32% 60% 08% 27% 70% 03%
pumsb (45%) 41% 51% 08% 28% 70% 02%
pumsb* (8%) 56% 39% 05% 48% 47% 05%
B. Time efficiency of duplicate check threshold. As we can see, our technique remarkably outper-

o o forms the one used by FPtBSE, with a speedup up to six
In order to compare the efficiency of our duplication checknen small support thresholds are used.

technique with respect to that adopted by competitor algo-

rithms, we instrumented the publicly available FRaSE In Tab. | we report the relative percentage of time spent
code and our DCICLOSED code. Fig. 5 shows the absoluteby DCI_CLOSED and FP-QOSE performing each one of the
times spent checking for duplicates while mining two denghree basic operations of the closed mining task: support count,
datasetschess andconnect , as a function of the supportduplication check, and closure computation. These percentages
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Fig. 4.
minimum support threshold.

()

Execution times (in seconds) required by FReE€E, CLOSET+, and DCLCLOSED to mine various publicly available datasets as a function of the
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. . . TABLE Il
were computed by not considering the time spent by bOtBER GENERATOR AVERAGE NUMBER OF BITWISE WORD INTERSECTIONS

implementations in other operations (e.g., input/output). In

. . . . . (PUMSB DATASET).
both algorithms, the time spent checking for duplicates is
significant, but while in FP-CosE the computation cost is,

) . e . min_supp | [Fi] | 1 IC] Ops
in some cases, dominated by the duplication checking task, 20% 71 | 1533 | 44,450,000] 54.2
the same does not hold for D@LOSED in which the time 50% 51 | 1533 | 7,120,000| 38.5
is more evenly distributed between duplication check and 60% 39 | 1533| 1,150,000| 26.5
support computations. If we also consider that D@IOSED 5822 gg ﬁgg 243'888 igg
remarkably outperforms FP+©SE in the total elapsed time, 90% 20 | 1533 1:400 16.5

the advantage of using our duplicate checking technique is
further highlighted.
The reasons of this good performance are discussed in delrﬁth

in the following. The worst case of a duplicate check happensreShOId' Note that the number of operations per generator

: . rows linearly with the size ofF; as expected. However, the
when a generatoK' is order-preserving. In such case, evergumber of actual operations performed is considerably smaller
tidlist in PRESET will be scanned without finding any of P P y

them to be included ig(X). Let! be the number of words of _than [#1] x 1, since it resulted to be much less even tiian

T ; . . i.e. the size of a single tidlist (1533 words, in this case).
each bitwise tidlist. Since PR.EI.ET IS ?‘t most as big a%"l,_ The table also shows, for each support threshold, the num-
then the worst case cost of this inclusion check is proportional .

er of closed frequent itemsets extractéd|). Other algo-
to ‘fl‘ x 1. . . . .
. : rithms hash the already mined closed itemset to detect dupli-
However, as soon as a generator is recognized as not order-

. o ) L cate ut sinc rows exponentially, the hash performaces
preserving, it is pruned without considering any more thé s, b € gro pone Y. sh perto

other tidlists associated with items in PEEET. Moreover, may degrade suddenly as confirmed in Fig. 5. Conversely,

the inclusion check can stop the scan of each tidlist at the fi%%bi gg?;:’;;?ﬁé;gsnggmb:rz t%feocger;?rt':gl?tf/ g}erformed by

word for which the inclusion check fails. Finally, thanks to~ ~ ~ '

its multiple optimizations (see Section V-A.2), DQILOSED o _

scans any tidlist only once along any path from the root fo- Space efficiency of duplicate check

the leaf of the visit. This means that, even if, in principle, Another issue related to the efficiency of our method for

the cost of asingle duplicate check operation involving aduplicate checking is main memory usage. Fig. 6(a) plots

single tidlist in PRESET is directly proportional ta, it memory requirements of FPtOSE, CLOSET+ and our al-

turns out to be considerably lower due to these optimizatiorgorithm DCLCLOSED when mining theconnect dataset as

In practice, every duplicate check involves only a distina function of the support threshold. Note that the amounts

and small portion of the tidlists associated with items in thef main memory used by KOSET+ and FP-QCOSE rapidly

PRE_SET of each generator. grow when the support threshold is decreased, due to the huge

To support this claim, in Tab. Il we reported the averageumber of closed itemsets generated that must be stored in the

number of operations, i.e. the bitwise word intersectiomaain memory. Conversely, the amount of memory used by

(Ops), needed to perform the duplicate check for each eDCl_CLOSED, which does not need to maintain the frequent

countered generator as a function of the minimum suppatbsed itemsets mined in memory, is nearly constant. In
Fig. 6(b) we plotted the results of the same test conducted on
T40I110D100K , a sparse dataset where @SeT+ is supposed

Duplicate check time

‘ ‘ to use its upward checking technique. Also in mining this

e connerlt - FPCLOSE‘ .

5 Connect - DCHCLOSED sparse dataset, memory requirements of [MCOSED are
400 H umso = B . . .

~=— pumsb - DCI-CLOSED remarkably lower than those of its competitors. In this case,
30 1 however, we can see that DCILOSED memory requirements

are not constant due to the need of maintaining in the main
memory frequent- and (k + 1)-itemsets (see Section V).

~as0L ] We can also analyze algorithm space requirement from a
; theoretical point of view. If we consider the algorithms that
= 2001 ) require to keep in the main memory the whole set of closed

itemsets to perform duplicate check, then the size of the output
is a lower bound on their space complexity. Conversely, the
1008 ] memory size required by an implementation based on our
duplicate check technique is almost independent of the size of
the output. To some extent, its memory occupation depends
0 ‘ ‘ ‘ ‘ on those data structures that also need to be maintained in

70 60 50 40 30 20 10 0

% support memory by other algorithms that visit depth-first the lattice

Fig. 5. Absolute times (in seconds) spent checking for duplicates t%ﬁd epr0|_t t'_d“St lnte_rsectlons. . .
DCI_CLoseD and FP-QOSE on datasetschess and connect , as a The main information that DCCLOSED has to maintain

function of the support threshold. in the main memory is the tidlist of each generator in the
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Fig. 6. Amount of memory required by DGTLOSED, CLOSET+, and FP-CoOSE for mining a dense (a), and a sparse (b) dataset, as a function of the
support threshold.
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Fig. 7. Execution times (in seconds) and memory requirements of ©.©@ISED and FP-CQosEk for different support thresholds as a function of the size
of the sample extracted from a large synthetic dataset.

current path of the lattice explored by the algorithm, and thhe worst space complexity of our algorithm is
tidlist of every frequent single item. With such information

DCI_CLOSED can browse the search space by performing O(2F1] =1) x N).
tidlists intersections, and check the order-preserving propertyygte that if this worst case occurred, the total number of

of generators encountered. closed itemsets should l&(2/7|), so that, from the point of
view of space complexity, it should be always better to store
The Worst case in memory Occupation occurs When tﬁg“sts I‘ather than Storing the Closed itemsets already mined
number of generators and the length of the longest clos@dorder to detect duplicates.
itemsets are maximal: this occurs wheffl) = @, and every  An important remark regards the features of dense datasets,
itemset is frequent and closed. Givemy, the deepest path which are the subject of this space complexity comparison.
along the lattice is composed ¢f;| nodes, each associated-ortunately, the worst case above should not actually occur
with a distinct tidlist. Therefore, also considering the tidlistaith such datasets, since frequent itemsets are usually orders
of the original vertical dataset, the total number of tidlists tof magnitude more than closed itemsets, since each equiv-
be kept in the main memory &7;|— 1. Since the length of a alence class contains many frequent itemsets. The number
tidlist is equal to the number of transactioNsin the dataset, of frequent itemsets is instead comparable to the number of
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closed ones in sparse datasets, but the length of the larggéisbset+, and FP-CoSE, are not memory-efficient since
closed frequent itemset that can be extracted from themtl®ey require to keep in the main memory the whole set of
usually much smaller thanhF;|. Note that DCICLOSED closed patterns mined so far in order to detect duplicated
uses, however, a different method for mining sparse datasetssed itemsets. We asserted that the duplicates generation
based on a level-wise visit of the lattice and the same iproblem is a consequence of the strategy adopted by current
core vertical bitwise dataset. Independently of the techniqafgorithms to browse the itemset lattice, and thus we proposed
adopted, mining sparse datasets should not be a big issue feomew strategy for browsing the lattice that allows duplicates
the point of view of memory occupation, because the numbier be effectively detected and discarded without needing to
and length of frequent itemsets do not explode even for vestore the set of closed patterns in the main memory.

low support thresholds. We have introduced a novel visit of the search space, based
on the concept of sequence of order-preserving generators of
D. Scalability frequent closed itemsets, and proved that this sequence always

In this section we discuss results of tests conducted in Orcgxists and is unique for each closed itemset. One of the positive
Sfects of our visiting policy (and entailed duplicate checking

to verify the algorithm scalability, which is strongly related tcfechnique) is that we are able to subdivide the search space

the amount of main memory exploited by an algorithm. | : : .
other words, the demand of main memory is the main factg us producing completely independent subproblems, which

o " . . 'actRhn be solved in whatever order, and thus also in parallel.
that may limit scalability of in-core closed itemset mining . : L
algorithms We implemented our technique within D@ILOSED, a new

In order to verify the scalability of DCCLOSED, we ran algorithm which explmts a depth-first visit of_ the search space,
and adopts a vertical bitmap representation of the dataset.

the algorithm on random samples of different sizes, tak%1 . o :
. CI_CLOSED also exploits several optimizations aimed to
from a large dense dataset created with the IBM generatgr.

The synthetic dataset occupiéds MB, and containg00, 000 save both shace and time |n.comput|ng itemset closures and
. . their supports. Since the basic operation to perform closures,
transactions with an average length 3§f0. The number of

distinct items is1000, while the correlation factod.o. support counts, and duplicate detections, is the bitwise inter-

The results of the tests conducted are reported in Fig.SFCtlon of tldllst_s, we particularly opt|m|zed this ope_ratlon,
: . . ; and, when possible, we reused previously computed intersec-
which shows execution times (Fig. 7(a)) and memory r

qguirements (Fig. 7(b)) of DCCLOSED and FP-COSE for Yions to avoid redundant gqmputatmns._ S
different support thresholds, as a function of the size of theAS a result of the efficient strategies and optimizations
sample extracted from the synthetic dataset. Note that Flﬁt_rod'uhced, DSJCLO&T’ED ou':jperforrps other Ztat:a—of—the—art
CLosEfailed in most cases, since it ran rapidly out of memor&lﬁomdmS ar:j requires or _ersd ot hm?gn'tu € essh merr]n(I)(;y
when the support threshold was lowered. FEGEE mined en dense datasets are mined with low support thresholds.

successfully onlyl /10 of the dataset with a minimum SUIOpOrtThe in depth experimental evaluation conducted, demonstrates

threshold of50%, and was not able to mine everi100 of the effectiveness of our optimizations, and shows that the
the dataset with’ a minimum support d6%. On the other performance improvement over competitor algorithms — up to

one order of magnitude — becomes more and more significant

hand, DCICLoseDcompleted successfully in all the tests. We the support threshold decreases. Finally. we accuratel
can see from the plots that both execution times and memgrz/ PP hy : Y Ately
sessed DCCLOSED scalability, and we showed that it

. . . . al
ﬁg;::ThZQtSD gg\:vollsnEeDa(r:I;/ ner]:?n;hZ ni/lzde agsterleaga;;isge;;?éﬁlows dens_e datasets to be effectively mined also with the
vertical representation fits in the main memory, disregardirf%weSt possible support threshold.
the number of closed itemsets extracted.

This is also confirmed by the results reported in Tab. llzcknowledgements
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