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Abstract

Identifying differences between groups is a fundamental problem in many disciplines.

Groups are defined by a selected property that distinguishes one group from the other.

For example, gender (male and female students) or year of admission (students admitted

from 2001 to 2010). The group differences sought are novel, indicating that they are not

obvious or intuitive, potentially useful, suggesting that they can aid in decision-making,

and understandable, implying that they are presented in a format easily understood by

human beings. Contrast set mining has been developed as a data mining task which

aims to efficiently identify differences between groups from observational multivariate

data. Here we study two closely related steps in the contrast set mining process: the

mining step, and the interpretation and evaluation step. In the mining step, the task to

be performed is the discovery of valid contrast sets. A valid contrast set is a conjunction

of attributes and values that differ meaningfully in their distribution across groups. We

introduce a novel contrast set, called the λ-contrast set. A λ-contrast set has a ratio

of maximum support to minimum support greater than a user-defined threshold. We

introduce a novel discretization algorithm, called Discretize, for creating intervals for

quantitative attributes in the dataset. We demonstrate how we build our search space

of all possible contrast sets from the attributes, and attribute-values in the dataset. We

then present the COSINE algorithm, for traversing the search space of possible contrast

sets. We show how the COSINE algorithm generates all valid contrast sets, maximal

valid contrast sets, and valid λ-contrast sets. We then show how removing the attributes

and attribute-interval pairs that not highly correlated produces a smaller search space.

We then present the GENCCS algorithm for traversing the search space of possible corre-

lated contrast sets. We show how the GENCCS algorithm generates all correlated valid

contrast sets, correlated maximal valid contrast sets, and correlated valid λ-contrast sets.

In the interpretation and evaluation step, we investigate the problem of ranking the inter-
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estingness of the contrast sets discovered using fourteen interestingness measures. Twelve

measures have been previously utilized in various areas in the data mining community,

such as association rule mining, emerging patterns, and subgroup discovery. Their use

for ranking contrast sets is novel. The objective of this work is to gain insight into the

behaviour that can be expected from the COSINE and GENCCS algorithms and the

interestingness measures in practice. From our analysis, we found that COSINE is an

effective technique for the efficient generation of all valid contrast sets, maximal valid

contrast sets, and λ-contrast sets, and that it discovered more interesting contrast sets

as compared to those obtained by two existing contrast set mining techniques, STUCCO

and CIGAR. We also found that GENCCS is an effective technique for efficient gener-

ation of all valid correlated contrast sets, maximal correlated valid contrast sets, and

correlated valid λ-contrast sets.
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Chapter 1

Introduction

1.1 Problem Statement and Motivation

Identifying the differences between groups is a fundamental problem in many disciplines.

For example, a reproductive health study of demographic and socio-economic variables

could be used by health care providers to characterize the differences in contraceptive

methods used by married couples. A study of this kind could involve a dataset as the one

shown in Table 1.1. In Table 1.1, the Couple ID column is a unique identifier assigned

to each couple. The Wife’s Education column describes the highest educational level

attained by the wife. In this column, H, U, and P indicate that the wife has attained

a high-school, university, and post-graduate level education, respectively. The Wife’s

Occupation describes the type of occupation that the wife currently has. In this column,

S, T, and P indicate that the wife currently has a service, technical, and professional type of

job, respectively. The Family Income column describes the annual income of the family in

thousands. The Contraceptive Method column describes the type of contraceptive method

being used by each couple, and defines the group to which each couple belongs. In this

column, N, S, and L indicate membership in a group that is using no contraceptive method,

a short-term contraceptive method, and a long-term contraceptive method, respectively.
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Table 1.1: A Sample Dataset

Couple Wife’s Wife’s Family Contraceptive

ID Education Occupation Income Method

1 U T 44 S
2 H S 56 S
3 H S 55 N
4 U T 37 N
5 P P 43 L
6 H S 56 N
7 P P 57 S
8 P P 56 L
9 U T 44 S
10 P P 57 N
11 H S 45 L
12 H S 58 N
13 P P 45 N
14 U T 57 N
15 U T 34 N
16 P P 42 L
17 P P 43 S
18 H S 57 L
19 U T 36 S
20 P P 36 L
21 P P 56 L
22 P P 44 N
23 H S 57 L
24 U T 38 N
25 H S 57 N
26 U T 36 N

From Table 1.1, the characteristics that differentiate the three contraceptive methods

used by the couples can be represented as conditional probabilities, such as

P (Contraceptive Method = N | Wife’s Education = H ∧ Wife’s Occupation

= S ∧ Family Income = [47.9, 58]) = 0.363, P (Contraceptive Method = S |

Wife’s Education = H ∧ Wife’s Occupation = S ∧Family Income = [47.9, 58])

= 0.125, and P (Contraceptive Method = L | Wife’s Education = H ∧ Wife’s

Occupation = S ∧ Family Income = [47.9, 58]) = 0.429. These conditional proba-

bilities are equivalent to rules of the form Wife’s Education = H ∧ Wife’s Occupation

= S ∧ Family Income = [47.9, 58] ⇒ Contraceptive Method = N (36.3%), Wife’s

Education = H ∧ Wife’s Occupation = S ∧ Family Income = [47.9, 58] ⇒
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Contraceptive Method = S (12.5%), Wife’s Education = H ∧ Wife’s Occupation

= S ∧ Family Income = [47.9, 58] ⇒ Contraceptive Method = L (42.9%), known

as association rules. Given a set of association rules, such as those shown above, where the

consequent describes distinct groups (i.e., Contraceptive Method = N, Contraceptive

Method = S, and Contraceptive Method = L), where the antecedent is shared by all

groups (i.e., Wife’s Education = H ∧ Wife’s Occupation = S ∧ Family Income =

[47.9, 58]), and where the percentage represents the number of instances in each group

for which the association rule is true, Wife’s Education = H ∧ Wife’s Occupation =

S ∧ Family Income = [47.9, 58] is called a contrast set if there is a significant differ-

ence across the percentages in each group.

Group differences are used in social sciences, medicine, psychiatry, and computer

science. In the social sciences for instance, some of the research conducted involves com-

paring racial and ethnic groups [57] [59] [124], exploring gender differences [20] [104], and

examining generational gaps [15] [107]. In medicine and psychiatry, there is a plethora of

research examining patient differences for areas such as pain tolerance [26] [96], mortality

rates [76], and drug response [33] [49] [52]. In computer science, most of the research in

group differences is conducted in data mining.

There are several data mining tasks whose goal is to find differences between groups

namely: emerging patterns, subgroup discovery, and contrast set mining. Emerging

patterns was developed to capture useful contrasts between data classes or to capture

emerging trends in time-stamped databases [27]. Emerging patterns have been used for

classification [17] [30] [31] [117] [147], microarray analysis [74], customer analysis [116],

and cancer detection [75] [139]. Subgroup discovery was developed to determine features

that are characteristic for a selected class or group [61] [132]. Subgroup discovery has been

applied to several real-life applications such as the analysis of brain ischaemia data [64],

profiling sonogram examinations [9], mining of census data [63], and even string quar-

tet movements [119]. Contrast set mining has been developed to detect all differences
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between contrasting groups from observational multivariate data [11] [12]. Contrast set

mining has been used to identify factors that distinguish between thrombolic and embolic

stroke patients [65], identify the characteristics of news sites [138] and to contrast aircraft

accident data with aircraft incident data in major safety databases then identify factors

that are significantly associated with the accidents [88].

In this thesis, we develop and evaluate contrast set mining algorithms. Within this

context, we also study techniques for discretizing continuous-valued attributes and mea-

sures for evaluating the interestingness of the contrast sets generated by our algorithms.

Discretization, contrast set mining, and interestingness evaluation are just three possible

steps in the much larger and comprehensive process known as knowledge discovery in

databases. For an overview of all the steps involved in a typical knowledge discovery

task, see [32] [34].

1.1.1 The Discretization Step

When the attributes in the dataset contain continuous values, discretization is the most

frequently used method to create intervals for the attribute values. For example, in Ta-

ble 1.1, Family Income is a quantitative attribute. We discretize (i.e., create intervals

for) the quantitative attribute values that is based on their mean and standard deviation.

The minimum, maximum, mean, and standard deviation for Family Income are: 34, 58,

47.9, and 8.5. The first cut-point in the discretization step us the mean, 47.9. The next

cut-point is determined by subtracting the standard deviation, 8.5, from the mean, re-

sulting in 39.4. This cut-point is more than half of the standard deviation away from the

minimum value, so it is accepted. We subtract the standard deviation from the current

cut-point, 39.4, resulting in 30.9 which is less than the minimum, so it is rejected. There

are no more cut-points less than the mean. The next cut-point is determined by adding

the standard deviation to the mean resulting in a value of 56.4. However, this cut-point

is less than half of the standard deviation away from the maximum value, so it is re-
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jected. Thus we have three intervals for Family Income, Family Income = [34, 39.4),

Family Income = [39.4, 47.9), and Family Income = [47.9, 58].

1.1.2 The Contrast Set Mining Step

Our contrast set mining algorithms seek to discover valid contrast sets, those contrast sets

for which user-defined criteria regarding statistical significance, frequency, and specificity

have been satisfied. The search space is represented as a tree structure. For example, part

of the search space based on the dataset in Table 1.1 is shown in the tree in Figure 1.1,

where each node represents a potential contrast set. For space considerations, and with

no loss of clarity, we only show the expanded sub-tree for the potential contrast set

{Wife’s Education = H} at level one. In Figure 1.1, there are 16 possible contrast sets

that could differentiate the couples where {Wife’s Education = H}.

Figure 1.1: The partial search tree based upon Table 1.1

Levels one, two, and three contain all the potential contrast sets built from one, two,
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and three attributes, respectively. For example, the one-attribute potential contrast sets

at level one contain the eight attribute-value pairs Wife’s Education = H, Wife’s

Education = U, Wife’s Education = P, Wife’s Occupation = S, Wife’s

Occupation = T, Wife’s Occupation = P, Family Income = [34, 39.4), Family

Income = [39.4, 47.9), and Family Income = [47.9, 58]. That is, one attribute-

value pair for every combination of attribute and domain values. The potential two-

attribute contrast sets at level two are derived by pairing each one attribute contrast set

with all other contrast sets that follow it at level one, except those that share a common at-

tribute. Consequently, Wife’s Education = H is paired with Wife’s Occupation = S,

Wife’s Occupation = T, Wife’s Occupation = P, Family Income = [34, 39.4),

Family Income = [39.4, 47.9), and Family Income = [47.9, 58], at level two (i.e.,

follows Wife’s Education = H in the tree), but is not paired with Wife’s Education =

U and Wife’s Education = P because these attribute-value pairs share the attribute

Wife’s Education. Similarly, at level three, the potential three-attribute contrast sets

at level two are derived by pairing each two attribute contrast set with all other contrast

sets that follow it at level two, except those that share a common attribute. Consequently,

Wife’s Education = H ∧ Wife’s Occupation = S is paired with Wife’s Education =

H ∧ Family Income = [34, 39.4), Wife’s Education = H ∧ Family Income =

[39.4, 47.9), and Wife’s Education = H ∧ Family Income = [47.9, 58], at level

two (i.e., follows Wife’s Education = H ∧ Wife’s Occupation = S in the tree), but

is not paired with Wife’s Education = H ∧ Wife’s Occupation = T and Wife’s

Education = H ∧ Wife’s Occupation = P because these attribute-value pairs share

the attributes Wife’s Education and Wife’s Occupation.

In our search for valid contrast sets from the set of possible contrast sets, we are

looking for contrast sets which are frequent (i.e., the percentage of instances in the dataset

exceeds some threshold), large (i.e., the maximum difference between the percentage

of instances in each group exceeds some threshold), specific (i.e., the contrast set is
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built from at least two attributes), and significant (i.e., there is a statistically significant

difference between the groups).

Beginning at the first level of the tree with the contrast set {Wife’s Education = H},

we find the association rules Wife’s Education = H ⇒ E = N (36.4%), Wife’s

Education = H ⇒ E = S (12.5%), and Wife’s Education = H ⇒ E = L (42.9%). Now,

let’s assume there is a significant difference between the groups at the 95% significance

level. Also, since the contrast set occurs in 30.8% of the transactions, let’s assume it

is frequent, and the maximum difference between the percentage of transactions, which

occurs between Contraceptive Method = S and Contraceptive Method = L, is 30.4%,

so let’s assume it’s large. Thus, {Wife’s Education = H} meets our criteria for a valid

contrast set.

Continuing on to level two of the tree, we combine {Wife’s Education = H} with

{Wife’s Occupation = S}, {Wife’s Occupation = T}, {Wife’s Occupation = P},

Family Income = [34, 39.4), Family Income = [39.4, 47.9), and Family Income

= [47.9, 58] Consider the potential contrast set {Wife’s Education = H ∧

Wife’s Occupation = S}. We find the association rules Wife’s Education = H ∧

Wife’s Occupation = S ⇒ E = N (36.4%), Wife’s Education = H ∧ Wife’s

Occupation = S ⇒ E = S (12.5%), and Wife’s Education = H ∧ Wife’s Occupation

= S ⇒ E = L (42.9%).

Again, let’s assume there is a significant difference between the groups and that

the contrast set is frequent, specific, and large. Thus, {Wife’s Education = H ∧

Wife’s Occupation = S} is valid. We then combine {Wife’s Education = H ∧

Wife’s Occupation = S} at level two of the tree with {Wife’s Education = H ∧

Family Income = [47.9, 58]} and {Wife’s Education = H ∧ Family Income =

[47.9, 58]}. Consider the potential combine set {Wife’s Education = H ∧ Wife’s

Occupation = S ∧ Family Income = [47.9, 58]}. We find the association rules

Wife’s Education = H ∧ Wife’s Occupation = S ∧ Family Income = [47.9, 58]
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⇒ E = N (36.4%), Wife’s Education = H ∧ Wife’s Occupation = S ∧ Family

Income = [47.9, 58] ⇒ E = S (12.5%), and Wife’s Education = H ∧ Wife’s

Occupation = S ∧ Family Income = [47.9, 58] ⇒ E = L (28.6%).

Finally, let’s assume there is a significant difference between the groups and that

the contrast set is frequent, specific, and large. Thus, {Wife’s Education = H ∧

Wife’s Occupation = S ∧ Family Income = [47.9, 58]} is valid.

1.1.3 The Interestingness Evaluation Step

When the number of attributes in a dataset is large, many contrast sets may be discovered.

A user may then be required to determine whether it is an interesting discovery. For

example, consider the contrast sets shown in Table 1.2. Which contrast set should be

considered the most interesting? Perhaps, given just eight contrast sets, this is not a

daunting task. But given hundreds, or even thousands of contrast sets, it is simply not

feasible for a user to manually identify interesting contrast sets.

Table 1.2: Which contrast sets are most interesting?

Contrast Set Coverage

{Wife’s Education = U ∧ Wife’s Occupation = T} 0.308
{Wife’s Education = P ∧ Wife’s Occupation = P ∧

Family Income:[39.4, 47.9) } 0.192
{Family Income = [47.9, 58]} 0.461

{Wife’s Education = U ∧ Wife’s Occupation = T ∧
Family Income = [47.9, 58]} 0.231

{Wife’s Education = H ∧ Wife’s Occupation = S ∧
Family Income = [34, 39.4)} 0.231

{Family Income = [39.4, 47.9)} 0.269
{Wife’s Education = H ∧ Wife’s Occupation = S ∧

Family Income = [47.9, 58]} 0.269
{Wife’s Education = P ∧ Wife’s Occupation = P ∧

Family Income = [39.4, 47.9)} 0.192

What is needed is an objective measure of interestingness to assist in the interpretation

and evaluation of the information discovered. Measures of interestingness have been

widely studied and explored [39] [48]. Objective measures are based on the structure

8



of the discovered pattern, such as the frequency with which combinations of certain

attribute-values appear in instances of the dataset [3]. Probability-based measures in

particular, have been studied extensively as a means for evaluating the generality and

reliability of association rules [39] [69] [120].

In this thesis, we study 14 objective measures and evaluate them for ranking search

results which can then be used by a domain expert for further subjective assessment. For

example, coverage, is one of the objective measures evaluated. Coverage measures the

number of instances in the dataset where the contrast set occurs. The coverage of the con-

trast sets in Table 1.2, in order from top to bottom, are 0.398, 0.192, 0.461, 0.231, 0.231,

0.269, 0.269, and 0.192, respectively. If we consider the most interesting contrast set to

simply be the one which has the highest coverage, then {Family Income = [47.9, 58]}

is the most interesting.

1.1.4 Objective of Thesis

The objective of this thesis is to develop new algorithms and techniques for the effi-

cient generation, ranking, and reporting of valid contrast sets. The following goals are

necessary to meet the main objective:

• To introduce and evaluate the COSINE algorithm for efficiently generating contrast

sets from both qualitative and quantitative data.

• To develop and evaluate techniques for reducing the size of the search space.

• To introduce and evaluate the GENCCS algorithm that traverses the reduced search

space tree.

• To develop and evaluate objective measures as heuristic measures of interestingness

for ranking contrast sets.
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1.2 Contributions of Thesis

This thesis makes five original contributions:

• We introduced and evaluated the Discretize method for quantitative attributes. It

is a novel, yet simple, discretization approach akin to equal-width binning, (i.e., it

is not an expensive approach), but its main advantage over equal-width binning

is that the width of the intervals do not need to be provided a priori, nor does

it require that the number of intervals for each attribute be the same. Discretize

uses the mean and standard deviation to determine both the width and number

of intervals for continuous values. Consequently, the number of intervals for an

attribute is merely dependent on the distribution of the values for that attribute.

• We introduced and evaluated the COSINE algorithm for contrast set mining [113].

COSINE can discover valid contrast sets on large datasets with categorical and

quantitative attributes, where the association rules generated can have multiple

discrete and continuous values in both the antecedent and consequent. No previous

method can solve contrast set mining problems with these conditions. COSINE uses

a vertical data format, based upon diffsets [143], which not only allows simultaneous

generation and support counting of the contrast sets, but also an efficient method of

storing the instances in the dataset which can then be easily propagated throughout

the search space. It also uses a backtracking search paradigm in order to enumerate

all possible configurations of contrast sets in the search space. Both techniques allow

for efficient pruning of the search space.

• We introduced and evaluated the GENCCS algorithm for contrast set mining [112].

GENCCS builds on COSINE, in that, instead of enumerating the entire search

space in order to identify valid contrast sets, it limits the size of the search space

by reducing the number of attributes and attribute-values from which contrast sets
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are derived. It utilizes mutual information and all confidence to select only the

attributes and attribute-values that are highly correlated, resulting in a smaller

search space.

• We introduced a novel contrast set, called the λ-contrast set (i.e., lambda con-

trast set) [115] and modified the COSINE and GENCCS algorithms to discover

λ-contrast sets and correlated λ-contrast sets, respectively. A λ-contrast set is a

contrast set where the ratio of maximum to minimum support across the groups

is sufficiently large. A special case of the λ-contrast set, called the ∞-contrast set,

(i.e., infinity contrast set) has a minimum support of zero in at least one group.

• We introduced and evaluated 14 measures for describing and ranking the interest-

ingness of contrast sets. Although interestingness measures are used in many other

data mining tasks, such as association rule mining, their use for ranking the interest-

ingness of contrast sets is novel. We introduced the distribution difference measure

for ranking contrast sets [114]. In the thesis, we also adapted the growth rate

and unusualness measures from emerging patterns and subgroup discovery, respec-

tively, for contrast set mining. Finally, we adapted 10 probability based measures,

from association rule mining for contrast set mining, namely: coverage, lift, lever-

age, change of support, the Jaccard coefficient, φ coefficient, Yule’s Q coefficient,

conviction, and collective strength.

1.3 Outline of Thesis

The remainder of this thesis is organized as follows. In Chapter 2, we provide a general

overview of classical association rule mining techniques and algorithms to highlight the

important characteristics of each technique. We present a detailed survey of algorithms

and techniques proposed for contrast set mining. Through this survey, we seek to impose

a logical order on the important developments in contrast set mining, as well as to
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highlight weaknesses and problems which we aim to address in this thesis. Finally, we

present a general overview of interestingness measures from four data mining tasks which

are closely related to contrast set mining.

In Chapter 3, we put forth our conceptual models for a contrast set, a correlated con-

trast set and our notions of a valid contrast set, a valid λ-contrast set, a valid correlated

contrast set, and a valid λ-correlated contrast set. We describe our COSINE algorithm

for mining valid and valid λ-contrast set, and our GENCCS algorithm for mining valid

correlated valid and correlated valid λ-contrast sets.

In Chapter 4, we suggest 14 objective measures that evaluate the presence and absence

of the contrast set in the various groups to generate a real-valued index which can be

translated to an integer-valued rank that represents the interestingness of the contrast

set relative to other contrast sets generated from the same dataset. We also present an

additional objective measure that combines the ranks of a contrast set determined by

multiple interestingness measures.

In Chapter 5, we describe experimental results obtained through an evaluation of both

the COSINE and GENCCS algorithms. We also present experimental results describing

the performance of GENCCS when mutual information and all-confidence are used to

reduce the search space. Finally, we present experimental results evaluating COSINE and

GENCCS for mining valid λ contrast sets and λ correlated contrast sets, respectively.

In Chapter 6, we present two case studies that demonstrate how COSINE and GENCCS

are used in practice. In the first case study, a cross cultural study of health decision-

making was conducted in order to better understand factors that influence ethical decision-

making behaviour of physicians. In the second case study, a World of Warcraft user

interface study was conducted in order to examine the effect that user created interfaces

have had on the user community. The COSINE and GENCCS algorithms were evaluated

on these two datasets and feedback was obtained and used as an informal assessment of

the usefulness of the results and general methodology.
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In Chapter 7, we provide a summary of our work and suggest areas for future work.
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Chapter 2

Background and Related Work

Contrast sets have been shown to be a useful mechanism for describing differences between

groups. These groups are defined by a selected property that distinguishes one from the

other (e.g., customers who default on their mortgage versus those who don’t). Previously

proposed contrast set mining techniques have all been based on a horizontal mining

approach [3] that is restricted to categorical attributes [11] [12] [47] or to a limited number

of quantitative attributes [114]. They also enumerate the entire search space in order to

identify significant differences amongst groups [11] [47]. On larger datasets, the search

space becomes inordinately large, and the search prohibitively expensive, resulting in a

large number of results which must eventually be analyzed and evaluated by a domain

expert. Before we discuss our algorithms that address these weaknesses, we survey the

existing algorithms and techniques proposed for contrast set mining.

This chapter is organized as follows. In Section 2.1, we present a brief overview of

association rule mining and examine algorithms to mine association rules. In Section 2.2,

we provide a detailed review of contrast set mining and survey the approaches to mining

contrast sets. In Section 2.3, we describe methodologies and heuristics in areas closely

related to contrast set mining.
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2.1 Association Mining

The problem of mining contrast sets is based upon the problem of mining association

rules. Let A = {a1, a2, . . . , am} be as a set of m attributes, called items. Let D be a set of

database transactions, where each transaction T is described by a vector of m attribute-

value pairs ai = v1, a2 = v2, . . . , am = vm, and each vj is selected from a set of discrete

values. The collection of items contained in transaction T is an itemset. Transaction T

contains X , a set of items, if X ⊆ T . An association rule is as an implication of the form

X ⇒ Y , where X ⊂ A, Y ⊂ A, and X ∩ Y = ∅. X is referred to as the antecedent and

Y , the consequent of the rule [3, 4].

Support and confidence are two metrics which are used to describe the quality and

interestingness of an association rule. The support of an association rule is the fraction of

the transactions in D that contain both X and Y . The confidence of an association rule

is the fraction of transactions in D containing X that also contain Y . Association rules

that satisfy both a minimum support threshold, and a minimum confidence threshold are

called strong. A frequent itemset is an itemset whose support satisfies a predetermined

minimum support threshold. Association rule mining is the process of finding all frequent

itemsets and generating strong association rules from the frequent itemsets.

Most frequent itemset mining algorithms are variants of Apriori [3], the first algorithm

for mining frequent itemsets. Apriori uses a bottom-up, breadth-first search technique to

enumerate every single frequent itemset. The algorithm begins by computing the frequent

itemset containing one attribute-value pair. This requires scanning all transactions in

the dataset. These frequent items are combined to form candidate itemsets with two

attribute-value pairs, called 2-itemsets. The database is then scanned again to determine

the support for the candidate 2-itemsets. The frequent 2-itemsets are used then to form

candidate 3-itemsets, and the process is repeated until all frequent itemsets have been

enumerated. Apriori achieves good performance by pruning the search space using the

15



downward closure property, where subsets of a frequent itemset must themselves be

frequent.

Apriori-inspired algorithms [18] [80] [92] [109] generally perform well with sparse

datasets, where the frequent itemsets are very short. However, with dense datasets

having many long frequent itemsets, these algorithms perform poorly. One common

alternative is to mine only maximal itemsets that are frequent. A frequent itemset is

maximal if it is not the subset of any other itemset. All-MFS [43], MaxMiner [13],

Pincer-Search [77], Depth-Project[1], and Mafia [19] are some algorithms that discover

maximal frequent itemsets. Another alternative is to mine only closed frequent itemsets.

A frequent itemset is closed if it has no superset with the same support as the itemset.

A-Close [93], Closet [94], Charm [145] are some algorithms that discover closed frequent

itemsets.

Another alternative is to use vertical mining algorithms. Vertical mining algorithms

[29] [46] [110] [143] [144] use a vertical format for data representation unlike the horizontal

format used in traditional Apriori-like algorithms. In the vertical format, each item in

the database is associated with the set of all transactions (tids) where it occurs, called

the tidset. The frequency of the itemsets can be computed from the intersections of

these tidsets, enabling itemset generation and frequency counting to occur in a single

step. This is unlike Apriori which requires two steps. The intersection of these tidsets

also facilitates the natural pruning of irrelevant transactions [143]. Mining algorithms

using the vertical format have been shown to be very effective and outperform horizontal

approaches [29] [108] [110] [144].

The main disadvantage of the vertical format is the high cardinality of the tidset for

very frequent itemsets. This causes the intersecting time to be inordinately high and the

memory required to store these tidsets and its intermediaries to be large. This causes the

vertical approach to lose many of its advantages. An alternative vertical data representa-

tion called diffset, which only keeps track of differences in the tidsets of an itemset from

16



its generating frequent itemsets. Due to the significant reduction in size of diffsets over

tidsets, intersection operations are performed extremely fast. Diffsets have been shown

to improve by several orders of magnitude the running time of vertical algorithms like

Eclat [142] which mines all frequent itemsets and GenMax [41] which mines maximal fre-

quent itemsets. Diffset based vertical mining algorithms have been shown to outperform

the classic frequent mining algorithm, Apriori, and traditional vertical mining algorithms

VIPER [110], and FPGrowth [46].

2.2 Contrast Set Mining

In the problem of contrast set mining [11] [12], the database D is generalized to a set of

multinomial instances, where each instance I is described by a vector ofm attribute-value

pairs a1 = v1, a2 = v2, . . . , am = vm, and each vj is selected from a finite set of discrete

domain values {vi1, vi2, ..., vim} associated with each Ai. A contrast set is a conjunction

of attribute-value pairs defined on n mutually exclusive groups, G1, G2, ..., Gn with no Ai

occurring more than once and Gi ∩Gj = ∅, ∀i 6= j. These conjunctions produce rules of

the form X ⇒ G1, X ⇒ G2, ..., X ⇒ Gn, where X is a conjunction of attribute-value

pairs shared by all groups. The support of a contrast set with respect to a group Gi is

the percentage of instances in Gi for which the contrast set is true. A contrast set, X ,

is called significant if ∃ij P (X = True|Gi) 6= P (X = True|Gj) for groups Gi and Gj .

A contrast set, X , is called large if the maxij |support(X,Gi)− support(X,Gj)| ≥ δ for

groups Gi and Gj , where δ is a user defined threshold. Contrast set mining is the process

of finding all large and significant contrast sets.

2.2.1 Significant Difference

The statistical significance of a contrast set can be determined by testing the null hypoth-

esis that contrast set support is equal across all groups, or, equivalently, if the contrast
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set support is independent of group membership. The standard test for independence

of variables in contingency tables is the χ2 test where χ2 =
∑r

i=1

∑c

j=1
(Oij−Eij)2

Eij
, with

Oij and Eij equal to the observed frequency count and expected frequency count, respec-

tively, for the cell in row i and column j of the contingency table, and r is the number

of rows and c is the number of columns in the contingency table. Eij is calculated as

follows: Eij =
∑

j Oij

∑

i

Oij

N
, where N is the total number of observations. The result is

then compared to the χ2 distribution when the null hypothesis is true. This comparison

can be made because the χ2 statistic has an approximate χ2 distribution if the observed

frequencies follow a multinomial distribution and the expected values are not too small.

In order to determine if the differences of support are significant, a test level, α, is

chosen. The choice of α sets the maximum probability of rejecting the null hypothesis

when it is true. For example, if we set α = 0.05, a commonly used value, and we have a

2×2 contingency table where χ2 = 5.76, then we can calculate the degrees of freedom as

(2−1)× (2−1) = 1, and compare it 3.84, the value from the χ2 distribution, at 0.05 with

1 degree of freedom. Since 5.76 > 3.84, it can be inferred that the null hypothesis is likely

false and that the contrast set support and group membership are not independent.

2.2.2 Controlling Search Error

In a hypothesis test, α sets the maximum probability of falsely rejecting the null hypoth-

esis. Multiple hypothesis tests inflate this probability of rejection. For example, if the

null hypothesis is always true, and 100000 tests of significance are made with α = 0.05,

we would accept, on average, 5000 differences that are not actually significant. Falsely

rejecting the null hypothesis, i.e., concluding that there is a significant difference when

none exists, is called a Type I error or a false positive. One way to control Type I errors

is to use a more restrictive α value for the individual hypothesis tests, such as that used

in the Bonferroni correction. The Bonferroni correction replaces α in the hypothesis

tests with α/n, where n is the number of tests performed. The Bonferroni correction
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can be applied using two approaches. The direct adjustment approach applies the Bon-

ferroni correction directly to every hypothesis test. The hold-out approach [128] divides

the dataset equally into exploratory and holdout sets. The Bonferroni correction is only

applied to the hypothesis tests in the holdout set.

In general pattern mining, a variant of the Bonferroni correction is used which relies

on multiple α values. For example, αi, where i is size of the pattern, is adjusted by

the set of all possible patterns with the same size. It has been demonstrated that using

the set of all possible patterns with the same size is more effective in maintaining strict

control over the risk of false discovery [128]. Specifically, αi = α/(imax × Si), where i

is the current pattern length, imax is the maximum length of a pattern, and Si is the

number of patterns of length i. This ensures that α ≥ ∑imax

i=1 αi × Si [129].

2.2.3 Contrast Set Mining Algorithms

Several algorithms for contrast set mining have previously been proposed and evaluated.

In this section, we survey these approaches.

2.2.3.1 STUCCO

The STUCCO (Search and Testing for Understandable Consistent COntrasts) algo-

rithm [11] [12] which is based on the Max-Miner rule discovery algorithm [13], is the

original technique for mining contrast sets. STUCCO finds significant contrast sets by

testing the null hypothesis that ‘contrast-set support is equal across all groups’, or alter-

natively, ‘contrast-set support is independent of group membership’. A potential contrast

set X is discarded if it fails this test for independence, measured with the χ2 test, with

respect to the group variable, Y . The χ2 statistic is measured on a 2 × n contingency

table, where n is the number of groups. In order to limit the possibly high probability

of false rejections, STUCCO employs a variant of the Bonferroni correction for multiple

hypothesis tests which uses more stringent critical values for the statistical tests as the
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number of attribute-value pairs in the contrast set is increased. This variant has been

found to be needlessly restrictive [128] and a modified alternative has been shown to be

similarly effective [129].

STUCCO enumerates the space of all possible contrast sets using a set-enumeration

tree [13, 106], which allows for each node in the tree to be visited at most once. The

search space is traversed in a breadth-first manner beginning with the contrast sets which

contain a single attribute-value pair, that is, the most general contrast sets. STUCCO

then proceeds to more specific contrast sets which contain conjunctions of attribute-value

pairs. At each level of the search space STUCCO scans the database and determines the

support in each group for all the contrast sets at that level. Contrast sets that fail to

meet the significant and large criteria are pruned from the search space.

STUCCO uses five pruning methods: effect size pruning, statistical significance prun-

ing, interest based pruning, statistical surprise pruning, and maximum χ2 pruning to

disregard portions of the search space that fail to meet the search criteria. Effect size

pruning requires that the maximum difference between the support of the groups in the

contrast set, be greater than some predetermined threshold. Statistical significance prun-

ing requires that there are enough data points to have a valid chi-square test, or that the

maximum value the chi-squared statistic can take is large enough to be significant. Inter-

est based pruning requires that the contrast sets selected are interesting enough, where

interest is measured as representing new information from what is already known, with

already selected contrast sets. Statistical surprise pruning requires that the observed fre-

quencies are statistically different from the expected frequencies. Maximum χ2 pruning

requires that the maximum χ2 value for all specializations at the next level of the search

tree be greater than the χ2 threshold for the current level.
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2.2.3.2 MCR

The MCR (Mining Contrast Rules) algorithm [86] is a data mining technique that dis-

covers a set of contrast rules by investigating three statistical measures: difference of

confidence, difference of proportion, and correlation and χ2. A contrast rule is defined

as a 4-tuple consisting of base association rules, b, neighbourhood association rules to

which the base rules are compared, n(b), an ordered pair of methods, M , that mea-

sures the rules in the base, mb and neighbourhood, mn(b), respectively, and a com-

parison function between the methods, △(mb, mn(b)). A contrast rule is interesting,

if and only if the comparison function is larger than a user-defined threshold. For

the difference of confidence, b = {A ⇒ B}, n(b) = {A ⇒ B̄}, M = 〈confidence,

confidence〉, and △=absolute difference. For the difference of confidence, b = {B ⇒ A},

n(b) = {B ⇒ Ā}, M = 〈confidence, confidence〉, and △=absolute difference. For

the correlation and χ2, b = {A ⇒ B,B ⇒ A, Ā ⇒ B̄, B̄ ⇒ Ā}, n(b) = {A ⇒ B̄},

n(b) = {A ⇒ B̄, B̄ ⇒ A, Ā ⇒ B, B̄ ⇒ Ā}, M = 〈confidence, confidence〉, and

△=correlation. Since correlation=
√

χ2/N , both correlation and χ2 are both measuring

the same type of contrast. The definition of a contrast rule here is equivalent to the

contrast set used in STUCCO when the comparison function is the chi-square measure.

MCR organizes the search space using a prefix tree which is similar to the set-

enumeration tree used by STUCCO. It utilizes Borgelt’s implementation [16] of the Apri-

ori [3] algorithm and only finds contrast rules which are frequent and have no supersets

with the same support. Additionally contrast rules which have very high support are

removed in the preprocessing phase. However, MCR can be used with a very low min-

imum support threshold. This allows for the discovery of contrast rules which would

normally have been overlooked. This results in a smaller set of more subtle contrast rules

for analysis. These rules are ranked by a user-selected measure and the top k rules are

chosen as the set of interesting rules, where k is also a user-defined measure.
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2.2.3.3 Negative Contrast Sets

Contrast set mining is extended to discover negative contrast sets that can include nega-

tion of terms in the contrast set [131]. A contrast set, Z = X ∪ Y , is a negative con-

trast set if support(X) ≥ minimum support, support(Y ) ≥ minimum support, and ei-

ther support(X ∪ Ȳ ) ≥ minimum support, or support(X̄ ∪ Y ) ≥ minimum support, or

support(X̄∪Ȳ ) ≥ minimum support, where X = ∅, Y = ∅, X∩Y = ∅, and minimum sup-

port is a user-defined threshold. Additionally, either the interest(X∪ Ȳ ), interest(X̄∪Y ),

or interest(X̄ ∪ Ȳ ) must be ≥ minimum interest, where the minimum interest is a user-

defined threshold and the interest(X ∪ Ȳ ) = |support(X ∪ Ȳ )− support(X)support(Ȳ )|,

interest(X̄ ∪ Y ) = |support(X̄ ∪ Y ) − support(X̄) support(Y )|, and interest(X̄ ∪ Ȳ ) =

|support(X̄ ∪ Ȳ ) − support(X̄)support(Ȳ )|. The search algorithm is a modification of

STUCCO to find negative contrast sets whose supports in the groups are significantly dif-

ferent. However, the Holm’s sequential rejective method [50] is used for the independence

test.

2.2.3.4 CIGAR

The CIGAR (Contrasting Grouped Association Rules) algorithm [47] is a contrast set

mining technique that specifically identifies which pairs of groups are significantly dif-

ferent and whether the attributes in a contrast set are correlated. Correlation is mea-

sured with the Phi correlation co-efficient [25]. Like STUCCO, CIGAR seeks to identify

contrast sets that are significant and large. In addition, CIGAR also aims to iden-

tify contrast sets that are frequent and strong. A contrast set is called frequent, if the

support(X,Gi) ≥ β for group Gi, where δ is a user-defined threshold. A contrast set is

called strong, if correlation(X,Gi) ≥ γ or group Gi, where γ is a user-defined threshold.

A contrast set is called a deviation if it is significant, large, frequent, strong and the

|correlation(X,Gi, Gj) − corelation(child(X,Gi, Gj))| ≥ φ for groups, Gi and Gj, where

φ is a user-defined threshold. Contrast sets that are not deviations, are called spurious
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and are pruned from the search space.

CIGAR utilizes the same general approach as STUCCO in generating contrast sets

and traversing the search space. For each contrast set it encounters in the search space,

it determines if it is a deviation otherwise it is pruned from the search space. Unlike

STUCCO, CIGAR uses a series of 2 × 2 contingency tables in determining whether a

difference exists between the groups in the contrast set. For more than two groups, this

is achieved by using a round-robin approach, whereby the differences are examined over

all pairs of groups. This is unlike the one versus all that examines the differences between

one group and all the other groups. Both approaches were experimented on in a contrast

set mining task and it was found that the round robin approach was not appropriate

when looking for differences between two similar groups [65]. In contrast to STUCCO,

CIGAR focusses on controlling Type II error through increasing the significance level

for the significance tests, and by not correcting for multiple corrections. Like STUCCO,

CIGAR is only applicable to discrete-valued data.

CIGAR utilizes five pruning methods: Look-ahead χ2 pruning, statistical significance

pruning, minimum support pruning, minimum correlation pruning, and minimum cor-

relation difference pruning. The look-ahead χ2 pruning and the statistical significance

pruning work similarly to the maximum χ2 pruning and statistical significance pruning,

respectively, employed by STUCCO. However, a Yates’ correction is employed to ad-

just for very low expected frequencies in the statistical pruning done by CIGAR. The

minimum support pruning removes all contrast sets from the search space that are not

frequent. The minimum correlation pruning removes candidate sets from the search space

that are not strong. The minimum correlation difference pruning removes contrast sets

where the correlation difference between the parents and children in the search space are

not greater than a predetermined threshold.
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2.2.3.5 GEN QCSets

Contrast set mining has also been applied to general real-valued data. The GEN QCSets

(Generate Quantitative Contrast Sets) algorithm [114] uses a modified equal-width bin-

ning interval approach to discretize continuous-values attributes where the approximate

width of the intervals is provided as a parameter to the model. These intervals are then

used in generating contrast sets where the consequent in the association rules contain up

to two continuous-valued attributes. GEN QCSets uses a depth-first search technique

whereby each interval constitutes a potential contrast set, and this contrast set is ex-

tended if it meets the significant and large criteria, similarly to STUCCO. The Student’s

T-test and Z-test are used to determine significance. Both tests require at least two

items for each group and this also served as the minimum support requirement. An ob-

jective measure for identifying and ranking potentially interesting contrast sets was also

proposed.

2.2.4 Alternative Approaches to Contrast Set Mining

Several alternative approaches to contrast set mining have been undertaken. In this

section, we survey these approaches.

2.2.4.1 Magnus Opus and C4.5

The C4.5 classification method [100] and the Magnus Opus algorithm [126] designed for

mining association rules were utilized for the task of contrast set mining [130]. Magnus

Opus unlike C4.5 is found to be suitable for contrast set mining. Magnus Opus searches

for association rules of the form antecedent ⇒ consequent where both the antecedent

and consequent are conjunctions of attribute-value pairs. This is unlike other association

rule discovery algorithms such as Max-Miner [13] where the consequent must be a single

attribute-value pair. In order to use Magnus Opus for contrast set discovery, the conse-
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quent is restricted to a single attribute-value pair. Magnus Opus searches the space of

conjunctions of attribute-value pairs where the consequent is an attribute-value pair iden-

tifying a group and returns the maximum number of rules that maximizes the leverage.

Magnus Opus prunes all association rules for which their confidence is not significantly

different from the confidence of generalizations of the rules. Unlike STUCCO, signifi-

cance is measured by the binomial sign test, and there are no corrections for multiple

comparisons.

It has been argued that Magnus Opus only finds a subset of the contrast sets found by

STUCCO and that it does a with-in groups instead of a between-group comparison [47].

Additionally, it most likely includes spurious contrast sets [131]. It has also been argued

that the core contrast-set discovery task is equal to a special case of a more general

association rule discovery task. However, the traditional association-rule measures of

support, confidence, and lift are not directly appropriate for contrast sets, which left

open the need for such measures, as well as methods to describe contrast sets to end-

users [130].

2.2.4.2 Group-SAX

Contrast set mining has also been applied to time series data. The aim of which is to

identify the key patterns that differentiate two sets of data [78]. This is unlike contrast

set mining on discrete data which aims to identify rules that differentiate two sets of data.

A time series T = t1, . . . , tm is an ordered set of m real-valued variables. A subsequence

C in T is such that C = tp, . . . , tp+n−1, 1 ≤ p ≤ mn+ 1. A time series contrast set is the

set {C,D} such that C = TS− Diff(T, S, n) and D = TS−Diff(S, T, n), where S and T

are time series, n is a user-defined parameter, and TS−Diff(T1, T2, n) is a subsequence

in T1 of length n which has the largest euclidean distance to its closest match in T2.

In order to find the contrast sets between two time series T and S, an algorithm Group-

Sax [78] was developed which uses Symbolic Aggregation approXimation [79] to discretize
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the real-valued time series data. In its outer loop Group-Sax places the subsequences in T

in descending order of the distances to their closest match in S. In its inner loop Group-

SAX places the subsequences in S in ascending order of the distances to the current

subsequence in T . This ensures that the first TS−Diff examined is the desired one, the

maximum distance is set after the first iteration of the outer loop, and all subsequent

invocations of the inner loop runs once.

2.2.4.3 Empirical Likelihood

An alternative approach to contrast set mining takes into account the structure of the

contrasting groups, whether they are parametric, semi-parametric, or non-parametric.

It also examines the imputation method for missing values in the contrasting groups.

Finally, it examines how reliable the difference is between the groups [53] [99]. A semi-

parametric model [97] of the groups is used, whereby one group is well known in terms

of its distribution, and the other less so. A hot deck random imputation method [101] is

used to replace the missing values for the groups. In order to measure the reliability of

the difference between the groups with missing data, an empirical likelihood method [98]

is used to construct confidence intervals for the mean and distribution differences between

the groups.

2.3 Related Approaches

The goal of finding differences amongst groups is not limited to contrast set mining. There

are several other areas which have examined this issue, albeit with different objectives.

The focus here is on emerging patterns, subgroup discovery, correlation mining, and

quantitative association rule mining as they are the most related to our work in contrast

set mining. In Sections 2.3.1 and 2.3.2 the algorithms and heuristics of emerging patterns

and subgroup discovery, respectively are described. In Section 2.3.3 we briefly overview
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supervised descriptive rule discovery which aims to unify contrast set mining, emerging

patterns, and subgroup discovery. In Section 2.3.4 an overview of correlation mining

is presented. In Section 2.3.5 an overview of quantitative association rule mining is

presented.

2.3.1 Emerging Pattern Mining

Emerging patterns were first defined as itemsets whose support increases significantly

from one dataset to another [27]. Jumping Emerging Patterns (JEP) are emerging

patterns with zero support in one dataset and greater than zero support in the other

dataset [27]. The original purpose of emerging pattern mining was to “capture trends

in time-stamped databases, or capture useful contrasts between classes of data”. The

first such algorithm, like STUCCO, was based on the Max-Miner Rule discovery algo-

rithm [13]. Subsequent research has focused mainly on the use of discovered patterns

for classification [72] [73] [30] [31]. Other areas of research include, selecting interesting

emerging patterns [30], discovering emerging patterns in microarray data [17], and mining

strong emerging patterns [117],.

The quality of an emerging pattern can be measured in terms of its growth rate. The

growth rate of an itemset, X , from D1 to D2, denoted as GrowthRate(X), is defined as

suppD2
(X)

suppD1
(X)

, where suppDi
(X) denotes the support of an itemset X in a dataset Di. An

emerging pattern is interesting if its minimum support is greater than a user-defined

threshold, its minimum growth rate is also greater than a user-defined threshold, its

growth rate is larger than its subset and it has a high correlation according to the chi-

squared value [30].

Semantically, emerging patterns are association rules with an itemset in the rule

antecedent, and a fixed consequent: ItemSet ⇒ D1, for given data set D1 being compared

to another data set D2 [89].
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2.3.2 Subgroup Discovery

Subgroup discovery (SD) was first defined as follows: “Given a population of individuals

and a property of those individuals that we are interested in, find population subgroups

that are statistically ‘most interesting’, e.g., are as large as possible and have the most

unusual statistical (distributional) characteristics with respect to the property of inter-

est” [61] [132]. In subgroup discovery, rules have the form X ⇒ Y , where the property of

interest for subgroup discovery is the class value Y that appears in the rule consequent,

and the rule antecedent X is a conjunction of features (attribute-value pairs) selected

from the features describing the items in a dataset.

The first system for subgroup discovery was Explora [61] which utilized both ex-

haustive and heuristic discovery algorithms. Subsequent research has focused on various

areas including exhaustive subgroup discovery [7] [54], classification [36] [70], relational

subgroup discovery [63] [132] [133], heuristics for subgroup discovery [54] [61] [63], and

eliminating redundant subgroups [54] [63] [70].

The quality of the induced rules from subgroup discovery can be measured by the

weighted relative accuracy, significance, coverage, and support [69] [121]. Weighted rela-

tive accuracy measures the distributive unusualness of the subgroups. Significance indi-

cates how significant is a rule, if measured by this statistical criterion. It is computed

in terms of the likelihood ratio of a rule, normalized with the likelihood ratio of the

significance threshold. Coverage measures the percentage of instances covered on by one

rule. Support measures the percentage of target examples (positives) covered by the

rules, computed as the true positive rate for the union of subgroups.

In subgroup discovery, there is only one property of interest (class) for which subgroup

descriptions (itemsets) are being built, while for contrast set mining, each group can be

seen as a property of interest [65]. The two-subgroup discovery task has been shown

to be equivalent to the two-group contrast mining task [64]. Along this vein, there has
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been an approach to use subgroup discovery as a means to mine contrast sets [66]. The

methodology proposed transformed a two-group contrast set mining task into a two-

group subgroup discovery task, however the solution was targeted to a specific dataset

which was quite small and where the groups were very similar. It leaves unanswered how

effective it will be with a larger number of groups most importantly, as well as more

dissimilar groups.

2.3.3 Supervised Descriptive Rule Discovery

The similarity of the three data mining tasks, contrast set mining, emerging pattern min-

ing, and subgroup discovery has led to a proposal for their unification under a framework

named supervised descriptive rule discovery [89]. This framework provides theoretical

proof of the equality of some of the terms, heuristics and means of selecting subsets of

induced patterns in each of the three discovery tasks. What is unclear is which of the

algorithms developed independently in each of the three data mining tasks would be

sufficient for supervised descriptive rule discovery, or whether new algorithms have to be

developed. While we do not dispute the framework proposed, as it is incomplete we do

not consider it further.

2.3.4 Correlation Mining

Correlation mining [18] [60] [71] [84] [146] is a data mining task that identifies underlying

dependency in data. It is an alternative to traditional association rule mining that

does not rely on the support measure to quantify the interestingness of the patterns;

thus, correlated patterns are not restricted to frequently co-occurring attributes. As a

result, those infrequent but significant patterns that are too expensive to be obtained by

association rule mining can also be discovered.

There have been a number of measures for assessing correlation relationships. Interest

and a χ2 correlation measure were used in [18]. All-confidence and bond were introduced
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in [90]. Both have the downward closure property [3]. H-confidence which is mathe-

matically equivalent to all-confidence is introduced in [134] and [135]. All-confidence is

shown to be a better measure for evaluating correlation relationships than χ2 and inter-

est [71] [60]. Mutual Information [24] [68] [136] [137] has also been used as a measure of

dependency. Specifically normalized mutual information has been utilized in measuring

dependency in mining for correlated patterns [55] [56].

2.3.5 Quantitative Association Rule Mining

The need for adapting traditional association rule mining algorithms for mining associ-

ation rules with quantitative attributes was identified [102] [118] [148]. Discretization

is the most frequently used method in dealing with quantitative attributes and quan-

titative rules mining. There have been numerous discretization algorithms developed.

For a survey of discretization methods, see [28] [83]. Discretization is used as a tool

for reduction of the theoretically infinite time complexity of quantitative association rule

mining algorithms, as the number of quantitative values can theoretically be infinite. The

first algorithm for mining quantitative association rules mining used equidepth [83] dis-

cretization followed by a decomposition of one quantitative attribute into several binary

attributes [118]. In later work a distance-based approach is used for discretization [85].

Other approaches reduce the quantitative values to the boolean values [35], or completely

omit the the discretization step with the argument that discretization causes the infor-

mation loss [105].

Several measures to evaluate the quality of quantitative association rules have been

proposed [42]. A new semantical understanding of quantitative association rules is given

that makes current measures of quality for general association rules unsuitable. Statistical

values such as the as mean value has also been proposed [10] [127]. None of the measures

which were specially proposed for quantitative rules have become widely accepted and

used. In most works and experiments presented in literature, the measures used are
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based on classical measures such as support, confidence and lift.
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Chapter 3

Mining Valid Contrast Sets

In this chapter, we introduce the data structures and algorithms utilized by our contrast

set mining technique for discovering valid contrast sets.

This chapter is organized as follows. In Section 3.1, we describe the conceptual model

for a contrast set and define various notions of a valid contrast set. In Section 3.2,

we describe the COSINE algorithm for mining valid contrast sets. In Section 3.3, we

provide a detailed walk-through of the COSINE algorithm. In Section 3.4, we describe the

conceptual model for a correlated contrast set, define various notions of a valid correlated

contrast set, and describe the GENCCS algorithm for mining valid correlated contrast

sets. In Section 3.5, we provide a detailed walk-through of the GENCCS algorithm.

3.1 Definitions

In this section, we introduce the contrast set mining framework developed in this research.

Let A = {a1, a2, . . . , an} be a set of n distinct attributes. Let Q and C denote the

set of quantitative attributes and the set of categorical attributes, respectively. Let

V(ak) be the set of domain of values for ak. Let I(1) = [vkl, vkr], vkl, vkr ∈ V(ak) and

vkl ≤ vkr, be a closed interval. If vkl = vkr, then I(1) is simply the degenerate interval

I(1) = [vkl, vkr] = {vkl}. Let I(2) = [vkl, vkr), vkl, vkr ∈ V(ak) and vkl < vkr, be a left-
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closed, right-open interval. An attribute-interval pair, denoted as ak : I(x), is an attribute

ak associated with an interval I(x), where ak ∈ A and x ∈ {1, 2}. If ak ∈ Q, then I(x)

is either a closed interval or a left-closed, right-open interval. If ak ∈ C, then I(x) is

a degenerate interval. Let T = {v1, v2, . . . , vp}, where vk ∈ V(ak), 1 ≤ k ≤ p, be a

transaction. Let D be a set of transactions, called the database. Let U(ak) be a multi-set

of V(ak) containing the attribute values that actually occur in ak ∈ D. Let {i1, i2, . . . , im}

be a set ofm distinct values from the set {1, 2, . . . , n}, m < n. Let F = {ai1, ai2 , . . . , aim},

aik ∈ A, be a set of m distinct class attributes.

Let G = {a1 : I
(x1)
1 , . . . , am : I

(xm)
m }, ak ∈ F , 1 ≤ k ≤ m, ai 6= aj, ∀i, j and

xk ∈ {1, 2}, be a set of m distinct class attribute-interval pairs, called a group. Let

X = {a1 : I
(x1)
1 , . . . , aq : I

(xq)
q }, ai, aj ∈ A − F , 1 ≤ k ≤ q ≤ n −m, ai 6= aj, ∀i, j, and

xk ∈ {1, 2}, be a set of q distinct attribute-interval pairs, called a quantitative contrast

set. Henceforth, we refer to a quantitative contrast set as simply a contrast set. A

contrast set X is called k-specific if the number of attribute-interval pairs is equal to

k. That is, if |X| = k. A contrast set X is a subset of a contrast set Y (or Y is a

superset of X), denoted as X ⊆ Y (or Y ⊇ X), if ∀ak : I(x) ∈ X ⇒ ak : I(x) ∈ Y . The

support of a contrast set X in a database D, denoted as support(X), is the percentage of

transactions in D containing X . The support of a contrast set Xin a group G, denoted

as support(X,G), is the percentage of transactions in D containing X ∪G.

A contrast set X associated with b mutually exclusive groups G1, G2, . . . , Gb is called

a valid contrast set if, and only if, the following four criteria are satisfied:

∃i, j support(X,Gi) 6= support(X,Gj), (3.1)

∃i, j max
ij

|support(X,Gi)− support(X,Gj)| ≥ ǫ, (3.2)

support(X) ≥ σ, (3.3)
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and ∃i max
i

{

1− support(X,Gi)

support(Y,Gi)

}

≥ κ, (3.4)

where ǫ is the minimum support difference threshold, σ is the minimum frequency thresh-

old, κ is the minimum subset support ratio threshold, and X ⊂ Y such that |X| = |Y |+1.

Criteria 3.1 ensures that the contrast set represents a true difference between the groups.

Contrast sets that meet this criteria are called significant. Criteria 3.2 ensures the effect

size. Contrast sets that meet this criteria are called large. Criteria 3.3 ensures that the

number of occurrences of the contrast set exceeds some number of transactions. Contrast

sets that meet this criteria are called frequent. Criteria 3.4 ensures that the support of

the contrast set in each group is different from that of its superset. Contrast sets that

meet this criteria are called specific.

A valid contrast set is called a maximal contrast set if it is not a subset of any valid

contrast set.

A valid contrast set is called a λ-contrast set (i.e., lambda contrast set) if, and only

if,

λ(X) ≥ ω, (3.5)

where ω is a user-defined minimum support ratio threshold, and the ratio of maximum to

minimum support across the groups is sufficiently large. Formally, this ratio is defined

as

λ(X) =























∞, if
n

min
i=1

{support(X,Gi)} = 0,
n

max
i=1

{support(X,Gi)}
n

min
j=1

{support(X,Gj)}
, otherwise.

A large value for λ(X) indicates that X occurs in significantly more transactions in one

group Gi than in some other group Gj. Criteria 3.5 ensures that the ratio of maximum

to minimum support across all groups is sufficiently large.
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A λ-contrast set is called an ∞-contrast set (i.e., infinity contrast set) if, and only if,

λ(X) = ∞. (3.6)

A value of ∞ indicates that X is present in at least one group Gi, and absent from at

least one other group Gj .

3.1.1 A Representative Example

In this section, we provide a representative example describing the various components

of the contrast set mining framework. Assume we are given a set of five distinct at-

tributes A = {A, B, C, D, E} and the dataset D containing 10 unique transactions where

for simplicity, and without loss of generality, each occurs 10 times as shown in Table 3.1.

Table 3.1: A Sample Transaction Dataset

TID A B C D E Frequency
T1 1 1 1 20 0 10
T2 0 0 1 22 1 10
T3 1 0 1 25 1 10
T4 1 1 1 21 0 10
T5 0 1 1 23 1 10
T6 0 0 1 20 0 10
T7 0 1 1 26 1 10
T8 1 1 1 26 0 10
T9 1 1 1 21 0 10
T10 0 0 1 25 1 10

Total 100

In Table 3.1, the TID column describes a unique transaction identifier, the A, B, C, D,

and E columns correspond to the attributes in A, and the Frequency column corre-

sponds to the number of times the transaction occurs in D. We assume that Q = {D},

where U(D) = {20, 21, 22, 23, 25, 26}, C = {A, B, C}, where U(A) = U(B) = U(C) =

{0, 1}, and F = {E}, where U(E) = {0, 1}. That is, D is a quantitative attribute,
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A, B, and C are categorical attributes, and E is the class attribute. Also, assume X =

{A : [0, 0], B : [0, 0]}. That is, X is a quantitative contrast set containing two attribute-

interval pairs. Finally, assume ǫ = 0.01, σ = 0.1, κ = 0.3, and ω = 1.0. Now

support(X) = 30
100

= 0.3 > σ = 0.1, so X is frequent. Further, G1 = {E : [0, 0]} and G2 =

{E : [1, 1]}, so support(X,G1) = 10
50

= 0.2, and support(X,G2) = 20
50

= 0.4. Therefore,

|support(X,G1)−support(X,G2)| = |0.1−0.2| = 0.1 > ǫ = 0.01, soX is large. SinceX =

{A : [0, 0], B : [0, 0]}, its subset is Y = {A : [0, 0]},. Now, support(Y,G1) =
10
50

= 0.2, and

support(Y,G2) =
40
50

= 0.8. Therefore, max
{(

1− support(X,G1)
support(Y,G1)

)

,
(

1− support(X,G2)
support(Y,G2)

)}

=
{(

1− 0.2
0.2

)

,
(

1− 0.4
0.8

)}

= 0.5 > κ = 0.3, soX is specific. SinceX is significant at α = 0.05,

X is a valid contrast set. Now λ(X) = max{support(X,G1),support(X,G2)}
min{support(Y,G1),support(X,G2)}

= max{0.2,0.4}
min{0.2,0.4}

=

0.4
0.2

= 2, so X is a λ-contrast set. Now, for demonstration purposes, assume X =

{A : [1, 1], B : [1, 1]}. Then λ(X) = max{support(X,G1),support(X,G2)}
min{support(Y,G1),support(X,G2)}

= max{0,0.4}
min{0,0.4}

= 0.4
0

= ∞,

so X is an ∞-contrast set.

3.1.2 A Notation for Describing a Valid Contrast Set

Here we describe a format for describing a valid contrast set. A contrast set, X , associated

with b mutually exclusive groups G1, G2, . . . , Gb can be formally represented as

{X (support(X))} →

{G1 (support(X,G1)) ≫ ¬G1 (support(X,¬G1))},

{G2 (support(X,G2)) ≫ ¬G2 (support(X,¬G2))},

. . . ,

{Gb (support(X,Gb)) ≫ ¬Gb (support(X,¬Gb))}

where X is the contrast set, G1, G2, . . . , Gb is the list of groups, support(X) is the support

of the contrast set, and support(X,Gi) is the support of X in Gi. Gi ≫ ¬Gi means that

the significant difference occurs between Gi and ¬Gi. It also means that the support of
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X in Gi is significantly larger than the support of X in ¬Gi. This representation provides

more information than STUCCO which only reports that a difference occurs but does

not specify with specific group the significant difference lies.

Consider the following contrast set from the Adult dataset with Education as the

group attribute with three values, Bachelors, Masters, and Doctorate:

{workingclass:[state-gov,state-gov], income:[>50k, >50k] (0.031)} →

{¬education:[Bachelors,Bachelors] (0.213) ≫ education:[Bachelors,

Bachelors] (0.017)}, {education:[Doctorate, Doctorate] (0.178) ≫ ¬education:

[Doctorate, Doctorate] (0.057)}

This contrast set is to be read as: the contrast set “working for the state government

and having an income of more than 50K” is significantly larger with persons not holding

a Bachelors than those holding a Bachelors. A significant difference also occurs between

those who hold a doctorate and those who do not, however it is significantly larger with

persons holding a Doctorate than those not holding a Doctorate. The group attribute

Masters does not appear in the contrast set because there is no significant difference

between those who do not hold a Masters and those who do. The following conclusions

can be drawn from the contrast set:

• persons who work for the state government and have an income of more than 50K

are less likely to hold a Bachelors by 92%.

• persons who work for the state government and have an income of more than 50K

are more likely to hold a Doctorate by 68%.

• persons who work for the state government and have an income of more than 50K

are equally likely to either hold a Masters or not.
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3.2 Mining Valid Contrast Sets

Given a database D, the COSINE (COntrast Set ExploratIon usiNg DiffsEts) algorithm,

shown in Algorithm 1, generates valid contrast sets from D.

Algorithm 1 COSINE(D, ǫ, σ, κ, ω,m, t)
Input: Dataset D, minimum support difference threshold ǫ, minimum frequency thresh-
old σ, minimum subset support ratio threshold κ, minimum support ratio threshold ω,
ranking method m, and mining type t
Output: Set of ranked valid contrast sets W

1: W = {}
2: L0 =INITIALIZE(D)
3: L1 =MERGE(L0,W, ǫ, σ, 0, ω, t, 1)
4: TRAVERSE(L1,W, ǫ, σ, κ, ω, t, 1)
5: RANK(W,m)
6: return W

3.2.1 General Overview

The initial call to COSINE is COSINE(D, ǫ, σ, κ, ω,m, t), where D is the dataset, ǫ is the

minimum support difference threshold, σ is the minimum frequency threshold, κ is the

minimum subset support ratio threshold, ω is the minimum support ratio threshold, m

is the method used to rank the valid contrast sets, and t is the type of valid contrast sets

to be mined.

The algorithm is described as follows. First, COSINE initializes the set of ranked

valid contrast sets (line 1). Second, COSINE calls the INITIALIZE subroutine to create

all 1-specific contrast sets, storing them in L0 (line 2). Third, COSINE calls the MERGE

subroutine to determine which of the 1-specific contrast sets in L0 are valid, storing them

in L1 (line 3). Fourth, COSINE calls the TRAVERSE subroutine to find valid k-specific

contrast sets using a modified generate-and-test approach, storing them in W (line 4).

Fifth, COSINE calls the RANK subroutine to order the valid contrast sets inW according
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to ranking measure m (line 5). Finally, COSINE returns the set of ranked valid contrast

sets in W (line 6).

COSINE takes linearithmic time to create all the 1-specific contrast sets in L0, quadratic

time to determine which of them are valid, exponential time to traverse the search tree of

the contrast sets in L1, and linearithmic time to sort the valid contrast sets in W . Thus

COSINE has an exponential time complexity.

3.2.2 A Primer on the COSINE Search Space

COSINE represents the search space as a tree and uses a modified generate-and-test, back-

tracking, depth-first approach for traversing the search space. A sample tree is shown in

Figure 3.1. This tree can be used to generate all possible contrast sets from the sample

dataset in Table 3.1. Each node of the tree consists of two parts: a prefix set and a com-

bine set. For example, the topmost node at depth one contains the prefix set {A : [0, 0]}

and the combine set {B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9), D : [22.9, 26]}.

Similarly, the bottommost node at depth one contains the prefix {D : [22.9, 26]} and the

combine set {}.

The root node contains an empty prefix set and the combine set containing all possi-

ble attribute-interval pairs. For example, A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], C : [0, 0],

and C : [1, 1] correspond to the attribute-interval pairs associated with the categorical

attributes A, B, and C, and D : [20, 22.9) and D : [22.9, 26] correspond to the attribute-

interval pairs associated with the quantitative attribute D, where U(D) has been dis-

cretized.

From the root node at depth zero, the nodes of the tree at depth one are generated as

follows. The prefix set at each node is created by combining each of the attribute-interval

pairs from the combine set at depth zero, in turn, with the empty prefix set. For example,

the resulting prefix sets at depth one are {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], C : [0, 0],

C : [1, 1], D : [20, 22.9)}, and {D : [22.9, 26]}. The combine set associated with each prefix
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Figure 3.1: Tree representing the entire search space
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set at each node at depth one is created by selecting all of the attribute-interval pairs that

follow the prefix in the combine set at depth zero, except for those attribute-interval pairs

that share the same attribute as the prefix. For example, the prefix set of the topmost

node at depth one containing the prefix A : [0, 0] is associated with the combine set

{B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9), D : [22.9, 26]}. That is, all attribute-

interval pairs following A : [0, 0] in the combine set at depth zero, except A : [1, 1] because

A : [1, 1] shares the same attribute as the prefix A : [0, 0]. Similarly, the prefix set at

depth one containing B : [1, 1] is associated with the combine set {C : [0, 0], C : [1, 1],

D : [20, 22.9), D : [22.9, 26]}. That is, all attribute-interval pairs following B : [1, 1] in the

combine set at depth zero. Finally, the prefix sets at depth one containing D : [20, 22.9)

and D : [22.9, 26] are associated with the empty combine set. The former because the

only attribute-interval pair that follows it in the combine set at depth zero shares the

same attribute, and the latter because there are no attribute-interval pairs following it

in the combine set at depth zero.

The nodes of the tree at depth greater than one are generated in a similar manner. The

prefix set for each node at depth k is created by combining each of the attribute-interval

pairs from the combine set of the parent node at depth k − 1, in turn, with the prefix

of the parent node at depth k − 1. The associated combine set for each node at depth

k is created by selecting all of the attribute-interval pairs that follow the most recently

selected attribute-interval pair from the combine set at depth k−1, except for those that

share the same attribute. For example, consider the topmost node at depth two. The

prefix sets at depth three are created from the topmost node at depth two by combining

{A : [0, 0], B : [0, 0]} (i.e., the prefix set) with each of C : [0, 0], C : [1, 1], D : [20, 22.9), and

D : [22.9, 26] (i.e, the attribute-interval pairs in the combine set). The resulting prefix sets

at depth three are {A : [0, 0], B : [0, 0], C : [0, 0]}, {A : [0, 0], B : [0, 0], C : [1, 1]}, {A : [0, 0],

B : [0, 0], D : [20, 22.9)}, and {A : [0, 0], B : [0, 0], D : [22.9, 26]}. These prefix sets are

associated with combine sets {D : [20, 22.9), D : [22.9, 26]}, {D : [20, 22.9), D : [22.9, 26]},
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{}, and {}, respectively.

3.2.3 INITIALIZE

The INITIALIZE algorithm, shown in Algorithm 2, generates all 1-specific contrast sets.

INITIALIZE iterates through n attributes, and has a worst-case time complexity of

O(n log n) when all the attributes are quantitative. It has a best-case time complexity

of O(1) when all the attributes are categorical.

Algorithm 2 INITIALIZE(D)

Input: Dataset D
Output: Root node of the search space

1: Root.P = {}
2: Root.C = {}
3: for each ai ∈ A, ai 6∈ F do
4: if ai ∈ Q then
5: Root.C = Root.C ∪ DISCRETIZE(ai,U(ai))
6: else
7: Root.C = Root.C ∪ DEGENERATE(ai,U(ai))
8: end if
9: end for
10: return Root

The algorithm is described as follows. INITIALIZE begins by initializing the prefix

set Root.P and the combine set Root.C to the empty set (lines 1 and 2). It then generates

the 1-specific contrast sets that are stored in the combine set of the Root (lines 3 to 9).

For quantitative attributes, INITIALIZE calls the DISCRETIZE subroutine to generate

1-specific contrast sets containing closed intervals and/or left-closed, right-open intervals

(line 5). For categorical attributes, INITIALIZE calls the DEGENERATE subroutine

to generate 1-specific contrast sets containing degenerate intervals (line 7). Finally, INI-

TIALIZE returns the root node of the search space (line 10).
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3.2.4 DISCRETIZE

The DISCRETIZE algorithm, shown in Algorithm 3, uses the mean and standard devia-

tion of the values in a quantitative attribute to determine the interval cut-points in the

attribute-value pairs. DISCRETIZE finds n cut-points in constant time, but requires

linearithmic time to sort them. Thus its time complexity is O(n log n).

Algorithm 3 DISCRETIZE(ai, V )

Input: Quantitative attribute ai and the collection of values V
Output: Set of 1-specific contrast sets C

1: H = {}
2: Sort V
3: Calculate Vmin, Vmax, Vmean, Vsd
4: H = H ∪ {Vmin, Vmean, Vmax}
5: Lcp = Vmean − Vsd
6: while Lcp ≥ Vmin + (0.5× Vsd) do
7: H = H ∪ {Lcp}
8: Lcp = Lcp − Vsd
9: end while
10: Rcp = Vmean + Vsd
11: while Rcp ≤ Vmax − (0.5× Vsd) do
12: H = H ∪ {Rcp}
13: Rcp = Rcp + Vsd
14: end while
15: Sort H
16: C = {}
17: for k = 1 to |H| − 2 do
18: C = C ∪ {ai : [H(k), H(k + 1)}
19: end for
20: C = C ∪ {ai : [H(k), H(k + 1)]}
21: return C

DISCRETIZE begins by initializing the set of cut-points H (line 1), sorting V in

ascending order (line 2), and calculating the minimum, maximum, mean and standard

deviation of the values in V (Vmin, Vmax, Vmean, and, Vsd, respectively) (line 3), and adding

Vmin, Vmax, and Vmean to H (line 4). DISCRETIZE then calculates additional cut-points,

if they exist, for those cut-points less than the mean (lines 5 to 9), and those greater than
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the mean (lines 10 to 14). For those cut-points less than the mean, the initial value for

Lcp is determined by subtracting the standard deviation, Vsd, from the mean, Vmean (line

5). If Lcp is more than half the standard deviation away from the minimum value, Vmin

(line 6), it is added to H (line 7). Lcp is updated by subtracting the standard deviation,

Vsd (line 8), and the process is repeated (line 6). Those cut-points greater than the mean

are calculated similarly to those less than the mean (lines 10 to 14). DISCRETIZE then

sorts the cut-points in H in ascending order (line 15). Attribute-interval pairs are created

by in C by pairing each cut-point in H with its successor to form left closed, right-open

intervals associated with attribute ai (lines 17 to 19). The last interval in C is always a

closed interval (line 20). Finally, DISCRETIZE returns the 1-specific contrast sets in C.

For example, assume that Vmin, Vmax, Vmean, and, Vsd for an attribute, A, are 19.4,

45.8, 28.5, and 3.5, respectively. Then, initially Lcp = 28.5 − 3.5 = 25.0, and Rcp =

28.5 + 3.5 = 32.0. Since both values are greater than a standard deviation away from

the minimum and maximum values, they are added to H . The process is repeated,

generating additional cut-points of 21.5, 35.5, 39, and 42.5. Thus, the 1-specific contrast

sets generated are A : [19.4, 21.5), A : [21.5, 35.5), A : [35.5, 39), A : [39, 42, 5), and A :

[42.5, 45.8]. For the dataset shown in Table 3.1, we can determine the cut-points for the

quantitative attribute, D. Vmin, Vmax, Vmean, and, Vsd for D are 20, 26, 22.9 and 2.4,

respectively. Lcp and Rcp are 22.9-2.4=20.5, and 22.9+2.4=25.3, respectively. Since both

values are less than half a standard deviation away from the minimum and maximum

values, they are not added to H . Thus the only cut-point accepted is the mean, 22.9 and

the 1-specific contrast sets generated in C are D : [20, 22.9), and D : [22.9, 26].

3.2.5 DEGENERATE

The DEGENERATE algorithm, shown in Algorithm 4, uses the values in a categorical

attribute to determine the closed intervals in the attribute-interval pairs in C (lines 2 to 4).

DEGENERATE then returns the 1-specific contrast sets in C (line 5). DEGENERATE
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creates each attribute-interval pair in constant time, thus its time complexity is O(1).

Algorithm 4 DEGENERATE(ai, V )

Input: A categorical attribute ai and the collection of values V
Output: Set of 1-specific contrast sets C

1: C = {}
2: for each v ∈ V do
3: C = C ∪ {ai : [v, v]}
4: end for
5: return C

3.2.6 MERGE

From a parent node at the current level in the search space, the MERGE algorithm,

shown in Algorithm 5, generates the set of child nodes at the next level of the search

space whose elements satisfy Criteria 3.1, 3.2, 3.3, 3.4, and 3.5.

3.2.6.1 General Overview

The initial call to MERGE is MERGE (Parent,W, ǫ, σ, κ, ω, t, l), where Parent is the

node in the search space for which child nodes are currently being generated, W is the

set of valid contrast sets found so far (initially the empty set), ǫ is the minimum support

difference threshold, σ is the minimum frequency threshold, κ is the minimum subset

support ratio threshold, ω is the minimum ratio threshold, t is the type of valid contrast

sets to be mined, and l is the current level in the search space.

The algorithm is described as follows. MERGE begins by initializing the set of

Children at the next level in the search space (line 1). It then combines prefix set

Parent.P with each element c of the combine set Parent.C, in turn, to create new con-

trast sets and to determine whether they are valid (lines 2 to 24). Required values are

stored in Child, a structured variable consisting of four components: a prefix set P , a

diffset D, the number of transactions count, and a combine set C. Prefix set Parent.P
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Algorithm 5 MERGE(Parent,W, ǫ, σ, κ, ω, t, l)

Input: Node from which child nodes are generated, Parent, the set of valid contrast sets,
W , minimum support difference threshold ǫ, minimum frequency threshold σ, minimum
subset support ratio threshold κ, minimum support ratio threshold ω, mining type t,
and level l.
Output: Children, nodes at the next level of the search space, and a set of valid
contrast sets W .

1: Children = {}
2: for each c ∈ Parent.C do
3: Child.P = Parent.P ∪ {c}
4: Child.D = DIFFSET(Child.P)
5: if l == 1 then
6: Child.count = COUNT(D)− |Child.D|
7: else
8: Child.count = Parent.count − |Child.D|
9: end if
10: Child.C = SELECT(c,Parent.C)
11: if IS VALID(Child.P, ǫ, σ, κ, l) then
12: if t == LAMBDA then
13: if λ(Child.P) == ∞ then
14: if 6 ∃Y ∈ W : Child.P ⊆ Y then
15: W =W ∪ {Child.P}
16: end if
17: else if λ(Child.P) ≥ ω then
18: Children = Children ∪ {Child.P}
19: end if
20: else
21: Children = Children ∪ {Child.P}
22: end if
23: end if
24: end for
25: UPDATE COMBINE SET(Parent.P,Children)
26: Sort Children by |Child.C| in descending order, then by Child.count in ascending

order
27: return Children

is combined with an element c from Parent.C and the resulting contrast set is stored in

Child.P (line 3). The diffset, count, and combine set for Child.P are determined and

stored in Child.D (line 4), Child.count (lines 6 and 8), and Child.C (line 10), respectively.

MERGE calls the IS VALID subroutine to determine whether Child.P satisfies Crite-
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ria 3.1, 3.2, 3.3, and 3.4 (line 11). If λ-contrast sets are being mined (line 12), MERGE

also checks whether Child.P satisfies Criteria 3.6 (line 13). If so, it is potentially maximal,

and is added to W if it has no superset already in W (lines 14 and 15). Otherwise, if

Child.P satisfies Equation 3.5 (line 17), MERGE adds Child to Children (line 18). If

maximal or all contrast sets are being mined (line 20), MERGE adds Child to Children

(line 21). After all combine sets in Parent.C have been considered, MERGE calls UP-

DATE COMBINE SET to update the combine sets of each Child in Children (line 25).

MERGE then re-orders the contrast sets in descending order by the cardinality of the

combine sets in Child.C, then in ascending order by Child.count (line 26). Ordering the

combine set in increasing order of support has been used in several algorithms for mining

frequent itemsets [13] [1] [19] [143]. Finally, MERGE returns Children, the child node at

the next level of the search space (line 27).

MERGE iterates through n contrast sets, and takes linear time to determine which

of the contrast sets are valid. It takes quadratic time to update the combine sets of each

Child in Children. It takes linearithmic time to sort the valid contrast sets in descending

order by the cardinality of the combine sets in Child.C. It also takes linearithmic time to

then sort the valid contrast sets in ascending order by Child.count. Thus MERGE has a

time complexity of O(n2).

3.2.6.2 A Primer on Diffsets

The tidset of a contrast set, X , is the set t(X) ⊆ D, where t(X) consists of all the trans-

actions in D containing X . For example, in Table 3.1, {A : [1, 1]} occurs in transactions

T1, T3, T4, T8, and T9, so t(X) = {T1, T3, T4, T8, T9}. Here we use a diffset to describe the

differences between the tidset of a contrast set and that of its parent. These differences

are propagated from a parent to its children starting from the root. Formally, given a

combine set, {Y, Z}, with a prefix set P , let d(PY ), which is t(P )− t(Y ), denote the diff-

set of PY . The count(PY ) is equal to count(P )−|d(PY )|. This can be done similarly for
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the count(PZ). This formulation is used for 1-specific contrast sets. However, at higher

specificities, the diffsets for each element in the set is available. Thus, the diffset of PY Z,

is given as d(PZ)− d(PY ), and its count, count(PY Z), is count(PY )− |d(PY Z)|.

Consider the dataset shown in Table 3.1. We can determine the diffsets for the 1-

specific contrast sets, then we can use them to calculate the frequency of the 2-specific

contrast sets, and so on. For example, {A : [1, 1]} is present in transactions T1,T3,T4,T8,

and T9 so its diffset is {T2, T5, T6, T7, T10}, and its count is count(D) − |d({A : [1, 1]})| =

10 − 5 = 5. To calculate the count of {A : [1, 1], B : [1, 1]}, we need to first find its

diffset. d({A : [1, 1], B : [1, 1]}) = d({B : [1, 1]}) − d({A : [1, 1]}) = {T2, T3, T6, T8, T10} −

{T2, T5, T6, T7, T10} = {T3, T8}. Thus count({A : [1, 1], B : [1, 1]}) = count({A : [1, 1]}) −

|d({A : [1, 1], B : [1, 1]})| = 5 − 2 = 3. Checking the tidset of {A : [1, 1], B : [1, 1]}, we

observe that this matches its size.

3.2.6.3 SELECT

Given an attribute-interval pair ci and a combine set Parent.C, SELECT determines the

combine set, Child.C, for the prefix, Child.P. For each element, cj, in Parent.C, which

is greater than (appears after) ci, SELECT adds cj to Child.C if cj does not share an

attribute with ci. This ensures that all contrast sets contain only attribute-interval pairs

from unique attributes.

3.2.6.4 UPDATE COMBINE SET

Given a prefix Parent.P and the set of nodes, Children, UPDATE COMBINE SET up-

dates the combine set, Child.C, for each Child in Children.

UPDATE COMBINE SET removes any c from Child.C, if {Parent.P∪c} is not equiv-

alent to any prefix set in Children (line 4). Recall from MERGE in Section 3.2.6 that

each c in Child.C is selected from Parent.C and each Child.P in Children is created by

combining Parent.P with each c1 in Parent.C. Thus, if {Parent.P ∪ c} is not equal to
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Algorithm 6 UPDATE COMBINE SET(Parent.P,Children)

Input: Children, nodes at the next level of the search space, and Parent.P, prefix of the
parent node from which all the nodes in Children were generated
Output: Children, updated with attribute-interval pairs that are valid for each Child

1: for each Child.C ∈ Children do
2: for each c ∈ Child.C do
3: if 6 ∃ Child.P ∈ Children : {Parent.P ∪ c} = Child.P then
4: Child.C = Child.C − c
5: end if
6: end for
7: end for
8: return

any prefix set in Children, then {Parent.P ∪ c} (i.e., some Child.P in MERGE) would

have failed to satisfy our criteria for a valid contrast set. Therefore, c cannot be in

the combine set of any Child.P in Children. This ensures that all the prefix sets at

the next level of the search space are associated with combine sets that only contain

attribute-interval pairs that when combined with the prefix sets will themselves be valid.

UPDATE COMBINE SET then returns to the invocation of MERGE from which it was

called (line 8).

UPDATE COMBINE SET iterates through n nodes for the next level of the search

space, and examines each of their m elements to determine if they are themselves valid.

The validity of each of the m elements can be determined in constant time, however

updating each node requires linear time. Thus UPDATE COMBINE SET has a time

complexity of O(nm).

3.2.6.5 IS VALID

Given a contrast set X , a minimum support difference threshold ǫ, a minimum frequency

threshold σ, a minimum subset support ratio threshold κ, and a level in the search

space l, the IS VALID algorithm, shown in Algorithm 7 determines whether X satisfies

Criteria 3.1, 3.2, 3.3, and 3.4. IS VALID has a time complexity of O(1).

49



Algorithm 7 IS VALID(X, ǫ, σ, κ, l)

Input: Contrast set X , minimum support difference threshold ǫ, minimum frequency
threshold σ, minimum subset support ratio threshold κ, and a level in the search space l
Output: true or false

1: if LARGE(X, ǫ) & FREQUENT(X, σ) & SPECIFIC(X, κ) then
2: αl = SIGNIFICANCE LEVEL(l)
3: if SIGNIFICANT(X,αl) then
4: ONE VERSUS ALL(X,αl)
5: return true
6: else
7: return false
8: end if
9: else
10: return false
11: end if

The algorithm is described as follows. IS VALID begins by determining if the contrast

set, X , is large, frequent, and specific according to Criteria 3.2, 3.3, and 3.4, respectively

(line 1). It then determines the significance level, αl, at which X will be tested (line 2)

in order to determine whether it is significant according to Criteria 3.1 (line 3). If so,

IS VALID determines with which pairs of groups, X is significant (line 4), then returns

true (line 5). Otherwise it returns false (lines 7 and 10).

In order to test the hypothesis that “contrast set support is equal across all groups”,

IS VALID constructs a 2 × G contingency table where the row represents the truth of

the contrast set, and the column indicates group membership. Table 3.2 shows a sample

2×G contingency table.

Table 3.2: Sample 2×G contingency table

G1 G2 . . . Gn

∑

X
X n(X,G1) n(X,G2) . . . n(X,Gn) n(X)
¬X n(¬X,G1) n(¬X,G2) . . . n(¬X,Gn) n(¬X)
∑

Gi n(G1) n(G2) . . . n(Gn) N

We use the χ2 statistic, the standard test for independence of variables in contingency

tables. χ2 tests give inaccurate results when the expected values are small. To correct
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for this, if any of the expected values is less than 5, we use Fisher’s Exact test if the

number of groups is two and the number of transactions in the dataset is less than 1000,

and the Yates correction, otherwise.

A hypothesis test return a p-value that indicates the probability that the observation

occurs due to chance. When many hypothesis tests are performed, there is a greater

probability that some of the observations will be falsely accepted as not due to chance.

In setting α values to determine statistical significance, the IS VALID subroutine uses a

direct-adjustment technique that restricts the sum of all critical values to no more than

the desired upper bound on the risk of any false discovery, α. The critical value used at

each level of the search space is

αl =
α

lmax × Sl

,

where l is the level of the search space, lmax is the maximum number of attributes, Sl

is the size of the search space at l, Sl =
(

m

l

)

, and m is the number of attributes in the

dataset. This ensures that

α ≥
lmax
∑

l=1

αl × Sl.

In determining significance, when we reject the null hypothesis, we can conclude that

a significant difference exists across the groups. However, when there are more than two

groups, we do not have enough information to determine exactly between which groups

the differences lie. IS VALID constructs a set of 2×2 contingency tables representing the

absence and presence of each group and determines with which pairs there is a significant

difference. This is referred to as the one versus rest approach. Figure 3.2 show how the

2× 3 contingency table in Table 3.2 is represented in the one versus rest approach.

3.2.7 TRAVERSE

The TRAVERSE algorithm, shown in Algorithm 8, traverses the search space to find

contrast sets that satisfy Criteria 3.1, 3.2, 3.3, 3.4, and 3.5.
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Figure 3.2: One versus rest representation of Table 3.2

(a) G1 and ¬G1

G1 ¬G1

X n(X,G1) n(X,¬G1) n(X)
¬X n(¬X,G1) n(¬X,¬G1) n(¬X)

n(G1) n(¬G1) N

(b) G2 and ¬G2

G2 ¬G2

X n(X,G2) n(X,¬G2) n(X)
¬X n(¬X,G2) n(¬X,¬G2) n(¬X)

n(G2) n(¬G2) N

(c)

...

(d) Gn and ¬Gn

Gn ¬Gn

X n(X,Gn) n(X,¬Gn) n(X)
¬X n(¬X,Gn) n(¬X,¬Gn) n(¬X)

n(Gn) n(¬Gn) N

3.2.7.1 General Overview

The initial call to TRAVERSE is TRAVERSE (Ll,Wl, ǫ, σ, κ, ω, t, l), where Ll is the set

of Parent nodes for the current level of the search space, Wl is the set of valid contrast

sets for the previous level l of the search space, ǫ is the minimum support difference

threshold, σ is the minimum frequency threshold, κ is the minimum subset support ratio

threshold, ω is the minimum ratio threshold, t is the type of valid contrast sets to be

mined, and l is the current level in the search space.

The algorithm is described as follows. If maximal or λ-contrast sets are being mined

(line 2), and Wl is not empty (line 3), and the prefix set Parent.P is a subset of a contrast

set in Wl (line 4), TRAVERSE returns to the previous invocation of the subroutine

(line 5). Any node in the search space whose prefix set has a superset in Wl need

not be explored further. Otherwise, if Wl is empty or Parent.P has no superset in

52



Algorithm 8 TRAVERSE(Ll,Wl, ǫ, σ, κ, ω, t, l)

Input: Set of Parent nodes Ll, set of valid contrast sets, Wl, minimum support
difference threshold ǫ, minimum frequency threshold σ, minimum subset support ratio
threshold κ, minimum support ratio threshold ω, mining type t, and a level in the search
space l
Output: Wl, updated with valid contrast sets

1: for each Parent ∈ Ll do
2: if t == MAXIMAL || t == LAMBDA then
3: if |Wl| > 0 then
4: if ∃Y ∈ Wl : Parent.P ⊆ Y then
5: return
6: end if
7: end if
8: Ll+1 = MERGE(Parent,Wl, ǫ, σ, κ, ω, t, l + 1)
9: if |Ll+1| > 0 then
10: Wl+1 = {w ∈ Wl : Parent.P ∈ w}
11: TRAVERSE(Ll+1,Wl+1, ǫ, σ, κ, ω, t, l + 1)
12: Wl = Wl ∪Wl+1

13: else
14: if 6 ∃Y ∈ Wl : Parent.P ⊆ Y then
15: Wl =Wl ∪ Parent.P
16: end if
17: end if
18: else
19: Ll+1 = MERGE(Parent,Wl, ǫ, σ, κ, ω, t, l + 1)
20: Wl =Wl ∪ Parent.P
21: if |Ll+1| > 0 then
22: TRAVERSE(Ll+1,Wl, ǫ, σ, κ, ω, t, l + 1)
23: end if
24: end if
25: end for
26: return

Wl, TRAVERSE calls the MERGE subroutine to generate the set of child nodes for

the next level of the search space, Ll+1 (line 8). If Ll+1 is not empty (line 9), then

TRAVERSE creates a subset ofWl,Wl+1, that contains only contrast sets fromWl which

can potentially subsume Parent.P (line 10). This allows the number of contrast sets of

interest to be narrowed down to the most relevant maximal contrast sets as recursive

calls are made. This technique is called progressive focusing [41, 143]. TRAVERSE
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then calls itself to explore the next level of the search space (line 11). After recursion

completes, Wl, is updated with the elements from Wl+1 (line 12). Otherwise, if Ll+1 is

empty (line 13) and the prefix set Parent.P is not a subset of any contrast set in Wl (line

14), TRAVERSE adds Parent.P to Wl (line 15). If all valid contrast sets are being mined

(line 18), TRAVERSE also calls the MERGE subroutine to generate Ll+1 (line 19). It

then adds Parent.P to Wl (line 20). If Ll+1 is not empty (line 21), TRAVERSE also calls

itself to explore the next level of the search space (line 22). Finally, TRAVERSE returns

to the invocation of the subroutine from which it was called (line 26).

A parent node, Parent, in the current level of the search space has a combine set

of size b. TRAVERSE builds a search tree of space complexity O(bm), where m is the

number of unique attributes from which the contrast sets in the combine set were created,

and takes O(bm) time to traverse the search tree. Thus, to examine n nodes, TRAVERSE

has a time complexity of O(nbm) = O(bm).

3.3 Detailed Walk-through - COSINE

We now present a detailed walk-through of the COSINE algorithm. In Sections 3.3.1, 3.3.2,

and 3.3.3 we use the COSINE algorithm to mine all, maximal, and λ-contrast sets, re-

spectively.

3.3.1 Mining All Valid Contrast Sets

Consider again the dataset shown in Table 3.1, and the search space shown in Figure 3.1.

COSINE is initially called with parameters D = dataset in Table 3.1, F = attribute E,

ǫ = 0, σ = 0.1, κ = 0.0001, ω = 0, m = Coverage, and t = ALL.

Invocation - COSINE

We create an empty set W (line 1). We use the INITIALIZE subroutine to create 8 1-
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specific contrast sets, {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9

)}, and {D : [22.9, 26]} and store them in L0 (line 2). We call the MERGE subroutine

with L0, W , 0, 0.1, 0.0001, 0, Coverage, ALL, and 1 (line 3). We combine the empty

prefix with each element in L0. We determine the diffset and count for each element in L0.

We call SELECT to determine the combine sets for the 1-specific contrast sets in L0. We

check which of the 1-specific contrast sets satisfy Criteria 3.1, 3.2, and 3.3. C : [1, 1] fails to

satisfy Criteria 3.1, and C : [0, 0] fails to satisfy Criteria 3.3 thus L1 = {A : [0, 0], A : [1, 1].

B : [0, 0], B : [1, 1], D : [20, 22.9), D : [22.9, 26]}. We call UPDATE COMBINE SET to

update the combine sets of the elements in L1. The frequencies of the contrast sets

are {50, 50, 40, 60, 50, 50} and cardinalities of the combine sets are {4, 4, 2, 2, 0, 0}, respec-

tively of each element in L1. We first reorder the elements in decreasing cardinality of their

combine sets, L1 = {A : [0, 0], A : [1, 1]. B : [0, 0], B : [1, 1], D : [20, 22.9), D : [22.9, 26]},

then in increasing frequency, L1 = {A : [0, 0], A : [1, 1]. B : [0, 0], B : [1, 1], D : [20, 22.9),

D : [22.9, 26]}. We call TRAVERSE with L1, W , 0, 0.1, 0.0001, 0, Coverage, ALL, and 1

(line 4).

Invocation 1 - Iteration 1 - TRAVERSE

We call the MERGE subroutine with {A : [0, 0]}, W , 0, 0.1, 0.0001, 0, Coverage, ALL,

and 2 (line 19). We combine A : [0, 0] with each element in its combine set. We call

SELECT to determine the combine sets for the 2-specific contrast sets. We check

which of the resulting 2-specific contrast sets satisfy Criteria 3.1, 3.2, 3.3, and 3.4.

{A : [0, 0], D : [20, 22.9)} does not satisfy Criteria 3.1, thus L2 = {{A : [0, 0],B : [0, 0]},

{A : [0, 0], B : [1, 1]}, {A : [0, 0], D : [22.9, 26]}}. We call UPDATE COMBINE SET to

update the combine sets of the elements in L2. We determine the frequencies and cardi-

nalities of the combine sets of the elements in L2. The frequencies of the contrast sets are

{30, 20, 30} and cardinalities of the combine sets are {2, 2, 0}, respectively of each element

in L2. We first reorder the elements in decreasing cardinality of their combine sets, L2 =
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{{A : [0, 0],B : [0, 0]}, {A : [0, 0], B : [1, 1]}, {A : [0, 0], D : [22.9, 26]}}, then in increasing

frequency, L2 = {{A : [0, 0], B : [1, 1]}, {A : [0, 0], B : [0, 0]}, {A : [0, 0], D : [22.9, 26])}}.

We also add {A : [0, 0]} to W (line 20). L2 is not empty, thus we call TRAVERSE with

L2, W , 0, 0.1, 0.0001, 0, Coverage, ALL, and 2 (line 22).

Invocation 2 - Iteration 1 - TRAVERSE

We call the MERGE subroutine with {A : [0, 0], B : [1, 1]}, W , 0, 0.1, 0.0001, 0, Coverage,

ALL, and 3. We combine A : [0, 0], B : [1, 1] with each element in its combine set. We

check which of the resulting 3-specific contrast sets satisfy Criteria 3.1, 3.2, 3.3, and 3.4.

{A : [0, 0], B : [1, 1], D : [22.9, 26]} does not satisfy Criteria 3.4, thus L3 = {}. We also add

{A : [0, 0], B : [1, 1]} to W . L3 is empty thus the first iteration of the second invocation

of TRAVERSE is complete.

Invocation 2 - Iteration 2 - TRAVERSE

We call the MERGE subroutine with {A : [0, 0], B : [0, 0]}, W , 0, 0.1, 0.0001, 0, Coverage,

ALL, and 3. We combine {A : [0, 0], B : [0, 0]} with each element in its combine set. We

call SELECT to determine the combine sets for the 3-specific contrast sets. We check

which of the resulting 3-specific contrast sets satisfy Criteria 3.1, 3.2, 3.3, and 3.4. L3 =

{{A : [0, 0], B : [0, 0], D : [22.9, 26]}}. We call UPDATE COMBINE SET to update the

combine set of the element in L3. We also add {A : [0, 0] ,B : [0, 0]} toW . L3 is not empty,

thus we call TRAVERSE with L3, W , 0, 0.1, 0.0001, 0, Coverage, ALL, and 3.

Invocation 3 - Iteration 1 - TRAVERSE

We call the MERGE subroutine with {A : [0, 0], B : [0, 0], D : [22.9, 26]},W , 0, 0.1, 0.0001,

0, Coverage, ALL, and 4, but L4 is empty because the combine set of {A : [0, 0], B : [0, 0],

D : [22.9, 26]} is empty. We add {A : [0, 0], B : [0, 0], D : [22.9, 26]} to W (line 20), and

the third invocation of TRAVERSE is complete.
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Invocation 3 (continued) - TRAVERSE

L3 has only one element, so the end of the first iteration of the third invocation of TRA-

VERSE is also the end of the third invocation of TRAVERSE. The algorithm returns to

the second invocation, third iteration of TRAVERSE.

Invocation 2 - Iteration 3 - TRAVERSE

We call the MERGE subroutine with {A : [0, 0], D : [22.9, 26]}, W , 0, 0.1, 0.0001, 0, Cov-

erage, ALL, and 3, but L3 is empty because the combine set of {A : [0, 0], D : [22.9, 26]}

is empty. We add {A : [0, 0], D : [22.9, 26]} to W , and the third iteration of the second

invocation of TRAVERSE is complete.

Invocation 2 (continued) - TRAVERSE

L2 has only three elements, so the end of the third iteration of the second invocation

of TRAVERSE is also the end of the second invocation of TRAVERSE. The algorithm

returns to the first invocation, second iteration of TRAVERSE.

Table 3.3 lists the top 7 valid contrast sets ranked by their coverage. We use Cover-

age as the ranking measure because its value is equal to the support of the contrast set,

which we

The important aspects of the COSINE algorithm for mining all valid contrast sets

have been clearly demonstrated.

3.3.2 Mining Maximal Valid Contrast Sets

Consider again the dataset shown in Table 3.1, and the search space tree shown in Fig-

ure 3.1. COSINE is initially called with parameters D = dataset in Table 3.1, F =

attribute E, ǫ = 0, σ = 0.1, κ = 0.0001, ω = 0, m = Coverage, and t = MAXIMAL.
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Table 3.3: Summary of all valid contrast sets discovered

Rank Contrast Set Coverage
1 {B : [1, 1] (0.6)} → {E : [0, 0] (0.8) ≫ ¬E : [0, 0] (0.4)} 0.6
2 {A : [1, 1] (0.5)} → {E : [0, 0] (0.8) ≫ ¬E : [0, 0] (0.2)} 0.5
2 {A : [0, 0] (0.5)} → {E : [1, 1] (0.8)} ≫ ¬E : [1, 1] (0.2) 0.5
2 {D : [20, 22.9) (0.5)} → {E : [0, 0] (0.8) ≫ ¬E : [0, 0] (0.2)} 0.5
2 {D : [22.9, 26.0] (0.5)} → {E : [1, 1] (0.8) ≫ ¬E : [1, 1] (0.2)} 0.5
6 {A : [1, 1], B : [1, 1] (0.4)} → {E : [0, 0] (0.8) ≫ ¬E : [0, 0] (0)} 0.4
6 {B : [0, 0] (0.4)} → {E : [1, 1] (0.6) ≫ ¬E : [1, 1] (0.2)} 0.4

Invocation - COSINE

The invocation of COSINE for mining maximal valid contrast sets is the same as all min-

ing valid contrast sets described above, except that m = MAXIMAL, and W is referred

to as W1. So we call TRAVERSE with L1 W1, 0, 0.1, 0.0001, 0, Coverage, MAXIMAL,

and 1 (line 4).

Invocation 1 - Iteration 1 - TRAVERSE

W1 is empty so we call the MERGE subroutine with {A : [0, 0]}, W1, 0, 0.1, 0.0001, 0,

Coverage, MAXIMAL, and 2 (line 8). We combine A : [0, 0] with each element in the

combine set of {A : [0, 0]}. We call SELECT to determine the combine sets for the 2-

specific contrast sets. We check which of the resulting 2-specific contrast sets satisfy

Criteria 3.1, 3.2, 3.3, and 3.4. {A : [0, 0], D : [20, 22.9)} does not satisfy Criteria 3.1, thus

L2 = {{A : [0, 0],B : [0, 0]}, {A : [0, 0], B : [1, 1]}, {A : [0, 0], D : [22.9, 26]}}. We call UP-

DATE COMBINE SET to update the combine sets of the elements in L2. We determine

the frequencies and cardinalities of the combine sets of the elements in L2. The frequen-

cies of the contrast sets are {30, 20, 30} and cardinalities of the combine sets are {2, 2, 0},

respectively of each element in L2. We first reorder the elements in decreasing car-

dinality of their combine sets, L2 = {{A : [0, 0],B : [0, 0]}, {A : [0, 0], B : [1, 1]}, {A : [0, 0],
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D : [22.9, 26]}}, then in increasing frequency, L2 = {{A : [0, 0], B : [1, 1]}, {A : [0, 0], B : [0, 0]},

{A : [0, 0], D : [22.9, 26])}}. Since L2 is not empty (line 9), we create a new set of maximal

elements W2 which is empty, since W1 is empty (line 10). We then call TRAVERSE with

L2, W2, 0, 0.1, 0.0001, 0, Coverage, MAXIMAL, and 2 (line 11).

Invocation 2 - Iteration 1 - TRAVERSE

W2 is empty so we call the MERGE subroutine with {A : [0, 0], B : [1, 1]}, W2, 0, 0.1,

0.0001, 0, Coverage, MAXIMAL, and 3. We combine {A : [0, 0], B : [1, 1]} with each el-

ement in the combine set of {A : [0, 0], B : [1, 1]}. We call SELECT to determine the

combine sets for the 3-specific contrast sets. We check which of the resulting 3-specific

contrast sets satisfy Criteria 3.1, 3.2, 3.3, and 3.4. {A : [0, 0], B : [1, 1], D : [22.9, 26]} does

not satisfy Criteria 3.4, thus L3 = {}. Both L3 and W2 are empty, so we add {A : [0, 0],

B : [1, 1]} to W2 (line 15). The first iteration of the second invocation of TRAVERSE is

complete.

Invocation 2 - Iteration 2 - TRAVERSE

W2 is not empty so we check whether {A : [0, 0], B : [0, 0]} has a superset in W2 (lines 3

and 4). It does not, since W2 only contains {A : [0, 0], B : [1, 1]} which cannot be a super-

set of {A : [0, 0], B : [0, 0]}, so we call the MERGE subroutine with {A : [0, 0], B : [0, 0]},

W2, 0, 0.1, 0.0001, 0, Coverage, MAXIMAL, and 3. We combine {A : [0, 0], B : [0, 0]}

with each element in the combine set of {A : [0, 0], B : [0, 0]}. We call SELECT to deter-

mine the combine sets for the 3-specific contrast sets. We check which of the resulting

3-specific contrast sets satisfy Criteria 3.1, 3.2, 3.3, and 3.4. L3 = {{A : [0, 0], B : [0, 0],

D : [22.9, 26]}}. We call UPDATE COMBINE SET to update the combine set of the

element in L3. L3 is not empty so we create a new set of maximal elements, W3 (lines

9 and 10). W2 only contains {A : [0, 0], B : [1, 1]} which cannot be a superset of L3 =

{{A : [0, 0], B : [0, 0], D : [22.9, 26]}}, so W3 is empty. We then call TRAVERSE with L3,
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W3, 0, 0.1, 0.0001, 0, Coverage, MAXIMAL, and 3.

Invocation 3 - Iteration 1 - TRAVERSE

W3 is empty so we call the MERGE subroutine with {A : [0, 0], B : [0, 0], D : [22.9, 26]},

W3, 0, 0.1, 0.0001, 0, Coverage, MAXIMAL, and 4, but L4 is empty because {A : [0, 0],

B : [0, 0], D : [22.9, 26]} has an empty combine set. Since W3 is empty, we add {A : [0, 0],

B : [0, 0], D : [22.9, 26]} to W3 (line 15), and the first iteration of the third invocation of

TRAVERSE is complete.

Invocation 3 (continued) - TRAVERSE

L3 has only one element, so the end of the first iteration of the third invocation of TRA-

VERSE is also the end of the third invocation of TRAVERSE. The algorithm returns

to the second invocation, third iteration of TRAVERSE. It then updates W2 with the

element, {A : [0, 0], B : [0, 0], D : [22.9, 26]}, from W3 (line 12).

Invocation 2 - Iteration 3 - TRAVERSE

W2 is not empty so we check whether {A : [0, 0], D : [22.9, 26]} has a superset in W2 (lines

3 and 4). It does, {A : [0, 0], B : [0, 0], D : [22.9, 26]}, so the third iteration of the second

invocation of TRAVERSE. is complete.

Invocation 2 (continued) - TRAVERSE

L2 has only three elements, so the end of the third iteration of the second invocation

of TRAVERSE is also the end of the second invocation of TRAVERSE. The algorithm

returns to the first invocation, second iteration of TRAVERSE. It also updates W1 with

the elements {A : [0, 0], B : [0, 0], D : [22.9, 26]} and {A : [0, 0], B : [1, 1]} from W2.

Table 3.4 lists the valid maximal contrast sets ranked by their coverage.
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Table 3.4: Summary of valid maximal contrast sets discovered

Rank Contrast Set Coverage
{B : [1, 1]D : [22.9, 26] (0.3)} →

1 {E : [1, 1] (0.4) ≫ ¬E : [1, 1] (0.2)} 0.3
{B : [1, 1], D : [20, 22.9) (0.3)} →

1 {E : [0, 0] (0.6) ≫ ¬E : [0, 0] (0)} 0.3
{A : [1, 1], D : [20, 22.9) (0.3)} →

1 {E : [0, 0] (0.6) ≫ ¬E : [0, 0] (0)} 0.2
{A : [0, 0], B : [1, 1] (0.2)} →

4 {E : [0, 0] (0.4) ≫ ¬E : [0, 0] (0)} 0.2
{A : [0, 0], B : [0, 0], D : [22.9, 26] (0.1)} →

5 {E : [1, 1] (0.2) ≫ ¬E : [0, 0] (0)} 0.1

The important aspects of the COSINE algorithm for mining valid maximal contrast

sets have been clearly demonstrated.

3.3.3 Mining Valid Maximal λ-Contrast Sets

Consider again the dataset shown in Table 3.1, and the search space tree shown in Fig-

ure 3.1. COSINE is initially called with parameters D = dataset in Table 3.1, F =

attribute E, ǫ = 0, σ = 0.1, κ = 0.0001, ω = 0, m = Coverage, and t = LAMBDA.

COSINE - Invocation

The invocation of COSINE for mining valid maximal contrast sets is the same as mining

valid maximal contrast sets described above, except that m = LAMBDA. So we call

TRAVERSE with L1 W1, 0, 0.1, 0.0001, 0, Coverage, LAMBDA, and 1 (line 4).

Invocation 1 - Iteration 1 - TRAVERSE

W1 is empty so we call the MERGE subroutine with {A : [0, 0]}, W1, 0, 0.1, 0.0001, 0,

Coverage, LAMBDA, and 2 (line 8). We combine A : [0, 0] with each element in the

combine set of {A : [0, 0]}. We call SELECT to determine the combine sets for the 2-
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specific contrast sets. We check which of the resulting 2-specific contrast sets satisfy

Criteria 3.1, 3.2, 3.3, and 3.4. {A : [0, 0], D : [20, 22.9)} does not satisfy Criteria 3.1. We

also check if the remaining contrast sets satisfy Criteria 3.6 and 3.5. {A : [0, 0], B : [1, 1]}

and {A : [0, 0], D : [22.9, 26]} satisfy Criteria 3.6. Thus they are maximal and since W1

is empty, we add them to W1. {A : [0, 0], B : [0, 0]} satisfies Criteria 3.5, so we add it to

L2. Thus L2 = {{A : [0, 0], B : [0, 0]}}. We call UPDATE COMBINE SET to update the

combine sets of the elements in L2. Since L2 is not empty (line 9), we create a new set of

maximal elements W2 (line 10). None of the current elements in W1, {A : [0, 0], B : [1, 1]}

and {A : [0, 0], D : [22.9, 26]}, can potentially be a superset of {A : [0, 0], B : [0, 0]}, so W2

is empty. We then call TRAVERSE with L2, W2, 0, 0.1, 0.0001, 0, Coverage, LAMBDA,

and 2 (line 11).

Invocation 2 - Iteration 1 - TRAVERSE

W2 is empty so we call the MERGE subroutine with {A : [0, 0], B : [0, 0]}, W2, 0, 0.1,

0.0001, 0, Coverage, LAMBDA, and 3, but L3 is empty because {A : [0, 0], B : [0, 0]} has

an empty combine set. Since W2 is empty, we add {A : [0, 0], B : [0, 0]} to W2 (line 15),

and the first iteration of the second invocation of TRAVERSE is complete.

Invocation 2 (continued) - TRAVERSE

L2 has only one element, so the end of the first iteration of the second invocation of TRA-

VERSE is also the end of the second invocation of TRAVERSE. The algorithm returns

to the first invocation, second iteration of TRAVERSE. It updates W1 with the element,

{A : [0, 0], B : [0, 0]}, from W2.

Table 3.5 lists the valid maximal λ-contrast sets ranked by their coverage.

The important aspects of the COSINE algorithm for mining valid maximal λ- contrast

sets have been clearly demonstrated.
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Table 3.5: Summary of valid maximal λ-contrast sets discovered

Rank Contrast Set Coverage
{B : [1, 1], D : [22.9, 26] (0.3)} →

1 {E : [1, 1] (0.4) ≫ ¬E : [1, 1] (0.2)} 0.3
{A : [0, 0], D : [22.9, 26] (0.3)} →

1 {E : [1, 1] (0.6) ≫ ¬E : [1, 1] (0)} 0.3
{B : [1, 1], D : [20, 22.9) (0.3)} →

1 {E : [0, 0] (0.6) ≫ ¬E : [0, 0] (0)} 0.3
{A : [1, 1], D : [20, 22.9) (0.3)} →

1 {E : [0, 0] (0.6) ≫ ¬E : [0, 0] (0)} 0.3
{A : [0, 0], B : [0, 0] (0.3)} →

1 {E : [1, 1] (0.4) ≫ ¬E : [0, 0] (0.2)} 0.3
{A : [0, 0], B : [1, 1] (0.2)} →

6 {E : [0, 0] (0.4) ≫ ¬E : [0, 0] (0)} 0.2
{B : [0, 0], D : [22.9, 26] (0.2)} →

7 {E : [1, 1] (0.4) ≫ ¬E : [1, 1] (0)} 0.2

3.4 Mining Correlated Valid Contrast Sets

The task of finding all valid contrast sets from the set of all contrast sets becomes pro-

hibitively expensive because our longest combine set contains all the distinct 1-specific

contrast sets in the dataset. However, if we could narrow down which 1-specific con-

trast sets have the strongest relationships with each other, our search space would be

smaller and more refined, resulting in a more relevant subset of valid contrast sets. We

propose the notion of a correlated valid contrast set, which mutual information and

all-confidence to measure the correlation between 1-specific contrast sets. Mutual infor-

mation and all-confidence have previously been used in selecting attributes for correlation

mining [55] [56].

In this section, we first review the concepts of mutual information and all-confidence

in Section 3.4.1. In Section 3.4.2, we define the concept of a correlated valid contrast

set. In Section 3.4.3, we provide an illustrative example of the correlated valid contrast

set mining framework. In Section 3.4.4, we present our algorithm for mining correlated
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valid contrast sets.

3.4.1 Mutual Information and All Confidence

Mutual information is a non-negative symmetric measure of the amount of information

that one random variable contains about another random variable [24]. If we have two

1-specific contrast sets X = P : I
(xi)
i and Y = Q : I

(xj)
j , we can represent our knowledge

of X and Y in the contingency table shown in Table 3.6.

Table 3.6: Contingency table representing the relationship between X and Y

Y ¬Y
X n(X, Y ) n(X,¬Y ) n(X)
¬X n(¬X, Y ) n(¬X,¬Y ) n(¬X)

n(Y ) n(¬Y ) N

The mutual information of X and Y , is defined as:

MI(X ; Y ) = log2

(

n(X, Y ) ∗N
(n(X, Y ) + n(X,¬Y )× (n(X, Y ) + n(¬X, Y )

)

.

Mutual information is a good measure of dependency between attributes, so if X =

P : I
(xi)
i and Y = Q : I

(xj)
j we measure MI(X : Y ), ∀i ∈ V(P ) and ∀j ∈ V(Q). Thus, the

mutual information of P and Q is defined as:

MI(P ;Q) =

n
∑

i=1

m
∑

j=1

n(X, Y )

N
×MI(X ; Y )

where n = |V(P )| and m = |V(Q)|.

Mutual information is symmetric, meaning MI(P ;Q) =MI(Q;P ). Also MI(P ;Q) ≥

0. If MI(P ;Q) = 0, P and Q are independent [24]. In order to measure the relationship

between pairs of 1-specific contrast sets we use all-confidence [45].

For the two 1-specific contrast sets X and Y , we can define the all-confidence as
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follows:

AC(X, Y ) =
n(X, Y )

max {(n(X, Y ) + n(X,¬Y )) , (n(X, Y ) + n(¬X, Y ))} .

3.4.2 Definitions

A valid contrast set is called correlated if every attribute-interval pair that it contains is

correlated with every other attribute-interval pair in the contrast set, where correlation

is determined by mutual information and all-confidence. Formally, a valid contrast set,

X = {a1 : I
(x1)
1 , a2 : I

(x2)
2 , . . . , an : I

(xn)
n }, is a correlated contrast set if, and only if, the

following two conditions are satisfied:

∀ai, aj ∈ X,MI(ai; aj) ≥ ψ (3.7)

∀ai, aj ∈ X, ∀i ∈ V(ai), ∀j ∈ V(aj), AC(ai : I
(xi)
i , aj : I

(xj)
j ) ≥ ξ (3.8)

where ψ is the minimum mutual information threshold, and ξ is the minimum all-

confidence threshold. Criteria 3.7 ensures that each attribute in a correlated contrast set

is dependent on every other attribute. Criteria 3.8 ensures that each attribute-interval

pair is highly correlated with every other attribute-interval pair.

3.4.3 Illustrative Example

In this section, we provide a representative example describing the various components

of the correlated valid contrast set mining framework. We use the dataset from Table 3.1.

Assume X = {A : [0, 0], B : [0, 0]} and ψ = 0.01, and ξ = 0.25. Then, we can calculate
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MI(A : [0, 0]; B : [0, 0]) as follows:

MI(A : [0, 0]; B : [0, 0]) = log2

(

30× 100

50× 40

)

= 0.585.

There are two possible values for each of A and B. Thus we can calculate MI(A; B) as

follows:

MI(A; B) = MI(A : [0, 0]; B : [0, 0]) +MI(A : [0, 0]; B : [1, 1])

+MI(A : [1, 1]; B : [0, 0]) +MI(A : [1, 1]; B : [1, 1])

=
30

100
× log2

(

30× 100

50× 40

)

+
20

100
× log2

(

20× 100

50× 60

)

+
10

100
× log2

(

10× 100

50× 40

)

+
40

100
× log2

(

40× 100

50× 60

)

= 0.175 + (−0.117) + (−0.1) + 0.166 = 0.124.

Since 0.124 > 0.01, then A and B, are dependent. We then find the all-confidence of

X as follows:

AC(A : [0, 0], B : [0, 0]) =
30

max {(50) , (40)}
=

30

50
= 0.6.

Since 0.6 > 0.25, X is correlated. Having previously established in Section 3.1.1 that

X is valid, we can now further conclude that X is a correlated contrast set.

Now, for demonstration purposes only, assume X = {A : [0, 0], C : [0, 0]}. Then

MI(A; C) =MI(A : [0, 0]; C : [0, 0])+MI(A : [0, 0]; C : [1, 1])+MI(A : [1, 1]; C : [0, 0])+MI(A :

[1, 1]; C : [1, 1]) = 0 + 0 + 0 + 0 = 0. Since MI(A; C) = 0, then A and C are independent.
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3.4.4 GENCCS

Given a database D, a minimum support difference threshold ǫ, a minimum frequency

threshold σ, a minimum subset support ratio threshold κ, and a minimum support ratio

threshold ω, a minimum mutual information threshold, ψ, a minimum all-confidence

threshold, ξ, and a ranking measure, m, the GENCCS (Generate Correlated Contrast

Sets) algorithm, shown in Algorithm 9, traverses the search space to find valid contrast

sets that satisfy Criteria 3.1, 3.2, 3.3, 3.4, 3.5, 3.7, and 3.8.

Algorithm 9 GENCCS(D, ǫ, σ, κ, ω, ψ, ξ,m, t)
Input: Dataset D, minimum support difference threshold ǫ, minimum frequency thresh-
old σ, minimum subset support ratio threshold κ, minimum support ratio threshold ω,
minimum mutual information threshold ψ, minimum all-confidence threshold ξ, ranking
method m, and mining type t
Output: Set of ranked correlated valid contrast sets W

1: W = {}
2: L0 =INITIALIZE(D)
3: L1 =MERGE G(L0,W, ǫ, σ, 0, ω, ψ, ξ, t, 1)
4: TRAVERSE G(L1,W, ǫ, σ, κ, ω, ψ, ξ, t, 1)
5: RANK(W,m)
6: return W

3.4.5 General Overview

The initial call to GENCCS is GENCCS (D, ǫ, σ, κ, ω, ψ, ξ,m, t), where D is the dataset, ǫ

is the minimum support difference threshold, σ is the minimum frequency threshold, κ is

the minimum subset support ratio threshold, ω is the minimum support ratio threshold, ψ

is the minimum mutual information threshold, ξ is the minimum all-confidence threshold,

m is the method used to rank the valid contrast sets, and t is the type of valid contrast

sets to be mined.

The algorithm is described as follows. First, GENCCS initializes the set of ranked

correlated valid contrast sets (line 1). It then calls the INITIALIZE subroutine to create
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all 1-specific contrast sets and their combine sets, storing them in L0 (line 2). Third,

GENCCS calls the MERGE G subroutine to determine which of the 1-specific contrast

sets in L0 are valid, storing them in L1 (line 3). Fourth, GENCCS calls the TRAVERSE G

subroutine to find correlated valid k-specific contrast sets using a modified generate-and-

test approach, storing them in W (line 4). Fifth, GENCCS calls the RANK subroutine

to order the correlated valid contrast sets in W according to a ranking measure m (line

5). Finally, GENCCS returns the set of ranked correlated valid contrast sets in W (line

6).

GENCCS like COSINE has an exponential time complexity. However, the use of

mutual information and all-confidence reduces the average branching factor, b, of the

nodes in the search space tree of maximum depth, m. Thus GENCCS builds a search

tree of space complexity O(bm) and has a time complexity of O(bm), such that b < bc

and m < mc, where bc and mc are the average branching factor and maximum depth,

respectively, of the search tree built by COSINE.

3.4.6 A Primer on the GENCCS Search Space

GENCCS, like COSINE, represents the search space as a tree and uses a modified

generate-and-test, backtracking, depth-first search approach for traversing the search

space. A sample tree is shown in Figure 3.3. This tree can be used to generate all pos-

sible correlated contrast sets from the sample dataset in Table 3.1 with ψ = 0.001 and

ξ = 0.001. Each node of the tree consists of two parts: a prefix set and the associated

combine set.

The 1-specific contrast sets in the combine set of the root node are equivalent to the

1-specific contrast sets in the combine set of the root node in Figure 3.1.

From the root node at depth zero, the nodes of the tree at depth one are generated

as follows. The prefix set at each node is created by combining each of the attribute-

interval pairs from the combine set at depth zero, in turn, with the empty prefix set. For
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Figure 3.3: Tree representing the search space for correlated contrast sets

example, the resulting prefix sets at depth one are {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1],

C : [0, 0], C : [1, 1], D : [20, 22.9)}, and {D : [22.9, 26]}. The combine set associated with

each prefix set at each node at depth one is created by selecting all of the attribute-

interval pairs that follow the prefix in the combine set at depth zero, except for those

attribute-interval pairs that share the same attribute as the prefix, and those attribute-

interval pairs that when combined with the prefix fail to satisfy Criteria 3.7 and 3.8. For

example, the prefix set of the top-most node at depth one containing the prefix A : [0, 0]

is associated with the combine set {B : [0, 0], B : [1, 1], D : [20, 22.9), D : [22.9, 26]}. That

is, all attribute-interval pairs following A : [0, 0] in the combine set at depth zero, except

A : [1, 1], C : [1, 1] and C : [1, 1]. The first because A : [1, 1] shares the same attribute as
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the prefix, A : [0, 0], and the second and third because A : [0, 0] and C : [0, 0], A : [0, 0] and

C : [1, 1] fail to satisfy Criteria 3.7.

The nodes of the tree at depth greater than one are generated in the same manner

as with COSINE described in Section 3.2.2. For example, the prefix set at depth two

containing {B : [1, 1], D : [20, 22.9)} is associated with the empty combine set, {}, because

there are no attribute-interval pairs that follow D : [20, 22.9) in the combine set at depth

one.

3.4.7 MERGE G

From a parent node at the current level in the search space, the MERGE G algorithm,

shown in Algorithm 10, generates the set of child nodes at the next level of the search

space whose elements satisfy Criteria 3.1, 3.2, 3.3, 3.4, 3.5, 3.7 and 3.8 .

3.4.7.1 General Overview

The initial call to MERGE G is MERGE G (Parent,W, ǫ, σ, κ, ω, ψ, ξ, t, l), where Parent

is the node in the search space for which child nodes are currently being generated, W

is the set of valid contrast sets found so far (initially the empty set), ǫ is the minimum

support difference threshold, σ is the minimum frequency threshold, κ is the minimum

subset support ratio threshold, ω is the minimum ratio threshold, ψ is the minimum

mutual information threshold, ξ is the minimum all-confidence threshold, t is the type of

valid contrast sets to be mined, and l is the current level in the search space.

MERGE G is similar to MERGE, described in Section 3.2.6, except that on the

first level of the search space it calls SELECT G instead of SELECT to determine the

combine sets of the prefix sets (lines 10 to 14). SELECT G uses the parameters ψ and ξ

in determining which attribute-interval pairs are correlated.
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Algorithm 10 MERGE G(Parent,W, ǫ, σ, κ, ω, ψ, ξ, t, l)

Input: Node from which child nodes are generated, Parent, the set of valid contrast sets,
W , minimum support difference threshold ǫ, minimum frequency threshold σ, minimum
subset support ratio threshold κ, minimum support ratio threshold ω, minimum mutual
information threshold ψ, minimum all-confidence threshold ξ, mining type t, and level l.
Output: Children, nodes at the next level of the search space, and a set of valid
contrast sets W .

1: Children = {}
2: for each c ∈ Parent.C do
3: Child.P = Parent.P ∪ {c}
4: Child.D = DIFFSET(Child.P)
5: if l == 1 then
6: Child.count = COUNT(D)− |Child.D|
7: else
8: Child.count = Parent.count − |Child.D|
9: end if
10: if l == 1 then
11: Child.C = SELECT G(c,Parent.C, ψ, ξ)
12: else
13: Child.C = SELECT(c,Parent.C)
14: end if
15: if IS VALID(Child.P, ǫ, σ, κ, l) then
16: if t == LAMBDA then
17: if λ(Child.P) == ∞ then
18: if 6 ∃Y ∈ W : Child.P ⊆ Y then
19: W =W ∪ {Child.P}
20: end if
21: else if λ(Child.P) ≥ ω then
22: Children = Children ∪ {Child.P}
23: end if
24: else
25: Children = Children ∪ {Child.P}
26: end if
27: end if
28: end for
29: UPDATE COMBINE SET(Parent.P,Children)
30: Sort Children by |Child.C| in descending order, then by Child.count in ascending

order
31: return Children
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3.4.7.2 SELECT G

Given an attribute-interval pair c, a combine set Parent.C, a minimum mutual informa-

tion threshold ψ, and a minimum all-confidence threshold ξ, SELECT G determines the

combine set, Child.C, for the prefix, Child.P. For each element, c1, in Parent.C, which

is greater than (appears after) c, SELECT G adds c1 to Child.C if c1 does not share an

attribute with c and if the combination of c and c1 satisfies Criteria 3.7 and 3.8. This

ensures that the prefix Child.P is only subsequently combined with attribute-interval

pairs with which it is correlated.

3.4.8 TRAVERSE G

The TRAVERSE G algorithm, shown in Algorithm 11, traverses the search space to find

contrast sets that satisfy Criteria 3.1, 3.2, 3.3, 3.4, 3.5, 3.7, and 3.8.

3.4.8.1 General Overview

The initial call to TRAVERSE G is TRAVERSE G (Ll,Wl, ǫ, σ, κ, ω, ψ, ξ, t, l), where Ll

is the set of Parent nodes for the current level of the search space, Wl is the set of

valid contrast sets for the previous level l of the search space, ǫ is the minimum support

difference threshold, σ is the minimum frequency threshold, κ is the minimum subset

support ratio threshold, ω is the minimum ratio threshold, ψ is the minimum mutual

information threshold, ξ is the minimum all-confidence threshold, t is the type of valid

contrast sets to be mined, and l is the current level in the search space.

TRAVERSE G is similar to TRAVERSE, described in Section 3.2.7, except that it

calls MERGE G instead of MERGE to determine the validity of the correlated contrast

sets (lines 8 and 19).
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Algorithm 11 TRAVERSE G(Ll,Wl, ǫ, σ, κ, ω, ψ, ξ, t, l)

Input: Set of Parent nodes Ll, set of valid contrast sets,Wl, minimum support difference
threshold ǫ, minimum frequency threshold σ, minimum subset support ratio threshold
κ, minimum support ratio threshold ω, minimum mutual information threshold ψ,
minimum all-confidence threshold ξ, mining type t, and a level in the search space l
Output: Wl, updated with valid correlated contrast sets

1: for each Parent ∈ Ll do
2: if t == MAXIMAL || t == LAMBDA then
3: if |Wl| > 0 then
4: if ∃Y ∈ Wl : Parent.P ⊆ Y then
5: return
6: end if
7: end if
8: Ll+1 = MERGE G(Parent,Wl, ǫ, σ, κ, ω, ψ, ξ, t, l+ 1)
9: if |Ll+1| > 0 then
10: Wl+1 = {w ∈ Wl : Parent.P ∈ w}
11: TRAVERSE G(Ll+1,Wl+1, ǫ, σ, κ, ω, ψ, ξ, t, l+ 1)
12: Wl = Wl ∪Wl+1

13: else
14: if 6 ∃Y ∈ Wl : Parent.P ⊆ Y then
15: Wl =Wl ∪ Parent.P
16: end if
17: end if
18: else
19: Ll+1 = MERGE G(Parent,Wl, ǫ, σ, κ, ω, ψ, ξ, t, l+ 1)
20: Wl =Wl ∪ Parent.P
21: if |Ll+1| > 0 then
22: TRAVERSE G(Ll+1,Wl, ǫ, σ, κ, ω, ψ, ξ, t, l+ 1)
23: end if
24: end if
25: end for
26: return

3.5 Detailed Walk-through - GENCCS

We now present a detailed walk-through of the GENCCS algorithm. Consider again the

dataset shown in Table 3.1, and the search space tree shown in Figure 3.1. GENCCS

is initially called with parameters D = dataset in Table 3.1, F = attribute E, ǫ = 0,

σ = 0.1, κ = 0.0001, ω = 0, ψ = 0.01, ξ = 0.25, m = Coverage, and t = ALL.
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Invocation - GENCCS

We create an empty set W (line 1). We use the INITIALIZE subroutine to create 8 1-

specific contrast sets, {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9

)}, and {D : [22.9, 26]} and store them in L0 (line 2). We call the MERGE G subroutine

with L0, W , 0, 0.1, 0.0001, 0, Coverage, ALL, and 1 (line 3). We combine the empty

prefix with each element in L0. We determine the diffset and count for each element

in L0. We call SELECT G to determine the combine sets for the 1-specific contrast

sets in L0. We check which pairs of 1-specific contrast sets satisfy Criteria 3.7 and 3.8.

We find that only {A : [0, 0], B : [0, 0]}, {A : [0, 0], B : [1, 1]}, and {A : [1, 1], B : [1, 1]} sat-

isfy both criteria. Thus L0 = {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1],

D : [20, 22.9), D : [22.9, 26]}, where B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9),

and D : [22.9, 26] have empty combine sets and A : [0, 0] has a combine set of {B : [0, 0],

B : [1, 1]} and A : [1, 1] has a combine set of {B : [1, 1]}. We check which of the 1-specific

contrast sets satisfy Criteria 3.1, 3.2, and 3.3. C : [1, 1] fails to satisfy Criteria 3.1, and

{C : [0, 0]} fails to satisfy Criteria 3.3 thus L1 = {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1],

D : [20, 22.9), D : [22.9, 26]}. We call UPDATE COMBINE SET to update the combine

sets of the elements in L1. The frequencies of the contrast sets are {50, 50, 40, 60, 50, 50}

and cardinalities of the combine sets are {2, 1, 0, 0, 0, 0}, respectively of each element in

L1. We first reorder the elements in decreasing cardinality of their combine sets, L1 =

{A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], D : [20, 22.9), D : [22.9, 26]}, then in increasing fre-

quency, L1 = {A : [0, 0], A : [1, 1], B : [0, 0], B : [1, 1], D : [20, 22.9), D : [22.9, 26]}. We call

TRAVERSE G with L1, W , 0, 0.1, 0.0001, 0, 0.01, 0.25, Coverage, ALL, and 1 (line 4).

The invocation of TRAVERSE G proceeds as previously described for COSINE.
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Chapter 4

Ranking Methods

A contrast set mining process typically returns many valid contrast sets. Consequently,

measures are needed to rank the relative interestingness of the valid contrast sets prior to

presenting them to the end-user. This issue has previously been identified as an area that

needs development in order for contrast set mining to mature as a data mining task [130].

Ideally, a measure would be used to rank the contrast sets, as well as describe them, akin

to the support, confidence, leverage and lift measures used in association rule mining.

In this chapter, we consider a variety of measures and demonstrate their use within the

context of ranking contrast sets.

This chapter is organized as follows: In Section 4.1, we define the notation used in

the remainder of the chapter. In Section 4.2, we describe a new interestingness measure

that we have developed for ranking contrast sets. In Section 4.3, we describe two in-

terestingness measures from emerging pattern mining and subgroup discovery that we

have adapted for ranking contrast sets. In Section 4.4, we examine ten interestingness

measures that have previously been developed for ranking patterns such as association

rules, classification rules, and summaries and demonstrate their use for ranking contrast

sets. In Section 4.5, we discuss an approach that combines the ranks generated from var-

ious measures to produce an interestingness factor, a value representative of the overall
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interestingness of a contrast set.

4.1 Notation

A contrast set, X , is represented by a set of association rules, X → G1, X → G2, . . . , X →

Gn, where G1, G2, . . . , Gn correspond to groups. Let n(X,Gi) be the number of instances

of the contrast set X in group Gi, n(X,¬Gi) be the number of instances of the con-

trast set X in groups other than Gi (that is, the number of times X occurs in groups

G1, . . . , Gi−1, Gi+1, Gn), n(¬X,Gi) be the number of instances of contrast sets other than

X in group Gi, and n(¬X,¬Gi) be the number of instances of contrast sets other than

X in groups other than Gi. Let N be the total number of instances.

The values n(X,Gi), n(X,¬Gi), n(¬X,Gi), and n(¬X,¬Gi) actually correspond to

the observed frequencies at the intersection of the rows and columns in a 2×2 contingency

table, such as the one shown in Table 4.1 for the association rule X → Gi, where the

rows represent the truth of the contrast set and the columns represent the groups.

Table 4.1: Contingency Table for X → Gi

Gi ¬Gi Σ Row
X n(X,Gi) N(X,¬Gi) n(X)
¬X n(¬X,Gi) n(¬X,¬Gi) n(¬X)
Σ Column n(Gi) n(¬Gi) N

In Table 4.2, the columns describe the number of instances in each of the groups A,

B, C, and D, respectively. Each row corresponds to the number of instances in each

contrast set V , W , X , Y , and Z broken down by the number of instances in each group.

For example, the number of instances of contrast set V in groups, A, B, C, and D

corresponding to the rules V → A, V → B, V → C, and V → D is 312, 198, 36, and 30,

respectively. A contingency table for the rule V → A is shown in Table 4.3.
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Table 4.2: Results Summary

Contrast Sets
Groups

A B C D
V 312 198 36 30
W 62 10 23 13
X 104 66 12 10
Y 12 34 3 15
Z 36 108 18 30

Total 1210 384 69 65

Table 4.3: Contingency Table for V → A

A ¬A Σ Row
V 312 264 576
¬V 898 254 1152
Σ Column 1210 518 1728

The values in Table 4.2 are used throughout the remainder of this chapter to illustrate

calculations for the various interestingness measures.

4.2 Distribution Difference

The Distribution Difference of a contrast set measures how the group support in a contrast

set differs from the group support in the entire dataset [114]. Formally, the Distribution

Difference of a contrast set, X , in a group Gi is given as

Distribution Difference(X → Gi) =

∣

∣

∣

∣

n(X,Gi)

n(X)
× N

n(Gi)
− 1

∣

∣

∣

∣

.

Background: Consider a dataset where 40% of the instances concern males and 60%

concern females. Now consider a contrast set where 65% of the instances concern males

and 35% concern females. Clearly, the difference between males and females is greater in

the contrast set than it is in the dataset (i.e., if we consider the general population). If we

now consider a contrast set where 42% of the instances concern males and 58% concern
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females, the contrast set with the 65%/35% male/female distribution is more interesting

because it deviates more from the distribution in the entire dataset. The Distribution

Difference allows us to capture this deviation.

The values for Distribution Difference values occur in the interval [0, ∞]. A value of

0 indicates that there is no deviation in the distributions of the groups in the contrast

set from the distribution in the entire dataset. Values further from 0 indicate strong

deviation in the distributions.

The Distribution Difference of a contrast set X is the sum of the Distribution Differ-

ence values over all the groups. Formally,

Distribution Difference(X) =
∑

i

Distribution Difference(X → Gi).

For example, the Distribution Difference of contrast set V in group A is

Distribution Difference(V → A) =

∣

∣

∣

∣

312

576
× 1728

1210
− 1

∣

∣

∣

∣

= 0.226.

The Distribution Difference of the contrast set V in the four groups A,B,C, and D

is 0.226, 0.547, 0.565, and 0.384, respectively. Therefore, the Distribution Difference of

V is 1.723. The Distribution Difference of the contrast sets W,X, Y, and Z in groups

A,B,C, and D is calculated similarly to that of V . Thus, the Distribution Difference of

the five contrast sets V,W,X, Y, and Z is 1.723, 7.30, 1.723, 7.53, and 6.77, respectively.

Therefore, using the Distribution Difference as the measure of interestingness, the order

of the contrast sets, ranked from most interesting to least interesting is Y,W,Z, and V/Y

(i.e., V and Y are tied).
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4.3 Group Differences

Emerging pattern mining and subgroup discovery, are two data mining tasks which are

similar to contrast set mining. Sections 4.3.1 and 4.3.2 demonstrate how the heuristics

developed in the areas of emerging patterns and subgroup discovery can be used for

ranking contrast sets.

4.3.1 Growth Rate

An emerging pattern is an itemset whose support in one dataset increases significantly in

another related dataset [27]. The ratio of the two support values is called the growth rate

of the emerging pattern. Formally, let supportDi
(X) denote the support of an itemset X

in a dataset Di. The growth rate of an itemset, X , from D1 to D2, is given by

Growth Rate(X) =































0, if supportD1
(X) = 0 and supportD2

(X) = 0,

∞, if supportD1
(X) = 0 and supportD2

(X) 6= 0,

supportD2
(X)

supportD1
(X)

, otherwise.

Semantically, an emerging pattern is a set of association rules with an itemset in

the antecedent and some class attribute in the consequent. For example, an itemset

discovered in datasets D1 and D2 can be represented by the following pair of association

rules:

ItemSet → D1 (x%)

ItemSet → D2 (y%)

Since a contrast set is also an itemset, and since all the instances belonging to some

group Gi can be considered a dataset, the growth rate is also applicable to measuring
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changes in support from one group to another. That is, given the association rules

Contrast Set → G1 (x%)

Contrast Set → G2 (y%)

and, if the order of the groups is irrelevant, then the Growth Rate of a contrast set, X ,

from G1 to G2 or G2 to G1 is given by

Growth Rate(X) =















































































0, if supportG1
(X) = 0

and supportG2
(X) = 0

∞, if supportG1
(X) 6= 0

or supportG2
(X) 6= 0

max

{

supportG2
(X)

supportG1
(X)

,
supportG1

(X)

supportG2
(X)

}

=
max{supportG1

(X), supportG2
(X)}

min{supportG1
(X), supportG2

(X)} otherwise,

(4.1)

where the supportGi
(X) = n(X,Gi)

n(Gi)
.

Equation 4.1 applies only to a two-group contrast set mining task. We can generalize

Equation 4.1 so that it also applies to any number of groups. The Growth Rate of a

contrast set of a contrast set X is given by

Growth Rate(X) =



















∞, if min
i

{supportGi
(X)} = 0,

max
i

{supportGi
(X)}

min
i

{supportGi
(X)} , otherwise.

The values for the Growth Rate occur in the range [0, ∞]. A value of 0 indicates that

the contrast set is not true in any of the groups. A value of ∞ indicates that there are no

instances belonging to at least one of the groups where the contrast set is true. Values

near infty indicate large differences between the groups with respect to the maximum
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and minimum support in the contrast set.

For example, the Growth Rate of contrast set V in group A is

Growth Rate =
supportC(V )

supportA(V )

=
36
69
312
1210

= 2.02.

The Growth Rate of the contrast sets W,X, Y, and Z is calculated similarly to that

of V . The Growth Rate of the five contrast sets V,W,X, Y, and Z is 2.02, 12.80, 2.02,

23.27, and 15.51, respectively. Therefore, using the Growth Rate as the measure of

interestingness, the order of the contrast sets, ranked from most interesting to least

interesting is Y, Z,W, and V/X .

4.3.2 Unusualness

Unusualness if a measure of interestingness used in subgroup discovery [54]. Given a set

of instances possessing some property of interest, a subgroup is a subset of instances in

which the statistical characteristics of the property of interest are “unusual”. Instances

in the subgroup can be described by an association rule X → Y , where the property

of interest is represented by the consequent Y , and the antecedent X , is an itemset.

Weighted relative accuracy (WRAcc) is used to evaluate the quality (i.e., unusualness)

of the induced association rules.

Contrast set mining has been shown to be an extension of subgroup discovery, where

each group represents a different property of interest [65]. Thus, we can use the weighted

relative accuracy to measure the Unusualness (UN) of X in Gi. Formally, Unusualness

is given by

UN (X,Gi) = p(X)× (p(Gi|X)− p(Gi))

≈ n(X)

N
×

(

n(X,Gi)

n(X)
− n(Gi)

N

)

.
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The values for Unusualness occur in the interval [0,1].

The Unusualness of a contrast set, X , is determined by the group, Gi, for which the

Unusualness is the largest. Thus the Unusualness of X is given by

Unusualness(X) = max
i

{Unusualness(X,Gi)} .

For example, the Unusualness of contrast set V in group A is

Unusualness(V → A) =
576

1728
×

[

312

576
− 1210

1728

]

= −0.053.

The Unusualness of the contrast set V in the four groups A,B,C, and D is -0.053,

0.041, 0.008, and 0.005, respectively. Therefore, the maximum Unusualness is 0.041. The

Unusualness of the contrast sets W,X, Y, and Z in groups A,B,C, and D is calculated

similarly to that of V . The Unusualness of the five contrast sets V,W,X, Y, and Z is

0.041, 0.0108, 0.014, 0.011, and 0.038, respectively. Therefore, using the Unusualness as

a measure of interestingness, the order of the contrast sets, ranked from most interesting

to least interesting is V, Z,X and W/Y .

4.4 Probability-Based Interestingness Measures

Probability-based objective measures have been studied extensively as a means for eval-

uating the generality and reliability of association rules [39] [69] [120]. We examine 10 of

these measures to show how they can be utilized in ranking contrast sets.
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4.4.1 Coverage

The Coverage of an association rule, X → Gi is the proportion of instances in the dataset

where X is true in Gi [4], and is given by

Coverage(X → Gi) = p(X) =
n(X,Gi)

N
.

The values for Coverage range occur in the interval [0,1]. A value of 1 indicates that

X occurs in all instances of the dataset. A value of 0 indicates that X does not occur in

any of the instances of the dataset.

The Coverage of a contrast set for all groups is the sum of the individual Coverage

values for the contrast set in each group. The Coverage of a contrast set X is given by

Coverage(X) =
∑

i

Coverage(X → Gi).

For example, the Coverage of contrast set V in group A is

Coverage(V → A) =
312

1728
= 0.181.

For example, the Coverage of V in A,B,C, and D is 0.181, 0.115, 0.021, and 0.017,

respectively. Therefore, the coverage for V is 0.334. The Coverage of W,X, Y, and Z in

A,B,C, and D is calculated similarly to that of V . The Coverage of V,W,X, Y, and Z

is 0.334, 0.063, 0.111, 0.040, and 0.111, respectively. Therefore, using Coverage as the

measure of interestingness, the order of the contrast sets ranked from most interesting to

least interesting is V,W/Z,X and Y .
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4.4.2 Lift

The Lift of an association rule X → Gi measures how many times X and Gi actually

occur together compared to the number of times X and Gi would be expected to occur

together if they where statistically independent [18] and is given by

Lift(X → Gi) =
p(X,Gi)

p(X)p(Gi)
=
N × n(X,Gi)

n(X)× n(Gi)
.

The values for the Lift occur in the interval [0, ∞]. Values close to 1 indicate that

X and Gi are independent. Values further from 1 indicate that X and Gi are strongly

related.

The Lift for a contrast set across all groups is the sum of the Lift values for the

contrast set in each group. Formally,

Lift(X) =
∑

i

Lift(X → Gi).

For example, the Lift of contrast set V in group A is

Lift(V → A) =
1728× 312

576× 1210
= 0.774.

The Lift of the contrast set V in the four groups A,B,C, and D is 0.774, 1.547,

1.565, and 1.385, respectively. Therefore, the Lift of V is 5.27. The Lift of the contrast

sets W,X, Y, and Z in groups A,B,C, and D is calculated similarly to that of V . The

Lift of the five contrast sets V,W,X, Y, and Z is 5.27, 9.77, 5.27, 10.06, 9.30, respectively.

Therefore, using Lift as a measure of interestingness, the order of the contrast sets, ranked

from most interesting to least interesting is Y,W,X and V/X .
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4.4.3 Leverage

The Leverage of an association rule X → Gi is the difference between the actual pro-

portion of instances in which both X and Gi occur and the proportion that would be

expected if X and Gi were statistically independent of each other [95] and is given by

Leverage(X → Gi) = p(Gi|X)− p(X)p(Gi)

=
n(X,Gi)

n(X)
− n(X)

N
× n(Gi)

N
.

The values for leverage occur on the interval [-1, 1]. Values near one indicate strong

independence between X and Gi.

The Leverage for a contrast set, X , is determined by the group Gi, for which the

leverage is largest. Thus, the leverage of X is given by

Leverage(X) = max
i

{Leverage(X → Gi)} .

For example, the Leverage of contrast set V in group A is

Leverage(V → A) =
312

576
− 576

1728
× 1210

1728
= 0.308.

The Leverage of the contrast set V in the four groups A,B,C, and D is 0.308, 0.110,

-0.171, and -0.181, respectively. Therefore, the Leverage of V is 0.308. The Leverage of

the contrast sets W,X, Y, and Z in groups A,B,C, and D is calculated similarly to that

of V . The Leverage of the five contrast sets V,W,X, Y, and Z is 0.308, 0.530, 0.463, 0.523,

and 0.538, respectively. Therefore, using the Leverage as a measure of interestingness, the

order of the contrast sets, ranked from most interesting to least interesting is Z,W, Y,X

and V .
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4.4.4 Change of Support

The Change of Support of of an association rule X → Gi measures the correlation

between X and Gi [120] and is given by

Change of Support(X → Gi) = p(Gi|X)− p(Gi)

=
n(X,Gi)

n(X)
− n(Gi)

N
.

The values for Change of Support occur in the interval [-0.5, 1]. Values near 1 indicate

strong correlation between X and Gi.

The Change of Support for a contrast set, X , is determined by the group, Gi, for

which Change of Support is largest, and is given by

Change of Support(X) = max
i

{Change of Support(X → Gi)} .

For example, the Change of Support of contrast set V in group A is

Change of Support(V → A) =
312

576
− 1210

1728
= −0.159.

The Change of Support of the contrast set V in the four groups A,B,C, and D is

-0.159, 0.122, 0.022, and 0.014, respectively. Therefore, the Change of Support for V is

0.122. The Change of Support of the contrast sets W,X, Y, and Z in groups A,B,C, and

D is calculated similarly to that of V . The Change of Support of the five contrast sets

V,W,X, Y, and Z is 0.122, 0.173, 0.122, 0.309 and 0.340, respectively. Therefore, using

the Change of Support as the measure of interestingness, the order of the contrast sets,

ranked from most interesting to least interesting is Z, Y,W and V/X .
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4.4.5 Jaccard Coefficient

The Jaccard Coefficient of an association rule X → Gi measures the similarity between

X and Gi [123] and is given by

Jaccard(X → Gi) =
p(X,Gi)

p(X) + p(Gi)− p(X,Gi)

=
n(X,Gi)

n(X) + n(Gi)− n(X,Gi)
.

The values for the Jaccard Coefficient occur in the interval [-1, 1]. Values near 1

indicate strong similarity between X and Gi. Values near -1 indicate strong dissimilarity

between X and Gi. 0 indicates that there is no relationship between X and Gi.

The Jaccard Coefficient for a contrast set, X , is determined by the group, Gi, for

which Jaccard Coefficient is largest, and is given by

Jaccard(X) = max
i

{Jaccard(X → Gi)} .

For example, the Jaccard Coefficient of contrast set V in group A is

Jaccard(V → A) =
312

576 + 1210− 312
= 0.212.

The Jaccard Coefficient of the contrast set V in the four groups A,B,C, andD is 0.212,

0.260, and 0.059, and 0.049, respectively. Therefore, the maximum Jaccard Coefficient is

0.260. The Jaccard Coefficient of the contrast sets W,X, Y, and Z in groups A,B,C, and

D is calculated similarly to that of V . The Jaccard Coefficient of the five contrast sets

V,W,X, Y, and Z is 0.260, 0.149, 0.129, 0.132 and 0.231, respectively. Therefore, using

the Jaccard Coefficient as the measure of interestingness, the order of the contrast sets,

ranked from most interesting to least interesting is V, Z,W, Y and X .
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4.4.6 Yule’s Q Coefficient

The Yule’s Q Coefficient of an association rule X → Gi measures the degree to which X

and Gi are associated with each other [140] and is given by

Yule’s Q(X → Gi) =
p(X,Gi)p(¬X¬Gi)− p(X,¬Gi)p(¬X,Gi)

p(X,Gi)p(¬X¬Gi) + p(X,¬Gi)p(¬X,Gi)

=
n(X,Gi)n(¬X¬Gi)− n(X,¬Gi)n(¬X,Gi)

n(X,Gi)n(¬X¬Gi) + n(X,¬Gi)p(¬X,Gi)
.

The values for Yule’s Coefficient occur on the interval [-1,1]. Values near 1 indicate

strong association between X and Gi. Values near -1 indicate complete dissociation

between X and Gi. 0 indicates complete independence between X and Gi.

The Yule’s Q coefficient for a contrast set, X , is determined by the group, Gi, for

which Yule’s Q coefficient is largest. Thus, the Yule’s Q coefficient of X is given by

Yule’s Q(X) = max
i

{Yule’s Q(X → Gi)} .

For example, the Yule’s Q of contrast set V in group A is

Yule’s Q (V → A) =
312× 254− 264× 898

312× 254 + 264× 898
= −0.498.

The Yule’s Q Coefficient of the contrast set V in the four groups A,B,C, and D is -

0.498, 0.462, 0.387, and 0.274, respectively. Therefore, the maximum Yule’s Q Coefficient

is 0.462. The Yule’s Q Coefficient of the contrast sets W,X, Y, and Z in groups A,B,C,

and D is calculated similarly to that of V . The Yule’s Q Coefficient of the five contrast

sets V,W,X, Y, and Z is 0.462, 0.805, 0.334, 0.816, and 0.776, respectively. Therefore,

using the Yule’s Q Coefficient as a measure of interestingness, the order of the contrast

sets, ranked from most interesting to least interesting is Y,W,Z, V and X .
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4.4.7 φ-coefficient

The φ-coefficient of an association rule X → Gi measures the degree to which X and Gi

are associated with each other [5] and is given by

φ(X → Gi) =
p(X,Gi)− p(X)p(Gi)

√

p(X)p(Gi)p(¬X)p(¬Gi)

=
N×n(X,Gi)−n(X)×n(Gi)

N2√
n(X)×n(Gi)×n(¬X)×n(¬Gi)

N2

=
N × n(X,Gi)− n(X)× n(Gi)

√

n(X)× n(Gi)× n(¬X)× n(¬Gi)
.

The values for the φ-coefficient occur on the range [-1, 1]. Values near 1 indicate strong

association between X and Gi. Values near -1 indicate strong disassociation between X

and Gi. 0 indicates no relationship between X and Gi.

The φ-coefficient for a contrast set, X , is determined by the group, Gi, for which

φ-coefficient is largest. Thus, the φ-coefficient of X is given by

φ(X) = max
i

{φ(X → Gi)} .

For example, the phi-coefficient of contrast set V in group A is

φ(V → A) =
1728× 312− 576× 1210√
576× 1210× 1152× 518

= −0.244

The φ−coefficient of the contrast set V in the four groups A,B,C, and D is -0.244,

0.207, 0.082, and 0.054, respectively. Therefore, the maximum φ-coefficient is 0.207. The

φ-coefficient of the contrast sets W,X, Y, and Z in groups A,B,C, and D is calculated

similarly to that of V . The maximum φ-coefficient of the five contrast sets V,W,X, Y, and

Z is 0.207, 0.228, 0.103, 0.203, and 0.290, respectively. Therefore, using φ-coefficient as

the measure of interestingness, the order of the contrast sets, ranked from most interesting
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to least interesting is Z,W, V, Y and X .

4.4.8 κ-coefficient

The κ-coefficient of an association rule X → Gi measures the degree to which X and Gi

agree [23] and is given by

κ(X → Gi) =
p(X,Gi) + p(¬X,¬Gi)− p(X)p(Gi)− p(¬X)p(¬Gi)

1− p(X)p(Gi)− p(¬X)p(¬Gi)

=
N × n(X,Gi) +N × n(¬X,¬Gi)− n(X)× n(Gi)− n(¬X)× n(¬Gi)

N2 − n(X)× n(Gi)− n(¬X)× n(¬Gi)
.

The values for the κ-coefficient occur on the interval [-1, 1]. Values close to 1 indicate

strong agreement between X and Gi. Values close to -1 indicate strong disagreement

between X and Gi. 0 indicates no agreement between X and Gi.

The κ-coefficient for a contrast set, X , is determined by the group, Gi, for which

κ-coefficient is largest. Thus, the κ-coefficient of X is given by

κ(X) = max
i

{κ(X → Gi)} .

For example, the κ-coefficient of contrast set V in group A is

κ(V → A) =
1728× 312 + 1728× 254− 576× 1210− 1152× 518

17282 − 576× 1210− 1152× 518
= −0.187

The κ-coefficient of the contrast set V in the four groups A,B,C, and D is -0.187,

0.199, 0.043, and 0.028, respectively. Therefore, the maximum κ-coefficient is 0.199. The

κ-coefficient of the contrast sets W,X, Y, and Z in groups A,B,C, and D is calculated

similarly to that of V . The maximum κ-coefficient of the five contrast sets V,W,X, Y,

and Z is 0.199, 0.222, 0.095, 0.203, and 0.266, respectively. Therefore, using the κ-

coefficient as a measure of interestingness, the order of the contrast sets, ranked from

most interesting to least interesting is Z,W, Y, V and X .
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4.4.9 Conviction

The Conviction of an association rule X → Gi measures true implication between X and

Gi [18] and is given by

Conviction(X → Gi) =
p(X)p(¬Gi)

p(X,¬Gi)
=
n(X)× n(¬Gi)

N × n(X,¬Gi)

The values for Conviction occur in the interval [1, ∞]. A value equal to 1 indicates X and

Gi are completely unrelated. Values further from 1 indicate that X and Gi are strongly

related.

The Conviction of a contrast set for all groups is the sum of the individual Conviction

values for the contrast set in each group. Thus the Conviction of a contrast set X is

given by

Conviction(X) =
∑

i

Conviction(X → Gi).

For example, the Conviction of contrast set V in group A is

Conviction(V → A) =
576× 518

1728× 264
= 0.654.

The Conviction of the contrast set V in the four groups A,B,C, and D is 0.654, 1.185,

1.024, and 1.015, respectively. Therefore, the Conviction of V is 3.88. The Conviction of

the contrast sets W,X, Y, and Z in groups A,B,C, and D is calculated similarly to that

of V . The Conviction of the five contrast sets V,W,X, Y, and Z is 3.88, 3.87, 3.88, 4.29,

and 4.35, respectively. Therefore, using Conviction as the measure of interestingness, the

order of the contrast sets ranked from most interesting to least interesting is Z, Y,X/V,

and W .
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4.4.10 Collective Strength

The Collective Strength of an association rule X → Gi measures the correlation between

X and Gi [2] and is given by

Collective Strength(X → Gi) =
p(X,Gi) + p(¬Gi|¬X)

p(X)p(Gi) + p(¬X)× p(¬Gi)
×

1− p(X)p(Gi)− p(¬X)× p(¬Gi)

1− p(X,Gi)− p(¬Gi|¬X)

=

n(X,Gi)
N

+ n(¬X,¬Gi)
n(¬X)

n(X)
N

n(Gi)
N

+ n(¬X)
N

× n(¬Gi)
N

×

1− n(X)
N

× n(Gi)
N

− n(¬X)
N

× n(¬Gi)
N

1− n(X,Gi)
N

− n(¬X,¬Gi)
n(¬X)

.

The values for Collective Strength values occur in the interval [0, ∞]. A value of

0 indicates perfect negative correlation while a value of ∞ indicates perfect positive

correlation between X and Gi. A value of 1 indicates independence between X and Gi.

The Collective Strength of a contrast set for all groups is the sum of the individual

Collective Strength values for the contrast set in each group. The Collective Strength of

a contrast set X is given by

Collective Strength(X) =
∑

Collective Strength(X → Gi).

For example, the Collective Strength of contrast set V in group A is

Collective Strength(X → Gi) =
312
1728

+ 254
1152

576
1728

× 1210
1728

+ 1152
1728

× 518
1728

×

1− 576
1728

× 1210
1728

− 1152
1728

× 518
1728

1− 312
1728

− 254
516

= 0.876.
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The Collective Strength of the contrast set V in the four groups A,B,C, and D is

0.876, 13.979, 67.380, and 40.079, respectively. Therefore, the Collective Strength of V

is 3.88. The Collective Strength of the contrast sets W,X, Y, and Z in groups A,B,C,

and D is calculated similarly to that of V . The Collective Strength of the five contrast

sets V,W,X, Y, and Z is 122.32, 13.44, 13.54, 7.81, and 40.69, respectively. Therefore,

using the Collective Strength as the measure of interestingness, the order of the contrast

sets, ranked from most interesting to least interesting is V, Z,X,W and Y .

4.5 Interestingness Factor

The fourteen interestingness measures described above can be used individually to rank

discovered contrast sets. However, they can can also be used in combination to determine

the most interesting contrast sets based on multiple measures. The Interestingness Factor

of a contrast set is the average of it’s rank over a set of the selected interestingness

measures and is given by

Interestingness Factor(X) =

n
∑

i=1

ri × wi

n
∑

i=1

wi ×mi

,

where n is the number of interestingness measures, ri is the rank of the contrast set

by a measure i, wi is the weight of the ranking measure i (i.e., a user-defined parameter

indicating the relative importance of measure i), and mi is the maximum rank of measure

i.

The values for the Interestingness Factor occur in the interval [0,1]. Values near to 0

indicate contrast sets which are more interesting, while values near to 1 indicate contrast

sets which are less interesting. An Interestingness Factor of 1 indicates that the contrast

set was ranked the lowest by each method used in calculating the Interestingness Factor.
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For example, the calculation of the interestingness factor is illustrated below. Here

we use the ranks of all five contrast sets for Coverage, Unusualness, and Lift as shown in

Table 4.4.

Table 4.4: Ranking Values

Methods Coverage Unusualness Lift
Weights 0.4 0.3 0.3
Maximum Rank 5 5 4
V 1 1 4
W 2 5 2
X 4 3 4
Y 5 4 1
Z 2 2 3

The calculation for contrast set V is representative for all other contrast sets.

Interestingness Factor(V ) =
1× 0.4 + 1× 0.3 + 4× 0.3

5× 0.4 + 5× 0.3 + 4× 0.3
= 0.40.

The Interestingness Factor of the five contrast sets V,W,X, Y, and Z is 0.40, 0.62,

0.76, 0.74, and 0.49, respectively. Therefore, using the Interestingness Factor as the

measure of interestingness, the order of the contrast sets ranked from most interesting to

least interesting is V, Z,W, Y and X .
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Chapter 5

Experimental Results

To evaluate the performance of the COSINE algorithm for generating maximal valid

contrast sets and valid λ-contrast sets, and the GENCCS algorithm for generating corre-

lated maximal valid contrast sets and valid λ-contrast sets, COSINE and GENCCS were

implemented in Java and run under Windows 7 (64 bit) on an Intel dual core 2.40GHz

processor with 4GB of memory. In this chapter, we present the results of our evaluation

and experience.

This chapter is organized as follows. In Section 5.1, we describe the datasets used

to evaluate COSINE and GENCCS. In Section 5.2, we evaluate COSINE on a variety of

discovery tasks and compare the results obtained against those obtained using STUCCO

and CIGAR. In Section 5.3, we evaluate the minimum subset support ratio threshold

and the minimum frequency threshold as constraints on the COSINE algorithm. In

Section 5.4, we evaluate GENCCS on a variety of discovery tasks and compare the results

obtained against those obtained using COSINE. In Section 5.5, we evaluate the minimum

support ratio threshold as a constraint on the COSINE and GENCCS algorithms. In

Section 5.6, we evaluate the Discretize algorithm for the task of creating intervals for

quantitative attributes.
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5.1 Dataset Description

Discovery tasks were performed on four datasets, described in Table 5.1, obtained from

the UCI Machine Learning Repository [6]. In Table 5.1, the Dataset column describes

the name of each dataset, the No. of Transactions, No. of Attributes, and No. of Groups

columns describe the number of tuples, the number of attributes, and the number of

groups to which a tuple could be assigned for each dataset. The Cardinality of the Longest

Combine Set Column describes the maximum number of attribute-value pairs that can

be combined together to make contrast sets. These datasets were chosen because of the

variation in the size of the longest combine set, the ability to mine correlated contrast

sets with high specificity, and their use in evaluating other contrast set mining techniques

(e.g., the Mushroom dataset and a subset of the Census dataset were previously utilized

in the evaluation of STUCCO and CIGAR [11] and [47].)

Table 5.1: Dataset Description

No. of No. of No. of Cardinality of

Dataset Transactions Attributes Groups Longest Combine Set

Census 48842 15 5 145
Mushroom 8124 23 2 198
Waveform 5000 41 3 390
Spambase 4601 58 2 560

The Census dataset describes demographic data extracted from the 1994 U.S. Census

Bureau database. Each individual has one of five educational levels. The dataset consists

of 48842 tuples describing a total of 15 attributes of which 9 are categorical and 6 are

quantitative. The Mushroom dataset describes species of gilled mushrooms. Each species

is identified as edible or poisonous. The dataset consists of 8124 tuples describing a total

of 23 attributes of which all 23 are categorical. The Spambase dataset describes properties

of emails. Emails are categorized as spam or non-spam. The dataset consists of 4601

tuples describing a total of 58 attributes of which 57 are quantitative and 1 is categorical.
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The Waveform dataset describes properties of waves. There are three categories of waves.

The dataset consists of 5000 tuples describing a total of 41 attributes of which 40 are

quantitative and 1 is categorical.

5.2 COSINE vs. STUCCO and CIGAR

We ran a series of discovery tasks to compare the results obtained by COSINE with those

obtained by STUCCO and CIGAR when mining for maximal valid contrast sets. For

each dataset, we use a minimum frequency threshold (MFT) of 0 and a minimum subset

support ratio threshold (MSSRT) of 0 for COSINE. CIGAR requires that four parame-

ters, the minimum support difference threshold (δ), the minimum support threshold (β),

minimum correlation threshold (λ), and minimum correlation difference threshold (υ) to

be set, while STUCCO requires two values, the minimum support difference threshold (δ)

and the specialization difference threshold (δs). The minimum support difference thresh-

old (MSDT) is used by all three algorithms so we can compare the results obtained by

COSINE with those obtained by STUCCO and CIGAR when mining for maximal valid

contrast sets as the minimum support difference threshold varies. The MSDT serves as

a constraint on the search space because no subtree of any contrast set that fails to meet

Criteria 3.2 needs to be explored further. The values used by CIGAR for β, λ, and υ

and by STUCCO for δs are shown in Table 5.2.

Table 5.2: Parameters used for CIGAR and STUCCO

CIGAR STUCCO

Dataset β λ υ δs

Census 0.01 0 0 0.01
Mushroom 0.02 0 0 0.01
Spambase 0.01 0 0 0.01
Waveform 0.01 0 0 0.01

For example, the results for the Mushroom dataset were generated using β = 0.02,

λ = 0, and υ = 0 for CIGAR and δs = 0.01 for STUCCO. For each algorithm, the
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results are averaged over 10 consecutive runs and a significance level of 0.95 is used in

the statistical tests.

In Section 5.2.1, we compare the run time of the three algorithms as the MSDT is

varied. In Section 5.2.2, we compare the interestingness of the contrast sets discovered.

In Section 5.2.3, we compare the maximum and average specificities of the contrast sets

discovered.

From our experiments, we draw two main conclusions. First, at low MSDT values,

the run time of COSINE when mining for maximal valid contrast sets is significantly

lower than that of STUCCO and CIGAR. Second, the average interestingness, average

specificity, and maximum specificity of the maximal valid contrast sets discovered by

COSINE are also significantly higher than that of those discovered by STUCCO, and

CIGAR.

5.2.1 Runtime

We compare the runtime performance of COSINE to STUCCO and CIGAR when min-

ing maximal valid contrast sets as the MSDT is varied. Figures 5.1(a) to 5.1(c) show

the average runtime for the three algorithms on the Census, Mushroom, and Waveform

datasets, respectively, as the MSDT is varied from 0 to 30. Figure 5.1(d) shows the

average run time for the Spambase dataset as the MSDT is varied from 0 to 15, as values

greater than 15 did not produce any contrast sets for all three methods.

For the Census, Mushroom, and Waveform datasets, COSINE has a significantly

lower runtime than STUCCO and CIGAR for values of the MSDT less than 5. For the

Spambase dataset, COSINE also has a significantly lower runtime than STUCCO and

CIGAR for values of the MSDT less than 2. When the MSDT is 0, on the Spambase

dataset, the run times of COSINE, STUCCO, and CIGAR are 1032, 4105, and 9228

seconds, respectively. That is COSINE takes 1/9th the time of CIGAR and 1/4 the time

of STUCCO, when the MSDT is 0. The difference in run times is significant because the
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Figure 5.1: Run Time vs. MSDT

MSDT serves as a mechanism to limit the search space, thus as its value approaches 0, the

improvements in run time for COSINE over STUCCO and CIGAR, are due to the fact

that COSINE scans the dataset once to generate 1-specific contrast sets and their support

then uses diffsets to determine the support of contrast sets with higher specificities as

the search space is descended while STUCCO and CIGAR require a separate scan of the

dataset to determine the support of contrast sets at each level of the search space. For

the Census, Mushroom, and Waveform datasets, when the MSDT is greater than 5, the

differences in runtime between COSINE, STUCCO, and CIGAR are negligible. For the

Spambase dataset, the differences are negligible when the MSDT is greater than 2. As

the MSDT increases, fewer contrast sets are large enough to meet the support difference

threshold, so both the run times and the differences in run times between the algorithms

decrease. For all four datasets, CIGAR consistently has the longest runtime, followed by
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STUCCO, and then COSINE.

5.2.2 Interestingness

We compare the interestingness of the maximal valid contrast sets discovered by COSINE

to STUCCO and CIGAR on the Census, Mushroom, Waveform, and Spambase datasets

using thirteen ranking measures: distribution difference (DD), growth rate (GR), un-

usualness (UN), coverage (COV), lift (LI), leverage (LEV), change of support (COS),

Jaccard coefficient (JAC), Yule’s Q coefficient (YUL), φ-coefficient (CHI), κ-coefficient

(KAP), conviction (CON), and collective strength (CS). Once again we vary the MSDT

from 0 to 30 for the Census, Mushroom, and Waveform datasets, and from 0 to 15 for the

Spambase dataset. We use a standard T-test at a confidence level of 95% to determine

whether there is a statistically significant difference between the average interestingness

values obtained by COSINE and STUCCO and those obtained by COSINE and CIGAR,

respectively.

These results are shown in Figures 5.2 to 5.5, where statistical significance of the

interestingness values obtained by COSINE versus STUCCO and CIGAR are plotted

against the MSDT for each of the four datasets. In the graphs shown, the statistical

significance is described by a three-step scale: white, black, and grey indicate that the

interestingness values obtained by COSINE are significantly higher, significantly lower,

and not significantly different, respectively, compared to those obtained by STUCCO

and CIGAR. For example, in Figure 5.5(a), when the MSDT is 0, the average interest-

ingness of the results obtained by COSINE are significantly higher than those obtained

by STUCCO for DD, GR, UN, COV, JAC, CHI, KAP, CON, and CS, significantly lower

for LI, LEV, and COS, and not significantly different than STUCCO for YUL.

Here we discuss the average interestingness results obtained for the Census dataset, as

shown in Figure 5.2. In Figure 5.2(a), the average interestingness of the results obtained

by COSINE are significantly higher than those obtained by STUCCO for DD, GR, COS,
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Figure 5.2: Interestingness Comparison - Census

YUL, CON, and CS for MSDT values from 0 to 0.75 and for UN, COV, JAC, CHI, and

KAP for MSDT values from 0 to 20. The results obtained by COSINE are significantly

lower for LI and LEV for all MSDT values.

In Figure 5.2(b), the average interestingness of the results obtained by COSINE are

generally significantly higher than those obtained by CIGAR for all measures except LI

and LEV, where there is no significant difference.

The average interestingness of the results obtained by COSINE versus STUCCO and

CIGAR for the Mushroom, Waveform, and Spambase datasets can be interpreted in a

similar manner, and is left as an exercise to the reader.
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(b) COSINE vs. CIGAR

Figure 5.3: Interestingness Comparison - Mushroom
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Figure 5.4: Interestingness Comparison - Waveform
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Figure 5.5: Interestingness Comparison - Spambase

Both STUCCO and CIGAR find a larger number of maximal contrast sets than

COSINE (see Appendix A for the raw data). The former because it uses a higher α value

than COSINE for significance tests particularly at higher levels of the search space, thus

it finds a large number of less specific contrast sets. The latter because it uses a lower

α value than COSINE at all levels of the search space, thus it finds a larger number of

contrast sets at all specificities. Our results demonstrate that on average he contrast

sets found by COSINE are more interesting than the additional contrast sets found by

STUCCO and CIGAR.
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5.2.3 Specificity

We compare the specificity of the maximal valid contrast sets discovered by COSINE to

STUCCO and CIGAR within the context of average and maximum specificities as the

MSDT is varied as described in the previous two sections. Once again we vary the MSDT

from 0 to 30 for the Census, Mushroom, and Waveform datasets, and from 0 to 15 for the

Spambase dataset. For the average specificity, we use a standard T-test at a confidence

level of 95% to determine whether there is a significant difference between the average

specificity values obtained by COSINE versus STUCCO and CIGAR, respectively.

The results are shown in Figure 5.6, where statistical significance of the average

specificity values obtained by COSINE versus STUCCO and CIGAR are plotted against

the MSDT for each of the four datasets. For the Spambase dataset, the MSDT is only

varied from 0 to 15, so the area of the graph for MSDT values from 20 to 30 does not

apply for the Spambase dataset. The raw data from which this figure was generated can

be found in Appendix A. In the graph, the statistical significance is described by a three-

step scale: white, black, and grey indicate that the average specificity values obtained

by COSINE are significantly higher, significantly lower, and not significantly different,

respectively, compared to those obtained by STUCCO and CIGAR. For example, when

the MSDT is 0, the average specificity of the results obtained by COSINE are significantly

higher than those obtained by STUCCO and CIGAR for all datasets.

For all four datasets, the average specificity of the maximal valid contrast sets discov-

ered by COSINE is generally significantly higher than that of STUCCO and CIGAR for

MSDT values from 0 to 5. For MSDT values from 10 to 30, the average specificity ob-

tained by COSINE is generally not significantly different from that obtained by STUCCO

and CIGAR, except for a few high MSDT values obtained by CIGAR on the Waveform

dataset where COSINE is significantly lower.

Figures 5.7(a) to 5.7(d) show the maximum specificity of the maximal valid contrast
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Figure 5.6: Comparison of Average Specificity

sets discovered by COSINE, STUCCO, and CIGAR on the Census, Mushroom, Wave-

form, and Spambase datasets, respectively, as the MSDT is varied.

For the Census, and Spambase datasets, the maximum specificity of the maximal con-

trast sets discovered by COSINE is higher than that of STUCCO and CIGAR for MSDT

values from 0 to 2. For the Mushroom dataset, the maximum specificity of the maximal

contrast sets discovered by COSINE is significantly higher than that of STUCCO for all

MSDT values. For the Waveform dataset, there is no difference between the maximum

specificities of the maximal contrast sets discovered by COSINE and STUCCO, while

COSINE is only lower than that of CIGAR for MSDT values from 0 to 0.05 and 10 to 20.

Above MSDT values of 2 on the Census and Spambase datasets, the maximum specificity

of the maximal contrast sets discovered by COSINE is at least as high as than that of

STUCCO and CIGAR.
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Figure 5.7: Maximum Specificity vs. MSDT

5.3 Evaluation of the COSINE Algorithm

COSINE utilizes two constraints, the minimum subset support ratio threshold (MSSRT)

and the minimum frequency threshold (MFT), in the search for valid contrast sets. In this

section we examine the effect of both these constraints on the run time, interestingness,

and specificity of the maximal valid contrast sets discovered by COSINE. In Section 5.3.1,

we examine the MSSRT and in Section 5.3.2, we examine the MFT.

5.3.1 Minimum Subset Support Ratio Threshold (MSSRT)

We ran a series of discovery tasks on the Census, Mushroom, Waveform, and Spambase

datasets to evaluate the effect of the MSSRT as a constraint on the COSINE algorithm

for mining maximal contrast sets. For each dataset, we use an MFT of 0 and an MSDT of
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0 for COSINE, we average the results over 10 consecutive runs, and we use a significance

level of 0.95. In section 5.3.1.1, we examine the run time of COSINE as the MSSRT is

varied. In Section 5.3.1.2, we examine the interestingness of the contrast sets discovered

by COSINE as the MSSRT is varied. In Section 5.3.1.3, we examine the maximum and

average specificity of the contrast sets discovered by COSINE as the MSSRT is varied.

5.3.1.1 Runtime

We evaluate the runtime performance of COSINE when mining maximal valid contrast

sets as the MSSRT is varied. Figures 5.8(a) to 5.8(d) show the average runtime for

COSINE on the Census, Mushroom, Waveform, and Spambase datasets, respectively, as

the MSSRT is varied from 0 to 0.99.
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Figure 5.8: Run time vs. MSSRT

For all four datasets, the run time of COSINE decreases as the MSSRT is increased,
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however, the run times begin to plateau when the MSSRT is greater than 0.2 for the

Census dataset, 0.5 on the Mushroom dataset, 0.3 for the Waveform dataset and 0.05 for

the Spambase dataset. Additionally, the run time of COSINE sharply decreases as the

MSSRT increases from 0.05 to 0.1 on the Spambase dataset, and from 0.1 to 0.3 on the

Waveform dataset. A decrease in runtime as the MSSRT increases occurs because the

MSSRT serves as a constraint on the depth of the search space and as its value increases,

less contrast sets will meet this threshold and therefore COSINE will take less time to

complete the search.

5.3.1.2 Interestingness

We evaluate the interestingness of the maximal valid contrast sets discovered by COSINE

on the Census, Mushroom, Waveform, and Spambase datasets using thirteen ranking

measures: distribution difference (DD), growth rate (GR), unusualness (UN), coverage

(COV), lift (LI), leverage (LEV), change of support (COS), Jaccard coefficient (JAC),

Yule’s Q coefficient (YUL), φ-coefficient (CHI), κ-coefficient (KAP), conviction (CON),

and collective strength (CS). Once again, we vary the MSSRT from 0 to 0.99 for the

Census, Mushroom, Waveform, and Spambase datasets. We use a standard T-test at a

confidence level of 95% to determine whether there is a statistically significant difference

between the average interestingness values obtained by COSINE when the MSSRT is 0,

and those obtained by COSINE when the MSSRT is greater than 0.

The results are shown in Figures 5.9(a) to 5.9(d), where statistical significance of

the interestingness values obtained by COSINE when the MSSRT is 0 versus the inter-

estingness values obtained by COSINE when the MSSRT is greater than 0 are plotted

against the MSSRT for each of the four datasets. In the graphs shown, the statistical

significance is described by a three-step scale: white, black, and grey indicate that the

interestingness values obtained by COSINE when the MSSRT is greater than 0 are signif-

icantly higher, significantly lower, and not significantly different, respectively, compared
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Figure 5.9: Significance Values vs. MSSRT

to those obtained by COSINE when the MSSRT is 0. For example, in Figure 5.9(a), the

average interestingness of the results obtained by COSINE when the MSSRT is 0.01 is

significantly higher than those obtained by COSINE when the MSSRT is 0 for DD, GR,

UN, COV, LI, COS, JAC, YUL, CHI, KAP, CON, and CS, and significantly lower for

LEV.

In Figure 5.9(a), the average interestingness of the results obtained by COSINE for

MSSRT values from 0.01 to 0.7 is significantly higher than the results obtained by CO-

SINE when the MSSRT is 0 for all measures except for LEV, where it is significantly

lower. The average interestingness of the results obtained by COSINE for MSSRT values

from 0.8 to 0.99 is significantly lower than the results obtained by COSINE when the
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MSSRT is 0 for DD, LI, COS, and YUL, and significantly higher for all other measures.

The average interestingness of the results obtained by COSINE when the MSSRT is

greater than 0 versus the interestingness values obtained by COSINE when the MSSRT

is 0 for the Mushroom, Waveform, and Spambase datasets can be interpreted in a similar

manner.

For three of the four datasets, the average interestingness of the results obtained

by COSINE for MSSRT values from 0.01 to 0.7 is generally significantly higher than

the interestingness values obtained by COSINE when the MSSRT is 0. These results

demonstrate that contrast sets, where the group support deviates least from the group

support of their immediate superset, have lower interestingness values, thus removing

them produces a subset of contrast sets that is on average more interesting.

5.3.1.3 Specificity

We evaluate the specificity of the maximal valid contrast sets discovered by COSINE

within the context of average and maximum specificities as the MSSRT is varied as

described in the previous two sections. Tables 5.3 to 5.6 show the number of maximal

valid contrast sets discovered by COSINE as the MSSRT is varied from 0 to 0.99.

Table 5.3: Summary of Contrast Sets discovered - Census

MSSRT

k 0.00 0.01 0.05 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 0.99

1 0 8 14 14 14 14 14 14 15 15 15 15 28
2 1 0 2 3 5 8 9 9 11 12 12 13 38
3 12 7 15 12 5 3 3 3 1 1 3 6 14
4 75 64 40 27 9 4 4 3 3 6 9 24 2
5 277 254 159 88 25 9 9 10 9 13 11 19 3
6 690 640 426 204 60 28 16 12 13 13 10 10 0
7 1052 1024 717 396 91 43 28 28 23 10 13 3 1
8 1290 1280 931 486 136 68 23 14 10 10 9 0 0
9 1084 1082 911 467 95 41 16 8 16 8 3 0 0
10 766 761 646 372 79 33 14 13 4 2 0 0 0
11 450 450 399 202 47 22 4 0 0 0 0 0 0
12 238 238 222 113 35 3 0 0 0 0 0 0 0
13 74 74 71 57 15 0 0 0 0 0 0 0 0

In Table 5.3, the k column describes the specificity of the contrast sets, and the
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MSSRT column describes the MSSRT values. Each entry at a given k represents the

number of maximal valid k-specific contrast sets discovered at the corresponding MSSRT

value. For instance, when the MSSRT is 0, COSINE did not discover any 1-specific

contrast sets but it discovered 1084 9-specific contrast sets. A dotted line occurs at the

specificity k which represents the maximum specificity of the maximal valid contrast sets

for each MSSRT value. For example, when the MSSRT is 0, the maximum specificity

is 13, however when the MSSRT is 0.99, the maximum specificity is 7. A dashed line

occurs at the specificity k which represents the floor of the average specificity of the

maximal valid contrast sets for each MSSRT value. For example, when the MSSRT is 0,

the average specificity is 8, however when the MSSRT is 0.99, the average specificity is

2.

In Table 5.3, the maximum specificity of the maximal valid contrast sets discovered

for MSSRT values from 0 to 0.2 is 13. The average specificity of the maximal valid

contrast sets discovered for MSSRT values from 0 to 0.2 is 8. This means that increasing

the MSSRT from 0 through to 0.2 did not affect the maximum depth of the search space

to which COSINE could find maximal valid contrast sets. For MSSRT values above 0.2,

the average and maximal specificities decline steadily, though when the MSSRT is 0.99,

COSINE still discovers 7-specific contrast sets.

Similarly, in Tables 5.4 to 5.6, the average and maximal specificities of the maximal

valid contrast sets are unchanged for MSSRT values form 0 to 0.5 for the Mushroom

dataset, 0 to 0.3 for the Waveform dataset, and 0 to 0.05 for the Spambase dataset.

These results demonstrate that using lower values for the MSSRT as a constraint on the

search process does not reduce the maximal or average specificity of the maximal valid

contrast sets discovered.
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Table 5.4: Summary of Contrast Sets discovered - Mushroom

MSSRT

k 0.00 0.01 0.05 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 0.99

1 0 0 0 0 0 1 1 1 5 5 6 6 6
2 0 0 0 0 1 0 0 0 3 3 2 1 2

3 0 0 0 1 2 2 2 2 1 3 3 4 6
4 0 0 0 1 1 0 0 0 1 0 2 7 5
5 1 1 2 3 5 7 8 8 9 15 15 10 10
6 13 13 14 10 8 18 17 17 17 16 16 14 6
7 68 68 69 50 30 32 36 36 36 34 40 19 10
8 131 131 129 99 54 47 37 37 34 28 21 14 3
9 228 228 228 197 118 79 59 59 28 25 12 6 3
10 176 176 176 157 99 73 67 67 46 15 13 6 3
11 291 290 289 242 158 92 60 60 14 16 8 8 4
12 243 241 240 158 92 47 32 32 10 6 2 0 0
13 157 157 159 130 76 60 25 25 8 5 2 2 2
14 80 80 78 64 35 20 9 9 0 0 0 0 0
15 44 43 42 27 10 4 3 3 0 0 0 0 0
16 43 43 43 29 19 9 1 1 0 0 0 0 0

Table 5.5: Summary of Contrast Sets discovered - Waveform

MSSRT

k 0.00 0.01 0.05 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 0.99

1 2 2 5 5 6 6 7 13 46 82 100 104 104
2 379 379 309 237 214 176 125 131 — 67 32 14 12 12
3 11890 11885 11881 11664 10277 8139 1918 159 62 3 2 2 2
4 20009 20009 20009 20001 19819 18876 3565 10 3 0 0 0 0
5 562 562 562 562 562 559 208 0 0 0 0 0 0

Table 5.6: Summary of Contrast Sets Discovered - Spambase

MSSRT

k 0.00 0.01 0.05 0.10 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90 0.99

1 1 1 0 0 0 1 1 1 1 2 2 2 21
2 91 91 95 249 404 512 521 567 620 736 738 758 574
3 483 483 243 300 447 432 426 401 343 131 140 111 0
4 1045 1045 879 790 571 200 129 68 60 34 11 0 0
5 2971 2971 2636 1160 182 8 1 0 0 0 0 0 0
6 4714 4714 5436 826 18 0 0 0 0 0 0 0 0
7 5506 5506 6491 443 1 0 0 0 0 0 0 0 0
8 5670 5670 6343 200 0 0 0 0 0 0 0 0 0
9 8278 8278 7374 32 0 0 0 0 0 0 0 0 0
10 8641 8641 6750 1 0 0 0 0 0 0 0 0 0
11 6332 6332 4347 0 0 0 0 0 0 0 0 0 0
12 2670 2443 2008 0 0 0 0 0 0 0 0 0 0
13 1181 1001 919 0 0 0 0 0 0 0 0 0 0
14 433 420 397 0 0 0 0 0 0 0 0 0 0
15 140 140 140 0 0 0 0 0 0 0 0 0 0
16 42 42 42 0 0 0 0 0 0 0 0 0 0
17 11 11 11 0 0 0 0 0 0 0 0 0 0
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5.3.2 Minimum Frequency Threshold

We ran a series of discovery tasks on the Census, Mushroom, Waveform, and Spambase

datasets to evaluate the effect of the MFT as a constraint on the COSINE algorithm for

mining maximal contrast sets. For each dataset, we use an MSSRT of 0 and an MSDT of

0 for COSINE, we average the results over 10 consecutive runs, and we use a significance

level of 0.95. In section 5.3.2.1, we examine the run time of COSINE as the MFT is

varied. In Section 5.3.2.2, we examine the interestingness of the contrast sets discovered

by COSINE as the MFT is varied. In Section 5.3.2.3, we examine the maximum and

average specificity of the contrast sets discovered by COSINE as the MFT is varied.

5.3.2.1 Runtime

We evaluate the run time performance of COSINE when mining maximal valid contrast

sets as the MFT is varied. Figures 5.10(a) and 5.10(b) show the average runtime for

COSINE on the Census and Mushroom, respectively, as the MFT is varied from 0 to 0.5.

Figure 5.10(c) shows the average runtime for COSINE on the Waveform dataset as the

MFT is varied from 0 to 0.2, as values greater than 0.2 did not produce any contrast sets.

Figure 5.10(d) shows the average runtime for COSINE on the Spambase dataset as the

MFT is varied from 0 to 0.9, as values up to 0.9 also produced maximal valid contrast

sets.

In Figures 5.10(a), 5.10(b), and 5.10(c) there is a sharp decrease in the run time

of COSINE as the MFT increases from 0 to 0.01, declining more gradually thereafter,

eventually plateauing for MFT values greater than 0.02 for the Census and Waveform

datasets, and 0.05 on the Mushroom dataset. For the Spambase dataset, there is a

sharp decrease in the run time as the MFT is increased from 0 to 0.05, decreasing more

gradually as the MFT is increased from 0.05 to 0.2. The run time increases again as

the MFT is increased from 0.2 to 0.4, declining sharply thereafter. Generally, a decrease
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Figure 5.10: Run time vs. MFT

in run time as the MFT increases occurs because the MFT serves as a constraint on

the depth of the search space and as its value increases, less contrast sets will meet this

threshold and therefore COSINE will take less time to complete the search. Additionally,

as the depth of the search space is constrained, branches of the search space which would

have otherwise been pruned away because a more specific superset that subsumes would

have been found, would also have to be explored, possibly increasing the running time.

5.3.2.2 Interestingness

We evaluate the interestingness of the maximal valid contrast sets discovered by COSINE

on the Census, Mushroom, Waveform, and Spambase datasets using thirteen ranking

measures: distribution difference (DD), growth rate (GR), unusualness (UN), coverage

(COV), lift (LI), leverage (LEV), change of support (COS), Jaccard coefficient (JAC),
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Yule’s Q coefficient (YUL), φ-coefficient (CHI), κ-coefficient (KAP), conviction (CON),

and collective strength (CS). Once again we vary the MFT from 0 to 0.5 for the Cen-

sus, and Mushroom datasets, 0 to 0.2 for the Waveform dataset, and from 0 to 0.9 for

the Spambase dataset. We again use a standard T-test at a confidence level of 95% to

determine whether there is a statistically significant difference between the average inter-

estingness values obtained by COSINE at an MFT of 0 and those obtained by COSINE

when the MFT is greater than 0.
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Figure 5.11: Significance Values vs. MFT

The results are shown in Figures 5.11a to 5.11d, where statistical significance of the

interestingness values obtained by COSINE when the MFT is 0 versus the interesting-

ness values obtained by COSINE when the MFT is greater than 0 are plotted against
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the MFT for each of the four datasets. In the graphs shown, the statistical significance is

described by a three-step scale: white, black, and grey indicate that the interestingness

values obtained by COSINE when the MFT is greater than 0 are significantly higher, sig-

nificantly lower, and not significantly different, respectively, compared to those obtained

by COSINE when the MFT is 0. For example, in Figure 5.11(a), the average interest-

ingness of the results obtained by COSINE when the MFT is 0.01 is significantly higher

than those obtained by COSINE when the MFT is 0 for UN, COV, JAC, CHI, and KAP,

significantly lower for DD, GR, LI, LEV, COS, YUL, and CON, and not significantly

different for CS.

In Figures 5.11(a), 5.11(c), and 5.11(d), the average interestingness of the results

obtained by COSINE when the MFT is greater than 0 is significantly higher than those

obtained by COSINE when the MFT is 0 for UN, COV, JAC, CHI, and KAP, significantly

lower for DD, GR, LI, LEV, COS, YUL, and CON, and not significantly different for CS.

In Figure 5.11(b), the average interestingness of the results obtained by COSINE for

MFT values from 0.01 to 0.05 is significantly higher than those obtained by COSINE

when the MFT is 0 for all measures. However, the average interestingness of the results

obtained by COSINE when the MFT is greater than 0.05 is significantly higher than

those obtained by COSINE when the MFT is 0 for UN, COV, JAC, CHI, KAP, and CS,

significantly lower for DD, LEV, and COS, and not significantly different for GR, LI,

YUL, and CON.

For three of the four datasets, the average interestingness of the results obtained by

COSINE for MFT values greater than 0 is significantly higher than the interestingness

values obtained by COSINE when the MFT is 0 for only 5 of the 13 ranking measures.

These results demonstrate that selecting contrast sets with high support does not neces-

sarily produce a subset of contrast sets that is on average more interesting.
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5.3.2.3 Specificity

We evaluate the specificity of the maximal valid contrast sets discovered by COSINE

within the context of average and maximum specificities as the MFT is varied as described

in the previous two sections. Tables 5.7 and 5.8 show the number of maximal valid

contrast sets discovered by COSINE as the MFT is varied from 0 to 0.5. Table 5.9 shows

the number of maximal valid contrast sets discovered by COSINE as the MFT is varied

from 0 to 0.9. Table 5.10 shows the number of maximal valid contrast sets discovered by

COSINE as the MFT is varied from 0 to 0.2. The columns have the same meaning as

Table 5.3.

Table 5.7: Summary of Contrast Sets discovered - Census

MFT

k 0.00 0.01 0.02 0.05 0.10 0.15 0.20 0.30 0.40 0.50

1 0 0 0 0 0 0 0 0 0 0
2 1 6 3 9 3 3 2 2 1 1
3 12 60 35 15 25 10 1 6 5 2
4 75 155 87 47 23 9 12 1 5 1
5 277 271 168 70 24 8 8 4 2 0
6 690 468 220 63 20 14 6 1 0 0
7 1052 434 202 54 8 2 0 1 0 0
8 1290 308 144 26 2 2 1 0 0 0
9 1084 173 43 8 2 0 0 0 0 0
10 766 56 12 2 0 0 0 0 0 0
11 450 8 1 0 0 0 0 0 0 0
12 238 0 0 0 0 0 0 0 0 0
13 74 0 0 0 0 0 0 0 0 0

In Tables 5.7, 5.8, and 5.10 the average and maximal specificities of the maximal valid

contrast sets discovered by COSINE decrease steadily as the MFT increases from 0 to 0.5,

0 to 0.2, respectively. In Table 5.9, the maximal specificity of the maximal valid contrast

sets discovered by COSINE initially remains constant at 17 for MFT values from 0.01

to 0.4, but it decreases sharply thereafter. The average specificity of the maximal valid

contrast sets discovered by COSINE initially never decreases below 8 for MFT values

from 0 to 0.4, but it decreases thereafter.

These results demonstrate that using the MFT as a constraint on the search process

reduces the maximal or average specificity of the maximal valid contrast sets discovered.
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Table 5.8: Summary of Contrast Sets discovered - Mushroom

MFT

k 0.00 0.01 0.02 0.05 0.10 0.15 0.20 0.30 0.40 0.50

1 0 0 0 0 0 0 0 0 0 0
2 0 0 0 0 0 0 0 1 1 0
3 0 0 0 2 0 1 6 2 3 3
4 0 1 1 22 10 12 14 9 9 4
5 1 17 45 36 50 24 11 14 16 7
6 13 66 69 51 104 45 36 20 8 1
7 68 130 182 72 162 60 37 9 2 0
8 131 266 215 91 126 30 25 6 0 0
9 228 206 301 86 174 15 3 2 0 0
10 176 452 271 24 113 17 4 0 0 0
11 291 249 142 18 40 1 1 0 0 0
12 243 130 84 2 30 1 1 0 0 0
13 157 104 46 1 6 0 0 0 0 0
14 80 49 15 0 0 0 0 0 0 0
15 44 10 0 0 0 0 0 0 0 0
16 43 1 0 0 0 0 0 0 0 0

Table 5.9: Summary of Contrast Sets Discovered - Spambase

MFT

k 0.00 0.01 0.02 0.05 0.10 0.15 0.20 0.30 0.40 0.50 0.60 0.70 0.80 0.90

1 1 0 1 1 1 1 1 1 0 1 0 0 2 4
2 91 95 87 29 17 19 18 19 1 19 15 34 32 26
3 483 243 134 66 20 25 16 15 19 20 623 658 280 4
4 1045 879 306 175 71 112 53 19 15 127 4636 2700 254 0
5 2971 2636 721 531 219 294 297 11 20 678 10331 2839 13 0
6 4714 5436 1814 956 566 582 894 13 71 1923 7645 675 0 0
7 5506 6491 2649 1217 1283 625 592 57 608 1973 1288 11 0 0
8 5670 6343 3741 1220 2881 2286 55 69 1942 5346 16 0 0 0
9 8278 7374 5708 2437 4317 3121 76 268 4292 12168 0 0 0 0
10 8641 6750 7132 2912 3480 1075 171 817 6613 8958 0 0 0 0
11 6332 4347 6448 1794 1123 230 213 947 7692 2037 0 0 0 0
12 2670 2008 2331 760 347 259 259 1133 5823 381 0 0 0 0
13 1181 919 786 473 219 219 219 661 3092 353 0 0 0 0
14 433 397 345 323 194 194 194 310 1362 90 0 0 0 0
15 140 140 128 126 121 121 121 98 334 1 0 0 0 0
16 42 42 42 42 42 42 42 34 104 0 0 0 0 0
17 11 11 11 11 11 11 11 11 2 0 0 0 0 0

Table 5.10: Summary of Contrast Sets discovered - Waveform

MFT

k 0.00 0.01 0.02 0.05 0.10 0.15 0.20

1 2 11 13 41 82 58 32
2 379 1340 2230 316 0 0 0
3 11890 8034 171 0 0 0 0
4 20009 12 0 0 0 0 0
5 562 0 0 0 0 0 0
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5.4 Evaluation of GENCCS

GENCCS utilizes the minimum mutual information threshold (MMIT) and the minimum

all-confidence threshold (MACT) to prune attributes and the combine sets of 1-specific

contrast sets, respectively, so that only the attribute-interval pairs that are highly cor-

related are combined. In this section, we examine the effect of both these constraints

on the run time, interestingness, and specificity of the maximal correlated valid contrast

sets using four variants of our algorithm which vary the MMIT: GENCCS (sets MMIT to

half of the average mutual information), GENCCS-0 (sets the MMIT to 0), GENCCS-1

(sets the MMIT to the average mutual information), and GENCCS-2 (sets the MMIT to

double the average mutual information).

We use the same datasets to evaluate GENCCS as were used for the evaluation of

COSINE: namely Census, Mushroom, Waveform, and Spambase. The objective is to

evaluate the performance of GENCCS when mining maximal correlated valid contrast

sets. For each dataset, we set the minimum subset support ratio threshold (MSSRT) to

0, the minimum frequency threshold (MFT) to 0 and the minimum support difference

threshold (MSDT) to 0. We average the results over 10 consecutive runs, using a signifi-

cance level of 0.95. In section 5.4.1, we examine the run time of GENCCS as the MACT

is varied. In Section 5.4.2, we examine the interestingness of the correlated contrast sets

discovered by GENCCS as the MACT is varied. In Section 5.4.3, we examine the max-

imum and average specificity of the correlated contrast sets discovered by GENCCS as

the MACT is varied. In Section 5.4.4, we examine the cardinality of the longest combine

sets of the contrast sets discovered by GENCCS as the MACT is varied.

From our experiments, we draw four main conclusions. First, the run times of

GENCCS, GENCCS-1, and GENCCS-2 are significantly lower than that of COSINE.

Second, the average interestingness values of the maximal correlated valid contrast sets

discovered by GENCCS are significantly higher than that of those discovered by COSINE.
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Third, the maximum specificity of the maximal correlated valid contrast sets discovered

decreases as the MMIT is increased but is constant as the MACT is increased. Fourth, the

average specificity of the maximal correlated valid contrast sets discovered by GENCCS,

GENCCS-0, GENCCS-1, and GENCCS-2 at higher MACT values is significantly higher

than when the MACT is 0.

5.4.1 Runtime

We compare the run time performance of GENCCS, GENCCS-0, GENCCS-1, and

GENCCS-2 to COSINE when mining maximal correlated valid contrast sets as the

MACT is varied. Figures 5.12(a) to 5.12(d) show the average runtime for GENCCS,

GENCCS-0, GENCCS-1, and GENCCS-2 on the Census, Mushroom, Waveform, and

Spambase datasets, respectively, as the MACT is varied from 0% to 200% of the average

all-confidence. For comparison, we also show the average runtime for COSINE, repre-

sented as a dashed line. The run time for COSINE is a constant value because the MACT

is not a constraint on the COSINE algorithm, thus increasing its value has no effect on

the time taken by COSINE to discover maximal valid contrast sets.

When the MACT is 0, the search space generated and subsequently the maximal

contrast sets discovered by GENCCS-0 is identical to that of COSINE. However, the run

times of GENCCS-0 and COSINE are different because of the additional time it takes to

measure the mutual information and all confidence in GENCCS-0. The difference in run

times between GENCCS and COSINE gives us a measure of the cost of determining the

mutual information and all confidence. For example, the cost for the Spambase dataset

is 1898 seconds (i.e., the difference between the run times of GENCCS-0 (2930) and

COSINE (1032)). The cost is highest for the Spambase dataset at 1898 seconds (i.e, a

183% increase), followed by the Waveform dataset at 122 seconds (i.e., a 143% increase),

then the Census dataset at 133 seconds (i.e., a 82% increase), and finally the Mushroom

dataset at 50 seconds (i.e., a 30% increase).

119



 100

 150

 200

 250

 300

 350

0 25 50 75 100 150 200

T
im

e 
(s

)

MACT (%)

GENCCS
GENCCS-0
GENCCS-1
GENCCS-2

COSINE

(a) Census

 0

 50

 100

 150

 200

 250

 300

0 25 50 75 100 150 200

T
im

e 
(s

)

MACT (%)

GENCCS
GENCCS-0
GENCCS-1
GENCCS-2

COSINE

(b) Mushroom

 100

 150

 200

 250

 300

 350

0 25 50 75 100 150 200

T
im

e 
(s

)

MACT (%)

GENCCS
GENCCS-0
GENCCS-1
GENCCS-2

COSINE

(c) Waveform

 500

 1000

 1500

 2000

 2500

 3000

0 25 50 75 100 150 200

T
im

e 
(s

)

MACT (%)

GENCCS
GENCCS-0
GENCCS-1
GENCCS-2

COSINE

(d) Spambase

Figure 5.12: Run time vs. MACT

For the Census, Mushroom, and Spambase datasets, GENCCS, GENCCS-1, and

GENCCS-2 have a significantly lower runtime than COSINE at all MACT values.

GENCCS-0, however, has a higher runtime than COSINE for all MACT values on the

Census dataset but the runtime declines to that of COSINE when the MACT is 150%

on the Spambase dataset and below that of COSINE when the MACT is above 75%

on the Mushroom dataset. The difference in run times is significant because measuring

the mutual information for all pairs of attributes and measuring the all-confidence of all

1-specific contrast sets adds to the run time of the algorithm thus any improvements over

COSINE means that the cost of measuring the mutual information and all-confidence are

outweighed by the benefit of them reducing the search space. For the Waveform dataset,

all four algorithms, GENCCS, GENCCS-0, GENCCS-1, and GENCCS-2 have a higher

runtime than COSINE at all MACT values.
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5.4.2 Interestingness

We compare the interestingness of the maximal valid contrast sets discovered by GENCCS,

GENCCS-0, GENCCS-1, and GENCCS-2 to COSINE on the Census, Mushroom, Wave-

form, and Spambase datasets using thirteen ranking measures: distribution difference

(DD), growth rate (GR), unusualness (UN), coverage (COV), lift (LI), leverage (LEV),

change of support (COS), Jaccard coefficient (JAC), Yule’s Q coefficient (YUL), φ-

coefficient (CHI), κ-coefficient (KAP), conviction (CON), and collective strength (CS).

Once again, we vary the MACT from 0% to 200% of the average all confidence. We use a

standard T-test at a confidence level of 95% to determine whether there is a statistically

significant difference between the average interestingness values obtained by GENCCS

and COSINE, GENCCS-0 and COSINE, GENCCS-1 and COSINE, and GENCCS-2,

respectively.

These results are shown in Figures 5.13 to 5.16. In Figures 5.13 to 5.16, the differ-

ence in the interestingness values obtained by GENCCS, GENCCS-0, GENCCS-1, and

GENCCS-2, respectively versus COSINE are plotted against the MACT for each of the

four datasets. Once again, white, black, and grey indicate that the interestingness values

are significantly higher, significantly lower, and not significantly different, respectively.

In Figure 5.13(a), the average interestingness of the results obtained by GENCCS is

significantly higher than those obtained by COSINE for GR, UN, COV, LI, JAC, CHI,

YUL, KAP, and CON, significantly lower for LEV, and not significantly different than

COSINE for DD, COS, and CS, for all MACT values.

In Figure 5.13(b), the average interestingness of the results obtained by GENCCS-0

is not significantly different from those obtained by COSINE for all measures for MACT

values from 0 to 50%. Above MACT values of 50%, the average interestingness of the

results obtained by GENCCS are significantly higher than those obtained by COSINE for

UN, COV, JAC, CHI, KAP, CON, and CS, significantly lower for LI, and not significantly
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(a) GENCCS vs. COSINE
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(b) GENCCS-0 vs. COSINE
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(c) GENCCS-1 vs. COSINE
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(d) GENCCS-2 vs. COSINE

Figure 5.13: Significance Values vs. MACT - Census

different than COSINE for DD, GR, LEV, COS and YUL

In Figures 5.13(c) and 5.13(d), the average interestingness of the results obtained by

GENCCS-1 and GENCCS-2 are significantly higher than those obtained by COSINE for

UN, COV, JAC, CHI, KAP, and CON, significantly lower for LI, LEV, and COS, and not

significantly different than COSINE for DD, GR, YUL, and CS, for all MACT values.

The average interestingness of the results obtained by each of GENCCS-0, GENCCS,

GENCCS-1, and GENCCS-2 versus COSINE for the Mushroom, Waveform, and Spam-

base datasets can be interpreted in a similar manner, and is left as an exercise for the

reader.

Our results demonstrate, on average, that the contrast sets found by GENCCS,
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(b) GENCCS-0 vs. COSINE
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(c) GENCCS-1 vs. COSINE
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(d) GENCCS-2 vs. COSINE

Figure 5.14: Significance Values vs. MACT - Mushroom

GENCCS-0, GENCCS-1, and GENCCS-2, are either significantly more interesting or

not significantly different than the contrast sets found by COSINE. They also demon-

strate that of the four variants, GENCCS most often produces the most interesting

results. This is a very significant result because it demonstrates that combining only the

attribute-interval pairs that are highly correlated produces a subset of contrast sets that

is either significantly more interesting or not significantly different than the contrast sets

obtained by combining all possible attribute-interval pairs. Having already demonstrated

the improvements in run time, the results with interestingness values further validate the

choice of GENCCS over COSINE.
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(a) GENCCS vs. COSINE
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(b) GENCCS-0 vs. COSINE
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(c) GENCCS-1 vs. COSINE
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(d) GENCCS-2 vs. COSINE

Figure 5.15: Significance Values vs. MACT - Waveform

5.4.3 Specificity

We compare the specificity of the maximal valid contrast sets discovered by GENCCS,

GENCCS-0, GENCCS-1, and GENCCS-2 to COSINE within the context of average and

maximum specificities as the MACT is varied. For the average specificity, we use a

standard T-test at a confidence level of 95% to determine whether there is a significant

difference between the average specificity values when the MACT is 0, and those obtained

when the MACT is greater than 0. Once again, we use the white, black, and grey three-

step scale to compare statistical significance.

The results for average specificity are shown in Figures 5.17(a) to 5.17(d) for the
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(a) GENCCS vs. COSINE
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(b) GENCCS-0 vs. COSINE
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(c) GENCCS-1 vs. COSINE
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(d) GENCCS-2 vs. COSINE

Figure 5.16: Significance Values vs. MACT - Spambase

Census, Mushroom, Waveform, and Spambase datasets, respectively. The raw data from

which these figures were generated can be found in Appendix B.

In Figures 5.17(a), 5.17(c) and 5.17(d), the average specificity of the results obtained

by GENCCS and GENCCS-0 for MACT values from 50% to 200% is significantly higher

than the results obtained when the MACT is 0. For the Mushroom dataset, in Fig-

ure 5.17(b), the average specificity of the results obtained by GENCCS and GENCCS-0

for MACT values from 25% to 100% is not significantly different than the results obtained

by GENCCS and GENCCS-0 when the MACT is 0, but significantly lower for MACT

values from 150 to 200%.

For the Waveform and Spambase datasets, the average specificity of the results ob-
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Figure 5.17: Comparison of Average Specificity

tained by GENCCS-1 for MACT values of 25% to 200% is generally significantly higher

than the results obtained when the MACT is 0, except when the MACT is 50% for the

Waveform dataset, where there is no significant difference. For the Census and Mush-

room datasets, the average specificity of the results obtained by GENCCS-1 for MACT

values of 25% to 200% is generally not significantly different than the results obtained

when the MACT is 0, except when the MACT is above 100% for the Mushroom dataset,

where it is significantly lower.

The average specificity of the results obtained by GENCCS-2 for MACT values form

25% to 200% is generally not significantly different than the results obtained when the

MACT is 0 except for MACT values above 50% for the Waveform dataset where it
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is significantly higher, and MACT values above 100% and 150% for the Census and

Spambase datasets, respectively, where it is significantly lower.

Our results demonstrate that, in general, increasing the MACT significantly increases

the average specificity of the contrast sets discovered for GENCCS and GENCCS-0.

Table 5.11 shows the maximum specificity of the maximal valid contrast sets discov-

ered by GENCCS, GENCCS-0, GENCCS-1, and GENCCS-2 on the Census, Mushroom,

Waveform, and Spambase datasets, respectively.

Table 5.11: Maximum Specificity

Maximum Specificity
Dataset GENCCS GENCCS-0 GENCCS-1 GENCCS-2 COSINE
Census 8 13 4 3 13
Mushroom 12 16 10 9 16
Waveform 5 5 5 5 5
Spambase 17 17 15 15 17

For all four datasets, the maximum specificity of the maximal correlated contrast

sets discovered by GENCCS, GENCCS-0, GENCCS-1, and GENCCS-2 is unchanged

when the MACT is increased. Also, the maximum specificity of the maximal correlated

contrast sets discovered by GENCCS-0 is the same as that of COSINE.

For the Census dataset, the maximum specificity decreased from 13 with GENCCS-

0 through to 8 with GENCCS, to 4 with GENCCS-1, then 3 with GENCCS-2. This

represents a decline as the MMIT is increased. Similarly, on the Mushroom dataset, the

maximum specificity decreased from 16 with GENCCS-0 through to 12 with GENCCS,

to 10 with GENCCS-1, then 9 with GENCCS-2. However, on the Spambase dataset, the

maximum specificity remained at 17 for both GENCCS-0 and GENCCS but declined to

15 for both GENCCS-1 and GENCCS-2, while on the Waveform dataset, the maximum

specificity remains at 5 for each of GENCCS-0, GENCCS, GENCCS-1, and GENCCS-

2. This means that increasing the MACT did not affect the depth of the search space

to which either GENCCS, GENCCS-0, GENCCS-1, or GENCCS-2 could find maximal

correlated valid contrast sets, while increasing the MMIT did.
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5.4.4 Cardinality of the Longest Combine Set

We compare the percentage decrease in the cardinality of the longest combine sets for

each of GENCCS, GENCCS-0, GENCCS-1, and GENCCS-2 to the longest combine sets

for COSINE when mining maximal valid contrast sets as the MACT is varied. The

results are shown in Figures 5.18(a) to 5.18(d) for the Census, Mushroom, Waveform,

and Spambase datasets, respectively.
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(c) Waveform
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(d) Spambase

Figure 5.18: % Decrease in the Cardinality of the Longest Combine Set vs. MACT

When the MACT is 0, GENCCS-0 is equivalent to COSINE, in terms of the search

space generated, and in the cardinality of the longest combine set, thus the percentage

decrease is 0. For each dataset, the cardinality of the longest combine set decreases as

the MACT increases. The sharpest decline occurs with GENCCS-0 when the MACT

is increased from 0 to 25%, where the cardinality of the longest combine set decreases
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by 33%, 42%, 24%, and 67%, respectively, on the Census, Mushroom, Waveform, and

Spambase datasets. When the MACT is 0, the size of the longest combine set also

decreases as the MMIT is increased. The sharpest decline occurs when the MMIT is

increased from 0 to 50% (i.e., from GENCCS-0 to GENCCS), where the cardinality of

the longest combine set decreases by 24%, 46%, and 59% on the Census, Mushroom,

and Waveform datasets. On the Spambase dataset, the sharpest decline occurs when

the MMIT is increased from 50 to 100% (i.e., from GENCCS to GENCCS-1), where the

cardinality of the longest combine set decreases by 41%.

The longest combine set can be found on the first level of the search space tree and

it represents the largest possible subtree that can be generated. The bigger this combine

set, the bigger the subtree will be and thus the longer GENCCS will take to find contrasts

sets. Thus any reduction in the size of the longest combine set would reduce the run

time of GENCCS.

Our results demonstrate that increasing both the MMIT and the MACT significantly

decreases the cardinality of the longest combine set in the search space.

5.5 Minimum Support Ratio Threshold (MSRT)

We ran a series of discovery tasks on the Census, Mushroom, Waveform, and Spambase

datasets to evaluate the effect of the MSRT as a constraint on the COSINE and GENCCS

algorithms for mining maximal valid contrast sets and maximal correlated valid contrast

sets, respectively. We use two variants of our algorithms: λ-COSINE, which is a variant

of COSINE that uses the MSRT as a constraint, and λ−GENCCS, a variant of GENCCS

that uses the MSRT as a constraint.

We use the same datasets to evaluate the MSRT as were used in the evaluation of

COSINE and GENCCS: namely Census, Mushroom, Waveform, and Spambase. For

each dataset, we set the minimum subset support ratio threshold (MSSRT) to 0, the
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minimum frequency threshold (MFT) to 0, the minimum support difference threshold

(MSDT) to 0, the minimum mutual information threshold (MMIT) to half of the average

mutual information, and the minimum all confidence threshold (MACT) to half of the

average all confidence. We average the results over 10 consecutive runs, and we use a

significance level of 0.95. In Section 5.5.1, we examine the run time of λ-COSINE and

λ-GENCCS as the MSRT is varied. In Section 5.5.2, we examine the interestingness

of the contrast sets discovered by λ-COSINE and λ-GENCCS as the MSRT is varied.

In Section 5.5.3, we examine the maximum and average specificity of the contrast sets

discovered by λ-COSINE and λ-GENCCS as the MSRT is varied. In Section 5.5.4, we

examine the number of contrast sets discovered by λ-COSINE and λ-GENCCS as the

MSRT is varied.

From our experiments, we draw three main conclusions. First, the run time of λ-

COSINE is significantly lower than that of COSINE for all MSRT values. Second, the

average interestingness of the maximal valid contrast sets and maximal correlated valid

contrast sets discovered by λ-COSINE and λ-GENCCS, respectively, are significantly

higher than that of those discovered by COSINE and GENCCS. Third, using lower

values for the MSRT does not reduce the maximal or average specificities of the maximal

valid contrast sets or the maximal correlated valid contrast sets discovered by λ-COSINE

and λ-GENCCS from that of COSINE and GENCCS, respectively.

5.5.1 Runtime

We compare the run time performance of λ-COSINE and λ-GENCCS to COSINE and

GENCCS when mining maximal valid contrast sets and maximal correlated valid con-

trast sets, respectively, as the MSRT is varied. Figures 5.19(a) to 5.19(d) show the

average runtime for λ-COSINE and λ-GENCCS on the Census, Mushroom, Waveform,

and Spambase datasets, respectively, as the MSRT is varied from 0 to 5. For comparison,

we also show the average runtime for COSINE, represented as a straight line, and for
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GENCCS, represented as a dashed line. The run times for COSINE and GENCCS are

constant values because the MSRT is not a constraint on the COSINE and GENCCS

algorithms, thus increasing its value has no effect on the time taken by COSINE and

GENCCS to discover maximal valid contrast sets and maximal correlated valid contrast

sets, respectively.
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Figure 5.19: Run time vs. MSRT

In Figures 5.19(a), 5.19(b), and 5.19(d) there is a sharp decrease in the run time of

λ-COSINE as the MSRT increases from 0 to 0.5, declining more gradually thereafter,

eventually plateauing for MSRT values greater than 1 for the Mushroom and Spambase

datasets, and 1.8 on the Census dataset. On the Spambase dataset, there is also a second

sharper decline in the run time of λ-COSINE as the MSRT increases from 1 to 1.2. For

the Waveform dataset, there is also a sharp decrease in the run time as the MSRT is

increased from 1.2 to 1.4 though much less so than on the other datasets, then decreasing
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more gradually thereafter, eventually plateauing for MSRT values greater than 2.

On all four datasets, there is a gradual decrease in the run time of λ-GENCCS as the

MSRT is increased from 0 to 5, though on the Waveform and Spambase datasets, there

is a period of sharper decline for MSRT values from 1.2 to 1.4 for Waveform, and 0 to

0.5 for Spambase.

On the Mushroom and Spambase datasets, the run time of λ-COSINE is initially

less than that of COSINE but greater than that of GENCCS and λ-GENCCS for MSRT

values of 0 to 1 for Spambase and only 0 for Mushroom. On the Census and Waveform

datasets, the run time of λ-COSINE is always less than that of COSINE, GENCCS, and

λ-GENCCS for all MSRT values, though on the Waveform dataset, the run times of

GENCCS, and λ-GENCCS are always higher than that of COSINE.

Generally, a decrease in run time as the MSRT increases occurs because the MSRT

serves as a constraint on the depth of the search space and as its value increases, less

contrast sets will meet this threshold and therefore λ-COSINE and λ-GENCCS will take

less time to complete the search than COSINE and GENCCS, respectively. Additionally,

any ∞-contrast set discovered allows the entire subtree made up of its combine set to be

pruned away. Thus the run time for λ-COSINE and λ-GENCCS when the MSRT is 0 is

less than that of COSINE and GENCCS, respectively.

5.5.2 Interestingness

We compare the interestingness of the maximal valid contrast sets discovered by λ-

COSINE and λ-GENCCS to COSINE and GENCCS, respectively, on the Census, Mush-

room, Waveform, and Spambase datasets using thirteen ranking measures: distribution

difference (DD), growth rate (GR), unusualness (UN), coverage (COV), lift (LI), leverage

(LEV), change of support (COS), Jaccard coefficient (JAC), Yule’s Q coefficient (YUL),

φ-coefficient (CHI), κ-coefficient (KAP), conviction (CON), and collective strength (CS).

Once again we vary the MSRT from 0 to 5. We use a standard T-test at a confidence
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level of 95% to determine statistical significance.
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(b) λ-GENCCS vs. GENCCS

Figure 5.20: Significance Values vs. MSRT - Census
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(b) λ-GENCCS vs. GENCCS

Figure 5.21: Significance Values vs. MSRT - Mushroom

The results are shown in Figures 5.20 to 5.23. In Figures 5.20 to 5.23, the difference in

the interestingness values obtained by λ-COSINE versus COSINE and λ-GENCCS versus

GENCCS, respectively, are plotted against the MSRT for each of the four datasets. Once

again, white, black, and grey indicate that the interestingness values are significantly

higher, significantly lower, and not significantly different, respectively.

In Figure 5.20(a), the average interestingness of the results obtained by λ-COSINE is

significantly higher than the results obtained by COSINE for MSRT values from 0 to 1.8
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(b) λ-GENCCS vs. GENCCS

Figure 5.22: Significance Values vs. MSRT - Waveform
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(b) λ-GENCCS vs. GENCCS

Figure 5.23: Significance Values vs. MSRT - Spambase

for all measures. For MSRT values above 1.8, the average interestingness of the results

obtained by λ-COSINE is significantly higher than the results obtained by COSINE for

all measures except DD, LI, and COS, where there is no significant difference.

In Figure 5.20(b), the average interestingness of the results obtained by λ-GENCCS

is significantly higher than the results obtained by GENCCS for MSRT values from 0 to

1.2 for GR, UN, COV, JAC, CHI, KAP, and CON, significantly lower for LEV and YUL,

and not significantly different for DD, LI, COS, and CS. For MSRT values above 1.2, the

average interestingness of the results obtained by λ-GENCCS is significantly higher than
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the results obtained by COSINE for all measures.

The average interestingness of the results obtained by λ-COSINE and λ-GENCCS

versus the interestingness values obtained by COSINE and GENCCS, respectively for the

Mushroom, Waveform, and Spambase datasets can be interpreted in a similar manner.

The average interestingness of the results obtained by λ-COSINE and λ-GENCCS is

generally significantly higher than the interestingness values obtained by COSINE and

GENCCS, respectively. These results demonstrate that contrast sets, both correlated

and otherwise, where the maximum group support deviates the least from the minimum

group support have lower interestingness values, thus removing them produces a subset

of contrast sets that is on average more interesting.

5.5.3 Specificity

We compare the specificity of the maximal valid contrast sets discovered by λ-COSINE

and λ-GENCCS to COSINE and GENCCS, respectively, within the context of average

and maximum specificities as the MSRT is varied. For the average specificity, we use a

standard T-test at a confidence level of 95% to determine whether there is a significant

difference between the results obtained by λ-COSINE versus COSINE and λ-GENCCS

vs GENCCS. Once again, we use the white, black, and grey three-step scale to indicate

that the interestingness values obtained by λ-COSINE and λ-GENCCS are significantly

higher, significantly lower, and not significantly different, respectively, compared to those

obtained by COSINE and GENCCS.

The results are shown in Figure 5.24, where statistical significance of the average speci-

ficity values obtained by λ-COSINE versus COSINE and λ-GENCCS versus GENCCS,

respectively, are plotted against the MSRT for each of the four datasets. The raw data

from which this figure was generated can be found in Appendix C. In the graph, the

statistical significance is described by a three-step scale: white, black, and grey indicate

that the average specificity values obtained by λ-COSINE and λ-GENCCS are signifi-
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cantly higher, significantly lower, and not significantly different, respectively, compared

to those obtained by COSINE and GENCCS. For example, when the MSDT is 0, the

average specificity of the results obtained by λ-COSINE and λ-GENCCS are not sig-

nificantly different than those obtained by COSINE and GENCCS, respectively, for all

datasets.
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Figure 5.24: Comparison of Average Specificity

For all four datasets, the average specificity of the results obtained by λ-COSINE and

λ-GENCCS are not significantly different than those obtained by COSINE and GENCCS,

respectively, for MSRT values from 0 to 1. This means that increasing the MSRT from

0 through to 1 did not affect the average depth of the search space to which λ-COSINE

and λ-GENCCS could discover maximal valid contrast sets, as compared to COSINE

and GENCCS, respectively. For MSRT values from 1.2 to 5, the average specificity of

the results obtained by λ-COSINE and λ-GENCCS are significantly lower than those

obtained by COSINE and GENCCS, respectively, for all four datasets.
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Figures 5.25(a) to 5.25(d) show the maximum specificity of the maximal valid contrast

sets discovered by λ-COSINE and λ-GENCCS on the Census, Mushroom, Waveform, and

Spambase datasets, respectively, as the MSRT is varied. For comparison, we also show

the maximum specificity of the maximal valid contrast sets for COSINE, represented as

a straight line, and the maximum specificity of the maximal correlated valid contrast sets

for GENCCS, represented as a dashed line.
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Figure 5.25: Maximum Specificity vs. MSRT

For all four datasets, the maximum specificity of the maximal contrast sets discovered

by λ-COSINE is equivalent to that of COSINE for MSRT values from 0 to 1. This means

that increasing the MSRT from 0 through to 1 did not affect the maximum depth of the

search space to which λ-COSINE could discover maximal valid contrast sets, as compared

to COSINE. For MSRT values above 1, the maximum specificity of the maximal contrast

sets discovered by λ-COSINE begins to decline until it becomes equivalent to that of
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λ-GENCCS, for MSRT values above 2.5 on the Census and Mushroom datasets. For the

Waveform and Spambase datasets, the maximum specificity of the maximal contrast sets

discovered by λ-COSINE is equivalent to that of λ-GENCCS for all MSRT values.

For the Census and Mushroom datasets, the maximum specificity of the maximal

contrast sets discovered by λ-GENCCS is equivalent to that of GENCCS for MSRT

values from 0 to 1.2, declining thereafter until it becomes equivalent to that of λ-COSINE.

Here again, this means that increasing the MSRT from 0 through to 1.2 did not affect

the maximum depth of the search space to which λ-GENCCS could discover maximal

correlated valid contrast sets, as compared to GENCCS.

Our results demonstrate that, in general, using lower values for the MSRT does

not reduce the maximal or average specificities of the maximal valid contrast sets and

the maximal correlated valid contrast sets discovered by λ-COSINE and λ-GENCCS,

respectively, from that of COSINE and GENCCS.

5.5.4 Number of Contrast Sets

We compare the percentage decrease in the number of maximal valid contrast sets and

the number of maximal correlated valid contrast sets discovered by λ-COSINE and λ-

GENCCS to that of those discovered by COSINE and GENCCS, respectively as the

MSRT is varied. The results are shown in Figures 5.26(a) to 5.26(d) for the Census,

Mushroom, Waveform, and Spambase datasets, respectively, as the MSRT is varied. For

comparison, we also show the percentage decrease in the number of maximal contrast

sets discovered by GENCCS to that of those discovered by COSINE, represented as a

straight line.

The number of contrast sets discovered by λ-COSINE and λ-GENCCS sharply de-

creases from those discovered by COSINE, and GENCCS, respectively, as the MSRT

increases from 1 to 1.2 on the Census, Mushroom, and Spambase datasets, and from

1.2 to 1.4 on the Waveform dataset. The sharpest decline occurs with λ-GENCCS over
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Figure 5.26: % Decrease in the Number of Maximal Contrast Sets vs. MSRT

GENCCS on the Spambase dataset, where the percentage decrease rises from 4% to 98%

as the MSRT increases from 1 to 1.2.

The percentage decrease in the number of maximal contrast sets discovered by λ-

COSINE over COSINE and λ-GENCCS over GENCCS, respectively, is higher than the

percentage decrease in the number of maximal contrast sets discovered by GENCCS over

COSINE for MSRT values above 1.2 on the Census and Waveform datasets, and for

MSRT values above 1 on the Mushroom and Spambase datasets.

The number of contrast sets discovered can pose a challenge for an end-user in doing

further analysis and making decisions from the analyses. Thus any reduction in the

number of contrast sets discovered would produce a more manageable subset of results

for an end-user to work with.

Our results demonstrate that increasing the MSRT significantly decreases the number
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of contrasts sets discovered by both COSINE and GENCCS.

5.6 Evaluation of Discretize

We ran a series of discovery tasks to compare the results obtained by COSINE when

the Discretize algorithm is used for discretization with those obtained when equal width

and equal frequency binning are used for discretization. For each dataset, we use a

minimum subset support ratio (MSSRT) of 0, a minimum support difference threshold

(MSDT) of 0, and a significance level of 0.95 in statistical tests. We use a three-tier

scale (i.e., H=High, M=Moderate, L=Low) for setting the minimum frequency threshold

(MFT). Low, Moderate, and High correspond to MFT thresholds of 0.1%, 5%, and 20%,

respectively. At the first level of the search space, we measure the number of candidate

contrast sets that contain a discretized interval and the percentage of these contrast sets

that satisfy our frequency criteria. We measure only at the first level of the search space,

because those frequencies are solely dependent on the discretized interval, and not any

combinations with other values. For the equal width and equal frequency binning, we

also use a three-tier scale (i.e., H=High, M=Moderate, L=Low) for the number of bins

to be created for each quantitative attribute. Low, Moderate, and High correspond to

10, 40, and 80 bins, respectively. We use the WEKA [44] implementation of the equal

width and equal frequency binning algorithms. Table 5.12 shows the results obtained for

the seven variants of the algorithms on the Census, Waveform, and Spambase datasets.

There are no results for the Mushroom dataset because it has no quantitative attributes.

The Number of Candidates column describes the number of contrast sets that contain

a discretized interval. The Number of Successful Candidates column describes the number

of contrast sets that contain a discretized interval that satisfy the frequency criteria. The

Success Rate column describes the percentage of candidate contrast sets that satisfy the

frequency criteria. For example, Table 5.12 shows that for low, moderate, and high MFT

140



Table 5.12: Success Rate for Discretization Algorithms - Census

MFT = L MFT = M MFT = H

Number Number of Number of Number of

of Successful Success Successful Success Successful Success

Algorithm Candidates Candidates Rate Candidates Rate Candidates Rate

Discretize 159 122 76.7% 47 29.6% 19 11.9%
EW-L 60 34 56.7% 17 28.3% 6 10%
EW-M 120 58 48.3% 22 18.3% 6 5%
EW-H 240 84 33.3% 19 7.9% 5 2.1%
EF-L 60 46 76.7% 27 45% 5 8.3%
EF-M 111 65 58.6% 24 21.6% 5 4.5%
EF-H 209 98 47.3% 9 4.3% 5 2.4%

thresholds, Discretize has a success rate of 76.7%, 29.6, and 11.9%, respectively.

Table 5.13: Success Rate for Discretization Algorithms - Waveform

MFT = L MFT = M MFT = H

Number Number of Number of Number of

of Successful Success Successful Success Successful Success

Algorithm Candidates Candidates Rate Candidates Rate Candidates Rate

Discretize 268 115 42.9% 74 27.6% 39 14.6%
EW-L 400 125 31.3% 99 24.6% 31 7.8%
EW-M 800 224 28% 157 19.6% 0 0%
EW-H 1600 382 23.9% 87 5.4% 0 0%
EF-L 400 164 41% 64 16% 0 0%
EF-M 800 299 37.4% 169 21.1% 0 0%
EF-H 1600 523 32.7% 0 0% 0 0%

Table 5.14: Success Rate for Discretization Algorithms - Spambase

MFT = L MFT = M MFT = H

Number Number of Number of Number of

of Successful Success Successful Success Successful Success

Algorithm Candidates Candidates Rate Candidates Rate Candidates Rate

Discretize 1351 1013 74.9% 328 24.2% 128 11.1%
EW-L 570 135 23.7% 66 11.6% 55 9.6%
EW-M 1140 205 18% 76 6.7% 54 4.7%
EW-H 2280 314 13.7% 81 3.4% 55 2.4%
EF-L 570 423 74.2% 113 19.8% 51 8.9%
EF-M 1140 661 58% 67 5.9% 51 4.5%
EF-H 2276 906 39.8% 54 2.4% 51 2.2%

For all three datasets, Discretize achieves the highest success rate for low, moderate,

and high MFT thresholds. At low MFT thresholds, the difference in success rates is

highest for EW-L and lowest for EF-L. The difference in success rates is important

because it demonstrates that using the distribution of the values to create the width

of the intervals produces more intervals which can be used in the discovery process than

just arbitrarily picking a width. It also demonstrates that equally weighting the intervals

can be a good substitute for Discretize.
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Chapter 6

Case Studies

In this section we present two case studies demonstrating the use of COSINE and

GENCCS in two real-world research projects. In the first case study, COSINE was

used to evaluate factors that influenced ethical decision-making behaviour of physicians

in a cross-cultural health care study. In the second case study, COSINE was used to

study the impact of user created interfaces in the online game World of Warcraft. In

Section 6.1, we present the first case study. In Section 6.2, we present the second case

study.

6.1 Case Study I: Ethical Decision-Making

A cross cultural study of health decision-making was conducted to better understand

factors that influence the ethical decision-making behaviour of physicians. There were

four specific objectives. First, to determine if ethical ideologies differ among physicians

in six culturally distinct nations. Second, to explore the extent to which the religiosity of

physicians varies depending on culture. Third, to determine the extent to which ethical

ideology and religiosity impact perceptions of ethical dilemmas involving seniors. Fourth,

to study the behavioural intentions of physicians from disparate countries in response to

ethical dilemmas.
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A questionnaire was utilized to collect data from the 1255 physicians who volunteered

to participate from 6 nations: Canada, Ireland, Japan, India, China, and Thailand. The

collected data contains demographic information on each physician (such as gender, age,

and religious affiliation), information on decision making issues influencing each physician

(such as university training, family views, and peer attitudes),other general information

relating to ethical ideology and religiosity, and information on how physicians respond

to ethical dilemmas.

Initially, our analysis was focused on the first two of the four previously mentioned

objectives. To identify the differences between the ethical ideologies of the physicians

from the six nations, the six nations were used as the groups and the responses to the

first five of the 20 statements in the Ethical Ideology section of the questionnaire and

the first of 7 questions in the Decision Making Influences section of the questionnaire

were used as the contrast sets. In the Ethical Ideology section, there were 9 responses to

each statement listed on a continuum: completely disagree, largely disagree, moderately

disagree, slightly disagree, neither agree or disagree, slightly agree, moderately agree,

largely agree, and completely agree. In the Decision Making Influences section, there

were 7 responses to each statement listed on a continuum such that 1 was not important

and 7 was extremely important. Figures D.1 and D.2 in Appendix 5 shows 7 statements

in the Decision Making Influences section and the 20 statements in the Ethical Ideology

section of the questionnaire, respectively. Table 6.1 shows the data representation used.

Table 6.1: Data Representation

D1 E1 E2 E3 E4 E5

{1, 2, . . . , 7} {1, 2, . . . , 7} {1, 2, . . . , 7} {1, 2, . . . , 7} {1, 2, . . . , 7} {1, 2, . . . , 7}

The columns labelled D1, E1, E2, E3, E4, and E5 describe attributes representing the

first question in the Decision Making Influences section, and the first five statements in

the Ethical Ideology section. For each attribute, the values that it can take on are also

listed, and correspond to the specific question or statement on the questionnaire. For
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example, the values 1 through 7 for D1 correspond to the 7 responses for the first question

in the Decision Making Influences section of the questionnaire.

We ran COSINE at the 95% significance level with the following parameters, ǫ = 0,

σ = 0.10, κ = 0, ω = 0, m = Coverage, and t = ALL. These parameters were chosen

because the end-user wanted the discovered contrast sets to have high support.

COSINE generated a total of 67 valid contrast sets. We restrict our discussion to

the five top-ranked contrast sets. The meaning of each contrast set is translated into an

English representation for the reader’s convenience.

Contrast Set 1: {E3:[9,9] & E4:[9,9] & E5:[9,9] (0.106)} → {Country:[Ireland,

Ireland] (0.177) ≫ ¬Country:[Ireland, Ireland] (0.1)}, {¬Country:[Thailand,

Thailand] (0.123) ≫ Country:[Thailand, Thailand] (0.06)}, {Country:[China,

China] (0.287) ≫ ¬Country:[China, China] (0.08)}

English Representation: Physicians who completely agree that the existence of potential

harm to others is always wrong, irrespective of the benefits to be gained and who com-

pletely agree that one should never psychologically or physically harm another person

and who completely agree that one should not perform an action which might in any way

threaten the dignity and welfare of another individual are more likely to come from China

and Ireland by 72.1% and 43.5%, respectively, and less likely to come from Thailand by

51.2%.

Contrast Set 2: {E4:[9,9] & E5:[9,9](0.149)} → {Country:[India, India](0.361) ≫

¬Country:[India, India] (0.118)}, {¬Country:[China, China] (0.319) ≫ Country:

[China, China] (0.123)}

English Representation: Physicians who completely agree that one should never psycho-

logically or physically harm another person and who completely agree that one should

not perform an action which might in any way threaten the dignity and welfare of an-

other individual are more likely to come from India by 67.3% and less likely to come from

China by 61.5%.
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Contrast Set 3: {E2:[8,8] (0.349)} → {¬Country:Japan, Japan] (0.467) ≫ Country:

Japan, Japan] (0.202)}, {Country:[China, China] (0.301) ≫ ¬Country:[China,

China] (0.127)}

English Representation: Physicians who largely agree that risks to another should never

be tolerated, irrespective of how small the risks might be are less likely to come from

Japan by 57% and more likely to come from China by 57.7%.

Contrast Set 4: {E4:[8,8](0.390)} → {¬Country:[India, India](0.161) ≫ Country:

[India, India] (0.137)}

English Representation: Physicians who largely agree that one should never psychologi-

cally or physically harm another person are less likely to come from India by 64.9%.

Contrast Set 5: {D1:[7,7] & E2:[8,8](0.14)} → {¬Country:Japan, Japan](0.361) ≫

Country:Japan, Japan](0.071)}, {¬Country:Canada, Canada] (0.132) ≫ Country:

[Canada, Canada] (0.077)}, {Country:[Thailand, Thailand] (0.197) ≫ ¬Country:

[Thailand, Thailand] (0.077)}

English Representation: Physicians who largely agree that risks to another should never

be tolerated, irrespective of how small the risks are and whose code of ethics is very

important are less likely to come from Canada and Japan by 42% and 49.4% respectively

and more likely to come from Thailand by 60.9%.

To identify the differences in religiosity between the physicians of the six nations, the

six nations were used as the groups and the responses to the first 4 of the 11 questions

in the Salience in Religious Commitment Scale section with the sixth of 7 questions

in the Background Information section, and the first and fifth of 7 questions in the

Decision Making Influences section the questionnaire were used as the contrast sets. In

the Salience in Religious Commitment Scale section, there were 3 or 4 responses to the

first three questions, and the user-provided response for the fourth. Figures D.1 and D.5

shows the relevant sections of the questionnaire. Table 6.2 shows the data representation

used.
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Table 6.2: Data Representation

B6 D1 D5 S1 S2 S3 S4

{1, 2, . . . , 22} {1, 2, . . . , 7} {1, 2, . . . , 7} {1, 2, 3} {1, 2, 3, 4} {1, 2, 3, 4} {1, 2, . . . , 43}

The columns labelled B6, D1, D5, S1, S2, S3, and S4 describe attributes representing

the sixth question in the Background Information section, the first and fifth questions

in the Decision Making Influences section, and the first four questions in the Salience in

Religious Commitment Scale section.

We again ran COSINE at the 95% significance level with the following parameters,

ǫ = 0, σ = 0.15, κ = 0, ω = 0, m = Coverage, and t = ALL. COSINE generated a total

of 49 valid contrast sets. We again restrict our discussion to the five top-ranked contrast

sets.

Contrast Set 1: {D1:[1,1] & S1:[2,3] (0.173)} → {Country:[Thailand, Thailand]

(0.257) ≫ ¬Country:[Thailand, Thailand] (0.144)}

English Representation: Physicians who indicate that their professional code of ethics

is important and whose religious faith is only of minor importance compared to other

aspects of their life are more likely from Thailand by 43.9%.

Contrast Set 2: {S2:[1,1] & S3:[1,1] & S4:[0,0] (0.12)} → {Country:[China,

China] (0.322) ≫ ¬Country:[China, China] (0.093)}, {¬Country:[Thailand,

Thailand](0.156) ≫ Country:[Thailand, Thailand] (0.013)}

English Representation: Physicians who seldom base their decisions on their religious

faith and who strongly disagree on whether their life would not have much meaning

without their religious faith and who have not attended religious services during the past

year are less likely to come from Thailand by 91.7% and more likely to come from China

by 71.1%.

Contrast Set 3: {D1:[1,1] & S4:[0,0] (0.12)} → {Country:[China, China](0.417) ≫

¬Country:[China, China] (0.178)}, {¬Country:[Thailand, Thailand] (0.236) ≫

Country:[Thailand, Thailand] (0.116)}
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English Representation: Physicians who indicate that their professional code of ethics is

not important and who have not attended religious services during the past year are less

likely to come from country Thailand 50.8% and more likely from China by 57.3%.

Contrast Set 4: {S1:[2,2] & S2:[1,1] & S4:[0,0](0.11)} → {Country:Japan, Japan]

(0.179) ≫ ¬Country:Japan, Japan] (0.1)}, {¬Country:[Canada, Canada](0.04) ≫

Country:[Canada, Canada] (0.119)}, {¬Country:[Thailand, Thailand] (0.147) ≫

Country:[Thailand, Thailand] (0.003)}, {Country:[China, China] (0.417) ≫

¬Country:[China, China] (0.07)}

English Representation: Physicians who indicate that their religious faith is only of mi-

nor importance for their life compared to other aspects of their life and who seldom

make decisions based on religious faith and who have not attended religious services

during the past year are less likely to come from Canada and Thailand by 66.4% and

98%, respectively, and more likely from countries Japan and China by 44.1% and 83.2%,

respectively.

Contrast Set 5: {S2:[2,2] & S4:[43,43] & D5:[0,0] (0.105)} → {¬Country:[India,

India](0.117) ≫ Country:[India, India](0.013)}, {¬Country:[Ireland, Ireland]

(0.112) ≫ Country:[Ireland, Ireland] (0.04)}

English Representation: Physicians who sometimes base their decisions on their religious

faith and who have not attended religious services during the past year and who did not

specify a religion are less likely to come from countries Ireland and India by 64.3% and

88.9%, respectively..

We asked that our results be evaluated and feedback provided as an informal assess-

ment of the usefulness of the results and general methodology to our end-user. The

response was as follows: ”..This is certainly an interesting and exhaustive procedure you

have developed! The endorsements for the individual items by country are helpful in

getting a general sense of our data. There are two aspects to the procedure that are

particularly interesting. First, the specific group differences analysis (explained in per-
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centages) is interesting and presents a way of looking at our data that we have used yet.

Second and related, are the analyses where you examine different combinations of items.

The combination analyses coupled with the group difference analyses can be very helpful

in exploring and understanding our data.....”

6.2 Case Study II: World of Warcraft User Interface

Study

The World of Warcraft User Interface Study was conducted in order to examine the the

World of Warcraft video game and the effect that user created interfaces have had on it

and its community. The survey explored why users modify the interface, what benefits

and drawbacks are present in user-created interface content, and why the community

donates its time. World of Warcraft (WoW) is a very popular massively multiplayer

online role-playing game (MMORPG). It has spawned a large user interface modding

(modification) community that has created countless interface tweaks and mods. The

mods range from simple button or interface location changes, to entire reworks of the

interface with new themes and functionality added.

A questionnaire was utilized to collect data from 280 players who volunteered to

participate. The collected data contains demographic information on each player (such

as gender and age), information on game playing preferences, modification strategies, and

developments methods. There were 141 questions, of which 106 had responses to choose

from, and the remaining ones, respondents supplied their own.

Initially, our end-user was unsure of what specific groups or variables to be used in

the analysis. We decided to perform two analyses. The first analysis was to identify the

differences between the types of players. There were three types of players, beginner,

intermediate, and advanced. Due to the small size of the dataset, and the small number

of beginners, just 5, we combined the beginners and intermediates to get a group size of
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94 which we call non-expert, with the advanced having 186. To identify the differences

between the expert and non-expert groups, we used questions 6 through 11, each with

a minimum of 2 and a maximum of 7 responses, as the contrast sets. Figure show the

relevant sections of the questionnaire. Table 6.3 shows the data representation used.

Table 6.3: Data Representation

Q6 Q7 Q8 Q9 Q10 Q11

{1, 2, . . . , 7} {1, 2} {1, 2, . . . , 7} {1, 2} {1, 2} {1, 2}

The columns labelled Q5, Q6, Q7, Q8, Q9, Q10, and Q11 describe questions 5, 6, 7, 8,

9, 10, and 11, respectively in the questionnaire. For each attribute, the values that it

can take on are also listed, and correspond to the responses for that question on the

questionnaire. For example, the values 1 through 7 for Q5 correspond to the 7 responses

for Question 5 in the questionnaire.

We ran COSINE at the 90% significance level with the following parameters, ǫ = 0,

σ = 0, κ = 0, ω = 0, m = Coverage, and t = ALL. We used these parameters because

we wanted to obtain the largest subset of results possible which we hoped would guide

the user in making further decisions about other questions to be explored.

COSINE generated a total of 3 valid contrast sets. The meaning of each contrast set

is translated into an English representation for the reader’s convenience.

Contrast Set 1: {Q6:[3,3](0.236)} → {Player:[Non-expert, Non-expert](0.255) ≫

Player:[Expert, Expert] (0.113)}

English Representation: Players who play an average of 11 - 15 hours per week are more

likely by 55.7% to be a non-expert player than an expert player.

Contrast Set 2: {Q8:[3,3] (0.161)} → {Player:[Expert, Expert] (0.296) ≫ Player:

[Non-expert, Non-expert] (0.117)}

English Representation: Players who have played massively multiplayer online (MMO)’s

for 2 - 3 years are more likely by 60.5% to be an expert player than a non-expert player.

Contrast Set 3: {Q8:[3,3] & Q9:[2,2](0.143)} → {Player:[Expert, Expert](0.285) ≫
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Player:[Non-expert, Non-expert] (0.106)}

English Representation: Players who have played MMO’s for 2 - 3 years and who currently

use interface mods are more likely by 62.8% to be an expert player than a non-expert

player.

We asked that our results be evaluated and feedback provided as an informal assess-

ment of the usefulness of the results and general methodology to our end-user. The

response to these results was as follows: ”....So for the first couple of results (having to

do with expert versus non expert), that is not something i would have expected. I am

curious why someone who play 11-15 hours a week (which seems like a lot) was more

likely to not be an expert....”

Similarly, to determine the differences between players who had played a MMO game

before WoW and those who had not. There were 116 players who had not, and 164 who

had. These were our groups. We worked with only five questions, each with a minimum

of 2 responses and a maximum of 7 responses.

The second analysis was to identify the differences between players who had played

an MMO game before WoW and those who had not. There were three types of players,

beginner, intermediate, and advanced. There were 116 players who had not, and 164

who had. These were our groups. We worked with questions 8, 9, 10, 11, and 12, each

with a minimum of 2 and a maximum of 7 responses. Figure show the relevant sections

of the questionnaire. Table 6.4 shows the data representation used.

Table 6.4: Data Representation

Q8 Q9 Q10 Q11 Q12

{1, 2, . . . , 7} {1, 2} {1, 2} {1, 2} {1, 2, . . . , 6}

The columns labelled Q8, Q9, Q10, Q11, and Q12 describe questions 8, 9, 10, 11, and

12, respectively in the questionnaire. For each attribute, the values that it can take on

are also listed, and correspond to the responses for that question on the questionnaire.

We again ran COSINE with the following parameters, ǫ = 0, σ = 0, κ = 0, ω = 0,

150



m = Coverage, and t = ALL.

COSINE generated a total of 24 valid contrast sets. Again, the meaning of each

contrast set is translated into an English representation for the reader’s convenience.

Contrast sets 1 to 4 show the four that were top-ranked.

Contrast Set 1: {Q11:[1,1](0.692)} → {Player:[MMO no, MMO no](0.828) ≫ Player:

[MMO yes, MMO yes] (0.592)}

English Representation: Players who have not used interface mods for a previous game

are more likely by 39.9% to have not played a MMO game before WoW.

Contrast Set 2: {Q11:[2,2] (0.308)} → {Player:[MMO yes, MMO yes] (0.402) ≫

Player:[MMO no, MMO no] (0.356)}

English Representation: Players who have used interface mods for a previous game are

more likely by 11.5% to have played a MMO game before WoW.

Contrast Set 3: {Q8:[2,2] & Q11:[2,2] (0.158)} → {Player:[MMO yes, MMO yes]

(0.483) ≫ Player:[MMO no, MMO no] (0.061)}

English Representation: Players who have played MMO games for 1 - 2 years and have

used interface mods for a previous game are more likely by 87.4% to have played a MMO

game before WoW.

Contrast Set 4: {Q8:[2,2] & Q10:[2,2] (0.126)} → {Player:[MMO yes, MMO yes]

(0.552) ≫ Player:[MMO no, MMO no] (0.061)}

English Representation: Players who have played MMO games for 1 - 2 years and have

used interface mods in the past and have used interface mods for a previous game are

more likely by 88.9% to have played a MMO game before WoW.

The response to these results was as follows: “....As for the last part “Players who

have used interface mods for a previous game are more likely by 11.5% to have played

a massively multiplayer online (MMO) game before WoW.” I don’t really know how

relavent that is. It seems to me that this would be a pretty obvious conclusion because

mmo’s are pretty much the only games out there where you would experience a modified
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interface, so to say that they are more likely to have played an previous mmo if they had

also experienced ui addons before does not seem to hold a great deal of value.....”
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Chapter 7

Conclusion

The objective of this thesis was to develop and evaluate a technique for discovering

contrast sets. Five goals were realized in obtaining this objective:

• Discretize, a novel, yet simple, discretization approach akin to equal-width bin-

ning which uses the mean and standard deviation to determine the intervals for

continuous values, was introduced.

• COSINE, a vertical mining technique for discovering valid contrast sets on large

datasets with categorical and quantitative attributes, where the association rules

generated can have multiple discrete and continuous values in both the antecedent

and consequent, was introduced and evaluated.

• GENCCS, a vertical mining technique, which builds on COSINE, that uses mutual

information and all confidence to select only the attributes and attribute-values that

are highly correlated for discovering contrast sets was introduced and evaluated.

• λ-contrast set and ∞-contrast set, novel contrast sets, were introduced.

• The use of objective measures as measures of interestingness for contrast sets gen-

erated from datasets was introduced and evaluated.
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This chapter is organized as follows. In Section 7.1, we summarize the original contri-

butions made by this thesis. In Section 7.2, we summarize the experimental results. In

Section 7.3, we conclude with suggestions for future research.

7.1 Original Contributions

This thesis makes five primary contributions to data mining. First, we introduced and

evaluated the Discretize algorithm. An efficient version of the algorithm is described

which uses the mean and standard deviation to create intervals for continuous-valued

attributes. Second, we introduced and evaluated the COSINE algorithm. An efficient

version of the algorithm is described which traverses the search space generating all valid

contrast sets and maximal valid contrast sets. Third, we introduced and evaluated the

GENCCS algorithm. An efficient version of the algorithm is described which traverses the

search of only attribute-interval pairs that are highly correlated, generating all correlated

valid contrast sets, and maximal correlated valid contrast sets. Fourth, we introduced

and evaluated 14 objective measures of interestingness for ranking the interestingness

of the contrast sets generated using the COSINE and GENCCS algorithms. Finally, we

introduced λ-contrast sets and∞-contrast sets, and modified the COSINE and GENCCS

algorithms to discover λ-contrast sets and correlated λ-contrast sets, respectively.

7.2 Summary

In Chapter 1, we introduced the problem of mining contrast sets from datasets. We also

introduced the problem of ranking the interestingness of the contrast sets generated using

objective measures of interestingness.

In Chapter 2, we presented a detailed survey of existing contrast set mining techniques

and algorithms, and describe their most important features. We also present a survey of

interestingness measures from four data mining tasks which are closely related to contrast

154



set mining.

In Chapter 3, we define valid contrast sets, λ-contrast sets, and ∞-contrast sets, and

describe the COSINE and GENCCS algorithms. The operation of the COSINE algorithm

was thoroughly described via detailed walkthroughs of three versions of the algorithm for

discovering all valid contrast sets, maximal valid contrast sets, and λ valid contrast sets,

respectively. Generally, the COSINE algorithm uses a vertical data format, diffsets, which

not only allows simultaneous generation and support counting of the contrast sets, but

also an efficient method of storing the instances in the dataset which can then be easily

propagated throughout the search space. It also uses a backtracking search paradigm in

order to enumerate all possible configurations of contrast sets in the search space. Both

techniques allow for efficient pruning of the search space. GENCCS builds on COSINE

in that instead of enumerating the entire search space in order to identify valid contrast

sets, it utilizes mutual information and all confidence to select only the attributes and

attribute-values that are highly correlated, resulting in a smaller search space.

In Chapter 4, we describe 14 objective measures drawn from various areas in data

mining, that we considered for use as measures of interestingness. We introduced the dis-

tribution difference measure and the interestingness factor measure for ranking contrast

sets. We adapted the growth rate and unusualness measures from emerging patterns

and subgroup discovery, respectively, for contrast set mining. Finally, we also adapted

coverage, lift, leverage, change of support, the Jaccard coefficient, φ coefficient, Yule’s

Q coefficient, conviction, and collective strength, 10 probability based measures, from

association rule mining for contrast set mining. A detailed example of ranking a contrast

set was presented for each measure.

In Chapter 5, the experimental results showed that COSINE is an effective technique

for efficient generation of all valid contrast sets, and maximal valid contrast sets. It

was shown that when the minimum support difference is not a constraint on the search

space, COSINE discovered more interesting contrast sets more efficiently than STUCCO

155



and CIGAR. While COSINE discovered less maximal contrast sets than STUCCO and

CIGAR, the average specificities of those discovered are significantly higher and their

maximal specificities are at least that of CIGAR.

Experimental results also showed that GENCCS is an effective technique for efficient

generation of all valid correlated contrast sets, and maximal correlated valid contrast sets.

It was shown that when the attributes and attribute-values that are highly correlated are

selected, GENCCS discovered more interesting contrast sets more efficiently than CO-

SINE. While GENCCS discovered less maximal contrast sets than COSINE, the average

and maximal specificities of those discovered are at least that of COSINE.

The experimental results show that the minimum support ratio threshold is an effec-

tive constraint on the search for valid contrast sets and correlated valid contrast sets as

discovered by COSINE and GENCCS, respectively. While the number of contrast sets

discovered by COSINE and GENCCS when the minimum support ratio threshold was

used as a constraint is significantly reduced than when it is not, on average the contrast

sets discovered were more interesting.

We have 13 interestingness measures for ranking contrast sets to choose from (distribu-

tion difference, growth rate, unusualness, coverage, lift, leverage, change of support, the

Jaccard coefficient, φ coefficient, Yule’s Q coefficient, conviction, and collective strength).

Since each measure determines interestingness differently, the choice of which measure to

use may make a difference. Unfortunately, determining the most suitable measure is a

matter of trial-and-error and may be based on the needs of the end-user. We recommend

using multiple measures to rank the contrast sets then using the interestingness factor

to get an overall rank order for the contrast sets. The interestingness factor allows the

measures to be weighted equally or otherwise.

Finally, given the experimental results, we have two algorithms for mining contrast

sets to choose from (COSINE and GENCCS) and a constraint which can be applied

to either to choose from (MSRT). Since each algorithm discovers a different subset of
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contrast sets, the choice of which algorithm to use may make a difference. We recommend

using COSINE to find the largest subset of contrast sets where every attribute in the

dataset must be used. These contrast sets will have the highest specificity, average and

maximal. We recommend using GENCCS to find a smaller subset of contrast sets where

the attributes and attribute values are targeted based on their correlation with each other.

These contrast sets will have an average and maximal specificities that is comparable to

that of obtained by COSINE in some cases, and on average will be more interesting than

that of those obtained by COSINE. We recommend using the MSRT as a constraint

on either COSINE or GENCCS to find the smallest subset of contrast sets either from

all attributes if applied to COSINE or a smaller subset if applied to GENCCS. These

contrast sets will have average and maximal specificities significantly lower than that

of COSINE or GENCCS, but on average will be more interesting than that of those

obtained by COSINE and GENCCS.

7.3 Areas for Future Research

Considerable research remains to be done in the discovery of contrast sets and in the

application of interestingness measures to the problem of ranking the interestingness of

the contrast sets discovered. We see five major areas for future research.

First, other objective interestingness measures need to be evaluated to determine

their suitability for ranking the interestingness of contrast sets generated from datasets.

There are many possible candidates in the literature. Possible measures include Laplace

Correction [51], Gini Index [38], Goodman and Kruskal [40], and Information Gain [67].

Second, subjective measures which are based on user beliefs or biases regarding re-

lationships in the data [39], need also be evaluated to determine their suitability for

ranking the interestingness of contrast sets generated from datasets. Possible measures

include Unexpectedness [111] [122], and Novelty [81] [82]. Consider unexpectedness which
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is related to a belief system. Given evidence E (contrast sets) the degree of belief in a

contrast set X is given by:

P (X|E,D) =
P (E|X,D) P (X|D)

P (E|X,D) P (X|D) + P (E|¬X,D) P (¬X|D)
,

where D is the context representing the previous evidence supporting X .

The interestingness measure for a contrast set Y , relative to a belief system B, is

defined as the relative difference by the prior and posterior probabilities, and is given by

I(Y,B) =
∑

X∈B

P (Y |X,D)− P (X|D)

P (X|D)
.

Consider the contrast set X = {A : [0, 0], B : [0, 0] 0.3} → {E : [0, 0] 0.1 ≫ ¬E :

[0, 0] 0.2}. Assume that the user’s specifies the degree of belief in P (X|D) as 0.3 based on

a dataset where 3 out of 10 transactions support this belief. Suppose a valid contrast set,

Y = {A : [0, 0] 0.5} → {Y : [0, 0] 0.2 ≫ ¬Y : [0, 0] 0.3}, is discovered. Also assume that

P (Y |X,D) is 1 and the confidence of P (Y |¬X,D) is 0.33, then P (X|E,D) is calculated

as 1×0.3
1×0.3+0.33×0.7

= 0.56 and the unexpectedness for Y is calculated as |0.56−0.3|
0.3

= 0.86 .

Third, other methods for describing contrast sets to end users need to be developed

and evaluated. While there has been no published efforts specifically for contrast sets, sev-

eral methods for subgroup visualization have been developed by [8], [37], and [62]. Based

on the compatibility of contrast set mining and subgroup discovery established in [89],

visualization methods developed for subgroup discovery can be adapted to contrast set

mining. One simple method is to use a bar chart to visualize the contrast sets.

Fourth, it would be interesting to develop and evaluate parallel versions of COSINE

and GENCCS. From the first level of the search space, each element in the combine set is

valid, and each combination of the elements with the prefix is independent of each other.

Consider the first level of a search tree with a prefix set {A : [0, 0]} and associated combine

set {B : [0, 0], B : [1, 1], C : [0, 0], C : [1, 1], D : [20, 22.9), D : [22.9, 26]}. In the search for
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all valid contrast sets, all combinations of the prefix with each element in the combine

set is independent of each other and each resulting sub-tree can further be traversed

independently of the other sub-trees. Thus this traversals can be done in parallel on

the same processor or distributed to multiple processors. While parallel algorithms for

contrast set mining are not found in the literature, there is a plethora of research done

in the closely related area of the parallel and distributed mining of frequent itemsets and

maximal frequent itemsets [22] [91] [125] [141].

Finally, other measures need to be evaluated to determine their suitability for mea-

suring the relationships between attributes and attribute-values in the dataset. These

relationships can be utilized to generate a smaller search space for discovering valid con-

trast sets. There is certainly no shortage of possible candidates in the literature. Possible

measures include Pearson Correlation [103], Brownian Covariance [14], Odds Ratio [87],

Information Gain [67], Spearman’s rho [21], and Kendall’s Tau [58].
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Appendix A

COSINE Data

Table A.1: Summary of Specificity Results - Mushroom

MSDT

k Alg. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

1 COSINE 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 0 67 76

2 COSINE 0 0 0 0 0 0 0 0 0 0 5 5 2 3 4

STUCCO 70 70 70 70 70 70 70 56 56 56 56 48 48 48 31

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 0 57 67

3 COSINE 0 0 0 0 0 0 0 0 1 8 12 16 6 3 1

STUCCO 674 674 674 674 674 674 674 621 621 320 289 239 194 132 98

CIGAR 10 10 10 10 10 10 29 29 29 29 29 247 133 67 57

4 COSINE 0 1 1 1 1 2 3 9 28 40 24 17 13 5 1

STUCCO 2197 2197 2197 2197 2197 2197 2197 1427 1427 916 818 731 545 348 20

CIGAR 143 143 143 143 143 143 133 133 67 257 922 200 114 57 48

5 COSINE 1 13 13 13 13 28 41 48 48 69 47 15 7 4 0

STUCCO 2490 2490 2490 2490 2490 2490 2490 719 719 306 194 143 56 22 0

CIGAR 722 722 722 722 722 627 551 551 314 941 618 67 86 48 29

6 COSINE 13 68 68 68 68 95 94 107 113 91 20 15 7 0 1

STUCCO 703 703 703 703 703 230 118 98 62 39 11 0 0 0 0

CIGAR 2014 2014 2014 1758 1530 1330 1159 1159 656 722 447 57 48 48 10

7 COSINE 68 131 131 131 131 186 190 183 185 65 7 2 0 0 0

STUCCO 98 98 98 98 98 0 0 0 0 0 0 0 0 0 0

CIGAR 3696 3696 3325 2888 2518 2185 1900 1900 1083 513 342 29 10 10 0

8 COSINE 131 228 228 228 228 228 209 205 205 39 0 2 2 1 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 4864 4864 4066 3544 3078 2679 2328 2204 1330 76 48 29 0 0 0

9 COSINE 228 176 176 176 176 219 331 339 264 20 5 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 3487 3487 2584 2242 1957 1701 1482 532 473 5 0 0 0 0 0

10 COSINE 176 291 291 291 291 394 336 318 114 8 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 1881 1881 1311 1140 698 565 432 203 181 0 0 0 0 0 0

11 COSINE 291 243 243 243 243 239 176 116 97 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 722 722 618 532 247 179 151 119 9 0 0 0 0 0 0

12 COSINE 243 157 157 157 157 121 117 84 68 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 171 171 124 119 107 99 91 87 0 0 0 0 0 0 0

13 COSINE 157 80 80 80 80 90 74 73 14 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 86 86 95 87 79 11 4 1 0 0 0 0 0 0 0

14 COSINE 80 44 44 44 44 65 19 11 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 48 48 37 29 19 0 0 0 0 0 0 0 0 0 0

15 COSINE 44 43 43 43 43 7 1 1 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

16 COSINE 43 0 0 0 0 0 0 0 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
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Table A.2: Summary of Statistical Measures for Specificity - Mushroom

MSDT

Alg. Meas. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

COSINE Total 1475 1475 1475 1475 1475 1674 1591 1494 1137 340 120 72 37 16 8

Mean 10.88 10.34 10.34 10.34 10.34 9.64 9.25 9.03 8.57 6.18 5.34 4.46 4.51 3.94 3.63

SD 2.19 1.68 1.68 1.68 1.68 2.07 1.97 1.98 1.83 1.55 1.39 1.43 1.41 1.53 1.77

STUCCO Total 6232 6232 6232 6232 6232 5661 5549 2921 2885 1637 1368 1161 843 550 149

Mean 4.54 4.54 4.54 4.54 4.54 4.38 4.34 4.06 4.04 3.97 3.86 3.83 3.72 3.63 2.93

SD 0.92 0.92 0.92 0.92 0.92 0.79 0.77 0.82 0.79 0.78 0.73 0.68 0.67 0.7 0.58

CIGAR Total 17844 17844 15049 13214 11108 9529 8260 6918 4142 2543 2406 629 391 354 287

Mean 8.02 8.02 7.87 7.85 7.7 7.63 7.59 7.29 7.3 5.93 5.3 4.63 4.64 3.89 2.71

SD 1.59 1.59 1.62 1.64 1.59 1.51 1.52 1.46 1.35 0.65 1.05 1.43 1.05 1.93 1.45

Table A.3: Summary of Specificity Results - Census

MSDT

k Alg. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

1 COSINE 0 0 0 0 0 0 0 0 0 0 4 1 3 1 1

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 54 43 18

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 4 4 16

2 COSINE 1 1 1 0 1 1 1 4 0 3 3 4 0 1 1

STUCCO 19 19 19 19 19 19 22 37 66 243 187 151 49 21 21

CIGAR 29 29 29 29 29 29 29 51 51 51 165 165 94 80 37

3 COSINE 12 12 12 11 22 18 19 12 16 8 8 0 0 0 0

STUCCO 46 46 46 46 41 78 62 228 438 147 87 49 0 0 0

CIGAR 233 233 233 233 233 233 233 200 200 200 141 98 15 0 0

4 COSINE 75 75 75 83 98 90 90 59 52 35 10 1 1 0 0

STUCCO 196 196 173 771 764 543 448 411 398 99 43 8 0 0 0

CIGAR 965 965 965 965 965 965 965 1079 979 875 78 24 5 0 0

5 COSINE 277 277 277 294 345 265 178 178 114 49 3 1 0 0 0

STUCCO 723 723 642 642 572 1339 1454 1183 267 0 0 0 0 0 0

CIGAR 2254 2254 2254 2254 2005 1785 1589 1040 492 101 18 2 0 0 0

6 COSINE 690 690 690 709 786 475 365 333 159 37 0 0 0 0 0

STUCCO 3366 3366 2996 2721 2567 1703 854 132 19 0 0 0 0 0 0

CIGAR 3348 3348 3348 3348 2978 2144 1460 934 123 97 0 0 0 0 0

7 COSINE 1052 1052 1052 1079 1201 621 467 422 181 28 0 0 0 0 0

STUCCO 2744 2744 2443 2102 1926 184 121 0 0 0 0 0 0 0 0

CIGAR 3337 3337 3337 3337 2970 1750 1152 265 87 43 0 0 0 0 0

8 COSINE 1290 1290 1290 1330 1307 575 499 345 137 23 0 0 0 0 0

STUCCO 1801 1801 1602 927 732 0 0 0 0 0 0 0 0 0 0

CIGAR 2299 2299 2299 2299 2046 408 159 99 73 29 0 0 0 0 0

9 COSINE 1084 1084 1084 1107 1173 446 335 248 94 1 0 0 0 0 0

STUCCO 282 282 172 31 11 0 0 0 0 0 0 0 0 0 0

CIGAR 1079 1079 1079 1079 959 188 121 88 37 3 0 0 0 0 0

10 COSINE 766 766 766 801 769 269 156 90 41 0 0 0 0 0 0

STUCCO 172 172 47 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 328 328 328 328 229 52 47 39 4 0 0 0 0 0 0

11 COSINE 450 450 450 456 393 90 44 26 4 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 61 61 61 61 59 18 12 2 0 0 0 0 0 0 0

12 COSINE 238 238 238 222 171 30 9 5 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 27 27 27 27 25 0 0 0 0 0 0 0 0 0 0

13 COSINE 74 74 74 69 38 0 0 0 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table A.4: Summary of Statistical Measures for Specificity - Census

MSDT

Alg. Meas. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

COSINE Total 6009 6009 6009 6161 6304 2880 2163 1722 798 184 28 7 4 2 2

Mean 8.28 8.28 8.28 8.25 8.07 7.5 7.36 7.18 6.82 5.58 3.18 2.57 1.75 1.5 1.5

SD 1.88 1.88 1.88 1.87 1.83 1.76 1.68 1.62 1.68 1.49 1.22 1.4 1.5 0.71 0.71

STUCCO Total 9349 9349 8140 7259 6632 3866 2961 1991 1188 489 317 208 103 64 39

Mean 6.7 6.7 6.63 6.23 6.17 5.34 5.15 4.58 3.78 2.71 2.55 2.31 1.48 1.33 1.54

SD 1.17 1.17 1.11 1.18 1.17 0.88 0.85 0.85 0.91 0.78 0.72 0.54 0.5 0.47 0.51

CIGAR Total 13960 13960 13960 13960 12498 7572 5767 3797 2046 1399 402 289 118 84 53

Mean 6.57 6.57 6.57 6.57 6.52 5.85 5.61 5.18 4.59 4.18 2.87 2.53 2.18 1.95 1.7

SD 1.56 1.56 1.56 1.56 1.57 1.38 1.38 1.41 1.35 1.13 0.88 0.68 0.55 0.21 0.46
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Table A.5: Summary of Specificity Results- Waveform

MSDT

k Alg. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

1 COSINE 2 2 2 2 2 3 7 7 10 15 55 63 41 17 1

STUCCO 9 9 9 9 16 103 109 216 287 290 741 445 198 132 77

CIGAR 9 9 9 9 9 9 9 9 9 1412 645 541 265 206 102

2 COSINE 379 379 379 379 379 395 550 675 1219 1255 55 0 0 0 0

STUCCO 30959 30959 30959 30959 23743 21898 17312 15239 5341 2105 713 0 0 0 0

CIGAR 460 460 460 460 363 287 1076 7481 4605 2477 1105 17 15 0 0

3 COSINE 11890 11890 11890 11890 11890 12581 16445 16577 5348 7 0 0 0 0 0

STUCCO 13349 13349 13349 13349 11943 10992 8015 5689 1543 12 0 0 0 0 0

CIGAR 38901 38901 38901 38901 30732 26277 19181 14397 2687 9 9 0 0 0 0

4 COSINE 20009 20009 20009 20009 20009 19490 8199 2853 10 0 0 0 0 0 0

STUCCO 917 917 917 917 615 411 276 88 50 0 0 0 0 0 0

CIGAR 10793 10793 10793 10793 9873 7157 6284 882 55 0 0 0 0 0 0

5 COSINE 562 562 562 562 562 402 36 3 0 0 0 0 0 0 0

STUCCO 288 288 288 288 193 129 87 58 0 0 0 0 0 0 0

CIGAR 106 106 106 106 83 67 19 0 0 0 0 0 0 0 0

6 COSINE 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 5 5 5 5 0 0 0 0 0 0 0 0 0 0 0

Table A.6: Summary of Statistical Measures for Specificity - Waveform

MSDT

Alg. Meas. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15 20 25 30

COSINE Total 32842 32842 32842 32842 32842 32871 25237 20115 6587 1277 110 63 41 17 1

Mean 3.63 3.63 3.63 3.63 3.63 3.61 3.31 3.11 2.81 1.99 1.5 1 1 1 1

SD 0.54 0.54 0.54 0.54 0.54 0.54 0.51 0.41 0.4 0.13 0.5 0 0 0 0

STUCCO Total 45522 45522 45522 45522 36510 33533 25799 21290 7221 2407 1454 445 198 132 77

Mean 2.35 2.35 2.35 2.35 2.38 2.36 2.34 2.27 2.19 1.88 1.49 1 1 1 1

SD 0.55 0.55 0.55 0.55 0.55 0.53 0.52 0.49 0.5 0.33 0.5 0 0 0 0

CIGAR Total 50274 50274 50274 50274 41060 33797 26569 22769 7356 3898 1759 558 280 206 102

Mean 3.21 3.21 3.21 3.21 3.24 3.21 3.2 2.71 2.38 1.64 1.64 1.03 1.05 1 1

SD 0.44 0.44 0.44 0.44 0.45 0.43 0.49 0.53 0.5 0.48 0.49 0.17 0.23 0 0
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Table A.7: Summary of Specificity Results - Spambase

MSDT

k Alg. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15

1 COSINE 1 0 0 0 0 93 88 85 75 8 1 1

STUCCO 2 2 2 2 2 2 2 2 2 2 2 2

CIGAR 7 7 7 7 5 7 10 12 7 12 7 7

2 COSINE 91 95 95 95 95 241 234 233 188 43 3 5

STUCCO 443 443 443 443 443 443 443 443 443 172 68 25

CIGAR 283 283 252 224 131 79 45 26 21 19 143 10

3 COSINE 483 243 243 243 243 879 844 800 715 131 16 0

STUCCO 681 681 681 681 681 681 681 1457 568 221 120 59

CIGAR 1502 1338 1190 1059 626 369 219 129 76 31 137 76

4 COSINE 1045 879 879 879 879 2634 2401 2238 984 347 23 4

STUCCO 1556 1556 1556 1556 1556 1556 1556 1590 620 242 95 0

CIGAR 26863 23909 21280 18938 11174 6593 3889 2294 1354 528 79 29

5 COSINE 2971 2636 2636 2636 2636 5435 4633 3942 1629 571 2 0

STUCCO 3666 3666 3666 3666 10732 6332 3737 3657 1090 424 166 0

CIGAR 25735 22903 20385 18143 10705 6317 3727 2199 1297 507 62 0

6 COSINE 4714 5436 5436 5436 5436 6491 5403 4762 2058 713 1 0

STUCCO 36267 32271 32271 32271 26939 15894 9378 1190 463 181 32 0

CIGAR 19685 17519 15594 13878 8187 4831 2849 1680 454 123 33 0

7 COSINE 5506 6491 6491 6491 6491 6343 5165 4915 3013 597 0 0

STUCCO 32789 22619 22619 22619 11713 6910 4078 607 237 69 0 0

CIGAR 17626 15687 13963 12426 7333 4327 2554 1507 407 110 23 0

8 COSINE 5670 6343 6343 6343 6343 7374 6077 5914 3524 261 3 0

STUCCO 11854 10897 10897 10897 10911 6437 387 281 56 0 0 0

CIGAR 17117 15234 13559 12067 7119 4201 2478 1165 315 85 0 0

9 COSINE 8278 7374 7374 7374 7374 6750 5521 5533 2834 102 0 0

STUCCO 3997 3417 3417 3417 6523 3848 281 39 3 0 0 0

CIGAR 14516 13042 11607 10332 6095 3596 2877 1352 365 79 0 0

10 COSINE 8641 6750 6750 6750 6750 4347 3615 3517 1194 26 0 0

STUCCO 1754 1653 1653 1653 2878 1247 51 0 0 0 0 0

CIGAR 9237 8221 7316 6512 3841 1805 848 399 108 29 0 0

11 COSINE 6332 4347 4347 4347 4347 2008 1690 1660 524 20 0 0

STUCCO 651 443 443 443 524 30 5 0 0 0 0 0

CIGAR 4486 3991 3553 3163 2530 1189 559 263 71 19 0 0

12 COSINE 2670 2008 2008 2008 2008 919 707 702 221 28 0 0

STUCCO 213 193 193 76 5 0 0 0 0 0 0 0

CIGAR 3123 2498 1998 1598 1278 601 282 133 3 2 0 0

13 COSINE 1181 919 919 919 919 397 333 330 193 39 0 0

STUCCO 95 44 44 0 0 0 0 0 0 0 0 0

CIGAR 231 185 148 118 94 44 11 5 0 0 0 0

14 COSINE 433 397 397 397 397 140 108 108 35 19 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 121 97 78 62 50 24 0 0 0 0 0 0

15 COSINE 140 140 140 140 140 42 31 31 15 2 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 26 11 3 0 0 0 0 0 0 0 0 0

16 COSINE 42 42 42 42 42 11 11 11 4 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0

17 COSINE 11 11 11 11 11 0 0 0 0 0 0 0

STUCCO 0 0 0 0 0 0 0 0 0 0 0 0

CIGAR 0 0 0 0 0 0 0 0 0 0 0 0

Table A.8: Summary of Statistical Measures for Specificity - Spambase

MSDT

Alg. Meas. 0 0.01 0.03 0.05 0.1 0.5 0.75 1 2 5 10 15

COSINE Total 48209 44111 44111 44111 44111 44104 36861 34781 17206 2907 49 10

Mean 8.71 8.45 8.45 8.45 8.45 7.45 7.39 7.48 7.29 6.13 3.82 2.7

SD 2.31 2.23 2.23 2.23 2.23 2.23 2.26 2.26 2.21 2.01 1.36 1.16

STUCCO Total 93968 77885 77885 77724 72907 53380 38699 36199 18485 3311 343 36

Mean 6.75 6.7 6.7 6.69 6.68 6.43 6.17 5.75 5.77 4.58 3.7 2.47

SD 1.24 1.29 1.29 1.26 1.53 1.43 1.36 1.3 1.21 1.44 1.26 0.61

CIGAR Total 140558 124925 110933 98527 67168 55183 41548 39890 20178 5064 272 68

Mean 6.65 6.64 6.62 6.61 6.81 6.61 6.45 6.43 5.97 5.31 3.08 2.78

SD 2.31 2.29 2.27 2.25 2.26 2.04 1.92 1.86 1.81 1.34 1.24 0.81
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Table B.1: Summary of Specificity Results - Mushroom

MACT

k Alg. 0 0.25 0.5 0.75 1 1.5 2

1 GENCCS-0 0 0 1 1 1 1 3

GENCCS 1 1 2 3 4 4 5

GENCCS-1 9 9 10 12 13 14 15

GENCCS-2 17 17 18 20 21 23 23

2 GENCCS-0 0 0 0 2 3 2 4

GENCCS 1 1 1 2 2 1 4

GENCCS-1 13 12 15 11 10 10 11

GENCCS-2 21 21 20 19 16 16 12

3 GENCCS-0 0 1 0 0 1 5 4

GENCCS 18 19 18 16 16 21 18

GENCCS-1 10 11 9 11 12 23 13

GENCCS-2 39 39 35 36 34 28 27

4 GENCCS-0 0 0 2 2 0 0 6

GENCCS 52 51 51 51 49 51 37

GENCCS-1 45 43 45 47 46 41 36

GENCCS-2 42 42 41 34 34 34 22

5 GENCCS-0 1 1 2 1 3 9 10

GENCCS 152 154 151 145 134 126 103

GENCCS-1 65 65 58 53 55 45 28

GENCCS-2 33 37 38 40 33 24 14

6 GENCCS-0 13 14 15 15 14 18 19

GENCCS 156 153 152 148 132 108 97

GENCCS-1 81 83 77 72 62 53 46

GENCCS-2 27 24 27 23 20 12 16

7 GENCCS-0 68 67 70 69 68 74 73

GENCCS 215 218 209 206 200 181 148

GENCCS-1 79 79 79 79 76 61 52

GENCCS-2 8 8 8 7 7 3 1

8 GENCCS-0 131 131 128 131 139 148 164

GENCCS 146 145 138 130 124 121 110

GENCCS-1 66 66 65 65 52 36 26

GENCCS-2 0 0 0 0 0 0 0

9 GENCCS-0 228 227 227 224 192 177 174

GENCCS 95 95 93 92 79 64 34

GENCCS-1 22 23 23 19 14 14 5

GENCCS-2 12 12 11 9 9 8 8

10 GENCCS-0 176 176 176 167 161 145 130

GENCCS 69 69 68 70 59 43 14

GENCCS-1 14 12 11 9 9 6 6

GENCCS-2 0 0 0 0 0 0 0

11 GENCCS-0 291 292 291 293 286 271 195

GENCCS 20 21 20 14 10 10 8

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

12 GENCCS-0 243 244 233 231 240 200 136

GENCCS 5 3 3 3 3 1 1

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

13 GENCCS-0 157 157 165 166 151 104 76

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

14 GENCCS-0 80 80 70 61 53 53 38

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

15 GENCCS-0 44 42 39 41 37 34 19

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

16 GENCCS-0 43 42 41 29 15 3 2

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

Table B.2: Summary of Statistical Measures for Specificity - Mushroom

MACT

Alg. Meas. 0 0.25 0.5 0.75 1 1.5 2

GENCCS-0 Total 1475 1474 1460 1433 1364 1244 1053

Mean 10.88 10.86 10.81 10.75 10.68 10.41 9.98

SD 2.19 2.19 2.21 2.19 2.15 2.2 2.29

GENCCS Total 930 930 906 880 812 731 579

Mean 6.95 6.94 6.92 6.9 6.84 6.72 6.52

SD 1.85 1.84 1.85 1.85 1.84 1.84 1.76

GENCCS-1 Total 404 403 392 378 349 303 238

Mean 6.13 6.13 6.09 6.05 5.91 5.65 5.52

SD 1.95 1.92 1.98 1.97 1.99 2.09 2.14

GENCCS-2 Total 199 200 198 188 174 148 123

Mean 4.2 4.19 4.21 4.1 4.06 3.78 3.75

SD 1.99 1.97 1.97 1.95 1.99 2.01 2.14
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Table B.3: Summary of Specificity Results - Census

MACT

k Alg. 0 0.25 0.5 0.75 1 1.5 2

1 GENCCS-0 0 8 10 14 17 20 22

GENCCS 11 17 18 21 22 25 26

GENCCS-1 14 20 21 24 24 25 27

GENCCS-2 37 37 38 38 38 38 39

2 GENCCS-0 1 0 5 8 10 8 14

GENCCS 43 35 33 27 22 15 16

GENCCS-1 70 64 57 57 51 46 47

GENCCS-2 61 62 59 60 57 52 52

3 GENCCS-0 12 7 10 26 22 24 33

GENCCS 237 230 216 204 175 145 122

GENCCS-1 226 223 213 204 178 152 121

GENCCS-2 139 137 130 124 112 97 78

4 GENCCS-0 75 68 55 45 36 34 32

GENCCS 503 499 481 455 408 335 246

GENCCS-1 162 162 154 152 141 129 117

GENCCS-2 0 0 0 0 0 0 0

5 GENCCS-0 277 252 223 192 156 115 83

GENCCS 532 530 520 494 452 374 332

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

6 GENCCS-0 690 652 558 491 431 333 242

GENCCS 409 409 398 385 366 337 317

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

7 GENCCS-0 1052 1035 965 883 789 646 458

GENCCS 227 227 227 222 215 188 185

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

8 GENCCS-0 1290 1276 1233 1146 1039 845 638

GENCCS 110 110 110 110 103 95 95

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

9 GENCCS-0 1084 1081 1062 1034 962 816 700

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

10 GENCCS-0 766 760 748 742 691 587 503

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

11 GENCCS-0 450 450 447 431 404 353 318

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

12 GENCCS-0 238 238 235 231 225 194 179

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

13 GENCCS-0 74 74 74 74 70 68 68

GENCCS 0 0 0 0 0 0 0

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

Table B.4: Summary of Statistical Measures for Specificity - Census

MACT

Alg. Meas. 0 0.25 0.5 0.75 1 1.5 2

GENCCS-0 Total 6009 5901 5625 5317 4852 4043 3290

Mean 8.28 8.31 8.37 8.42 8.46 8.51 8.61

SD 1.88 1.88 1.88 1.91 1.92 1.96 2.06

GENCCS Total 2072 2057 2003 1918 1763 1514 1339

Mean 5.02 5.03 5.05 5.07 5.11 5.15 5.25

SD 1.44 1.45 1.45 1.46 1.47 1.49 1.53

GENCCS-1 Total 472 469 445 437 394 352 312

Mean 3.14 3.12 3.12 3.11 3.11 3.09 3.05

SD 0.77 0.8 0.81 0.83 0.85 0.88 0.93

GENCCS-2 Total 237 236 227 222 207 187 169

Mean 2.43 2.42 2.41 2.39 2.36 2.32 2.23

SD 0.75 0.75 0.76 0.76 0.77 0.79 0.8

189



Table B.5: Summary of Specificity Results - Waveform

MACT

k Alg. 0 0.25 0.5 0.75 1 1.5 2

1 GENCCS-0 2 4 9 14 15 22 24

GENCCS 4 6 11 15 16 23 25

GENCCS-1 5 7 11 17 17 23 25

GENCCS-2 18 19 24 27 27 31 34

2 GENCCS-0 379 370 251 119 42 7 9

GENCCS 328 319 222 111 45 14 12

GENCCS-1 292 285 207 109 55 22 15

GENCCS-2 210 204 147 73 32 9 10

3 GENCCS-0 11890 11890 11882 11767 11508 10259 7722

GENCCS 9431 9431 9427 9332 9113 8037 6083

GENCCS-1 6696 6696 6694 6613 6444 5680 4394

GENCCS-2 4360 4360 4358 4305 4190 3670 2887

4 GENCCS-0 20009 20009 20009 20009 20009 19952 19458

GENCCS 16248 16248 16248 16248 16248 16199 15777

GENCCS-1 10976 10976 10976 10976 10976 10944 10676

GENCCS-2 5829 5829 5829 5829 5829 5815 5701

5 GENCCS-0 562 562 562 562 562 562 562

GENCCS 500 500 500 500 500 500 500

GENCCS-1 369 369 369 369 369 369 369

GENCCS-2 252 252 252 252 252 252 252

Table B.6: Summary of Statistical Measures for Specificity - Waveform

MACT

Alg. Meas. 0 0.25 0.5 0.75 1 1.5 2

GENCCS-0 Total 32842 32835 32713 32471 32136 30802 27775

Mean 3.63 3.63 3.64 3.65 3.66 3.68 3.74

SD 0.54 0.54 0.53 0.52 0.52 0.51 0.49

GENCCS Total 26511 26504 26408 26206 25922 24773 22397

Mean 3.64 3.64 3.64 3.65 3.66 3.69 3.75

SD 0.54 0.54 0.54 0.53 0.52 0.51 0.49

GENCCS-1 Total 18338 18333 18257 18084 17861 17038 15479

Mean 3.62 3.62 3.63 3.64 3.65 3.68 3.73

SD 0.56 0.56 0.55 0.54 0.53 0.52 0.5

GENCCS-2 Total 10669 10664 10610 10486 10330 9777 8884

Mean 3.57 3.57 3.58 3.59 3.6 3.64 3.69

SD 0.58 0.58 0.58 0.56 0.56 0.55 0.54
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Table B.7: Summary of Specificity Results - Spambase

MACT

k Alg. 0 0.25 0.5 0.75 1 1.5 2

1 GENCCS-0 1 3 15 22 25 29 39

GENCCS 6 9 20 27 32 37 46

GENCCS-1 14 17 26 36 39 43 50

GENCCS-2 21 22 33 40 46 50 56

2 GENCCS-0 91 86 47 39 36 36 26

GENCCS 63 58 31 31 27 34 23

GENCCS-1 50 44 27 24 19 26 16

GENCCS-2 17 17 15 15 15 18 13

3 GENCCS-0 483 443 261 178 161 113 43

GENCCS 218 206 132 101 92 57 37

GENCCS-1 210 202 143 109 88 59 44

GENCCS-2 26 24 16 19 14 10 9

4 GENCCS-0 1045 994 741 579 482 366 283

GENCCS 589 572 442 374 312 246 210

GENCCS-1 510 499 421 382 343 251 216

GENCCS-2 65 63 53 43 37 33 29

5 GENCCS-0 2971 2957 2263 2066 1586 1044 719

GENCCS 1565 1555 1282 1243 1038 728 607

GENCCS-1 848 847 768 752 678 451 419

GENCCS-2 97 97 76 66 67 44 42

6 GENCCS-0 4714 4714 4072 3859 3038 2090 1721

GENCCS 2134 2134 2002 1921 1726 1246 1148

GENCCS-1 1060 1060 1028 1003 949 819 780

GENCCS-2 129 129 123 121 116 100 94

7 GENCCS-0 5506 5506 5283 5158 4896 3209 2715

GENCCS 2206 2206 2128 2079 2010 1678 1520

GENCCS-1 1026 1026 1022 1001 964 921 874

GENCCS-2 132 129 111 104 102 85 78

8 GENCCS-0 5670 5670 5625 5540 5441 4238 3818

GENCCS 2683 2683 2683 2601 2591 2313 2100

GENCCS-1 834 834 834 827 820 774 756

GENCCS-2 82 82 78 76 70 63 62

9 GENCCS-0 8278 8278 8260 8216 8168 7275 6931

GENCCS 3335 3335 3335 3293 3282 2924 2793

GENCCS-1 717 717 717 716 716 691 677

GENCCS-2 45 45 40 38 36 29 30

10 GENCCS-0 8641 8641 8641 8635 8514 7932 7505

GENCCS 3454 3454 3454 3446 3392 3217 3003

GENCCS-1 396 396 396 396 395 392 392

GENCCS-2 50 50 49 49 47 37 34

11 GENCCS-0 6332 6332 6332 6332 6284 5904 5759

GENCCS 2487 2487 2487 2487 2486 2450 2441

GENCCS-1 181 181 181 181 181 181 181

GENCCS-2 6 6 5 5 5 3 4

12 GENCCS-0 2670 2670 2670 2670 2669 2466 2466

GENCCS 994 994 994 994 994 980 980

GENCCS-1 66 66 66 66 66 66 66

GENCCS-2 13 13 13 13 12 0 0

13 GENCCS-0 1181 1181 1181 1181 1179 1036 1036

GENCCS 318 318 318 318 318 318 318

GENCCS-1 5 5 5 5 5 5 5

GENCCS-2 5 5 4 2 2 1 0

14 GENCCS-0 433 433 433 433 431 397 397

GENCCS 186 186 186 186 186 186 186

GENCCS-1 1 1 1 1 1 1 1

GENCCS-2 3 3 2 0 0 0 0

15 GENCCS-0 140 140 140 140 140 140 140

GENCCS 37 37 37 37 37 37 37

GENCCS-1 5 5 5 5 5 5 5

GENCCS-2 5 5 5 5 5 5 4

16 GENCCS-0 42 42 42 42 42 42 42

GENCCS 14 14 14 14 14 14 14

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0

17 GENCCS-0 11 11 11 11 11 11 11

GENCCS 4 4 4 4 4 4 4

GENCCS-1 0 0 0 0 0 0 0

GENCCS-2 0 0 0 0 0 0 0
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Table B.8: Summary of Statistical Measures for Specificity - Spambase

MACT

Alg. Meas. 0 0.25 0.5 0.75 1 1.5 2

GENCCS-0 Total 48209 48101 46017 45101 43103 36328 33651

Mean 8.71 8.72 8.87 8.94 9.06 9.29 9.43

SD 2.31 2.3 2.21 2.18 2.12 2.06 2

GENCCS Total 20293 20252 19549 19156 18541 16469 15467

Mean 8.48 8.49 8.62 8.66 8.75 8.95 9.04

SD 2.34 2.33 2.26 2.24 2.21 2.18 2.16

GENCCS-1 Total 5923 5900 5640 5504 5269 4685 4482

Mean 6.85 6.87 6.98 7.03 7.1 7.29 7.36

SD 2.11 2.1 2.07 2.06 2.06 2.06 2.05

GENCCS-2 Total 696 690 623 596 574 478 455

Mean 6.52 6.53 6.51 6.43 6.39 6.11 6.05

SD 2.49 2.5 2.61 2.65 2.7 2.72 2.74
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Appendix C

MSRT Data

Table C.1: Summary of Specificity Results - Mushroom

MSRT

k Alg. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

1 λ-COSINE 1 1 1 0 0 0 0 0 0 0 0 1 1 2

λ-GENCCS 1 2 2 1 1 1 2 2 1 1 1 2 2 2

2 λ-COSINE 2 3 2 0 0 3 3 2 6 7 9 16 15 14

λ-GENCCS 1 1 1 2 6 9 7 5 8 5 7 15 14 14

3 λ-COSINE 0 1 5 3 14 17 21 22 13 16 15 7 3 3

λ-GENCCS 18 18 18 13 11 22 27 19 14 14 14 3 1 1

4 λ-COSINE 2 0 0 19 17 37 51 35 19 7 7 0 0 0

λ-GENCCS 52 51 51 41 21 34 43 36 16 9 6 0 0 0

5 λ-COSINE 1 3 9 33 30 95 62 32 10 5 1 0 0 0

λ-GENCCS 152 151 151 81 42 64 37 25 13 2 0 0 0 0

6 λ-COSINE 15 14 18 91 32 58 27 14 7 0 0 0 0 0

λ-GENCCS 154 152 152 111 47 56 27 18 0 0 0 0 0 0

7 λ-COSINE 69 68 74 145 117 35 24 22 1 0 0 0 0 0

λ-GENCCS 211 209 209 128 75 18 10 10 0 0 0 0 0 0

8 λ-COSINE 131 139 148 157 72 12 11 6 0 0 0 0 0 0

λ-GENCCS 140 138 138 80 52 0 0 0 0 0 0 0 0 0

9 λ-COSINE 224 192 177 99 24 6 3 2 0 0 0 0 0 0

λ-GENCCS 95 93 93 39 11 0 0 0 0 0 0 0 0 0

10 λ-COSINE 167 161 145 55 23 0 0 0 0 0 0 0 0 0

λ-GENCCS 69 68 68 21 10 0 0 0 0 0 0 0 0 0

11 λ-COSINE 293 286 271 52 9 0 0 0 0 0 0 0 0 0

λ-GENCCS 20 20 20 8 0 0 0 0 0 0 0 0 0 0

12 λ-COSINE 231 240 200 17 1 0 0 0 0 0 0 0 0 0

λ-GENCCS 5 3 3 1 0 0 0 0 0 0 0 0 0 0

13 λ-COSINE 166 151 104 26 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

14 λ-COSINE 61 57 57 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

15 λ-COSINE 42 41 41 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

16 λ-COSINE 38 37 37 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table C.2: Summary of Statistical Measures for Specificity - Mushroom

MSRT

Alg. Meas. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

λ-COSINE Total 1443 1394 1289 697 339 263 202 135 56 35 32 24 19 19

Mean 10.79 10.78 10.59 8.07 7.09 5.41 5.09 4.99 4.04 3.29 3 2.25 2.11 2.05

SD 2.22 2.24 2.37 2.04 1.78 1.37 1.46 1.57 1.24 0.96 0.8 0.53 0.46 0.52

λ-GENCCS Total 918 906 906 526 276 204 153 115 52 31 28 20 17 17

Mean 6.94 6.92 6.92 6.61 6.38 4.92 4.48 4.49 3.62 3.19 2.89 2.05 1.94 1.94

SD 1.86 1.85 1.85 1.74 1.76 1.3 1.34 1.38 1.09 0.91 0.79 0.51 0.43 0.43
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Table C.3: Summary of Specificity Results - Census

MSRT

k Alg. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

1 λ-COSINE 8 10 14 2 3 3 3 3 4 6 5 6 6 6

λ-GENCCS 11 18 18 16 16 16 16 15 14 13 11 10 10 9

2 λ-COSINE 0 5 8 43 61 61 60 59 34 41 31 17 15 8

λ-GENCCS 43 33 33 28 36 34 30 30 15 26 19 11 11 7

3 λ-COSINE 7 10 26 276 240 204 157 145 61 50 44 39 24 14

λ-GENCCS 237 216 216 228 209 167 115 102 60 35 33 31 18 10

4 λ-COSINE 68 55 45 581 293 256 171 154 84 10 10 9 8 4

λ-GENCCS 493 481 481 387 177 139 86 77 44 6 6 5 5 2

5 λ-COSINE 252 223 192 620 261 209 97 80 44 1 1 1 1 1

λ-GENCCS 531 520 520 365 110 98 42 37 17 1 1 1 1 1

6 λ-COSINE 659 561 491 500 125 102 47 46 18 0 0 0 0 0

λ-GENCCS 401 398 398 165 55 42 13 12 0 0 0 0 0 0

7 λ-COSINE 989 883 946 252 73 57 23 18 1 0 0 0 0 0

λ-GENCCS 227 227 227 138 42 42 12 10 0 0 0 0 0 0

8 λ-COSINE 1233 1101 987 174 5 5 1 1 0 0 0 0 0 0

λ-GENCCS 110 110 110 22 5 5 1 1 0 0 0 0 0 0

9 λ-COSINE 1062 934 734 24 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

10 λ-COSINE 848 742 742 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

11 λ-COSINE 448 399 429 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

12 λ-COSINE 137 185 182 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

13 λ-COSINE 68 16 12 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table C.4: Summary of Statistical Measures for Specificity - Census

MSRT

Alg. Meas. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

λ-COSINE Total 5779 5124 4808 2472 1061 897 559 506 246 108 91 72 54 33

Mean 8.27 8.27 8.28 5.14 4.36 4.3 3.96 3.92 3.76 2.62 2.68 2.75 2.69 2.58

SD 1.84 1.84 1.9 1.49 1.33 1.34 1.29 1.29 1.19 0.77 0.79 0.83 0.93 1.03

λ-GENCCS Total 2053 2003 2003 1349 650 543 315 284 150 81 70 58 45 29

Mean 5.02 5.05 5.05 4.64 4.06 4.08 3.63 3.61 3.23 2.46 2.53 2.59 2.47 2.28

SD 1.45 1.45 1.45 1.37 1.41 1.47 1.33 1.33 1.08 0.9 0.91 0.94 1.04 1.1

Table C.5: Summary of Specificity Results - Waveform

MSRT

k Alg. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

1 λ-COSINE 15 15 15 2 2 2 2 2 2 2 3 5 6 4

λ-GENCCS 4 11 11 11 10 10 10 10 9 9 9 10 9 8

2 λ-COSINE 42 42 42 378 347 345 331 322 274 238 208 184 175 169

λ-GENCCS 259 222 222 225 225 231 230 231 203 201 179 164 158 156

3 λ-COSINE 11508 11508 11508 11563 7148 5625 3947 3205 2002 1184 564 390 260 206

λ-GENCCS 9427 9427 9427 9132 5810 4865 3643 2982 1998 1183 564 390 260 206

4 λ-COSINE 20009 20009 20009 18251 7310 4315 2706 2159 1360 364 105 38 15 5

λ-GENCCS 16248 16248 16248 14599 6148 3913 2614 2083 1360 364 105 38 15 5

5 λ-COSINE 562 562 562 484 257 137 111 92 53 1 1 1 0 0

λ-GENCCS 500 500 500 423 248 137 111 92 53 1 1 1 0 0

Table C.6: Summary of Statistical Measures for Specificity - Waveform

MSRT

Alg. Meas. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

λ-COSINE Total 32136 32136 32136 30678 15064 10424 7097 5780 3691 1789 881 618 456 384

Mean 3.66 3.66 3.66 3.61 3.5 3.41 3.37 3.35 3.32 3.07 2.88 2.75 2.62 2.55

SD 0.52 0.52 0.52 0.54 0.58 0.58 0.6 0.61 0.63 0.58 0.6 0.58 0.57 0.54

λ-GENCCS Total 26438 26408 26408 24390 12441 9156 6608 5398 3623 1758 858 603 442 375

Mean 3.64 3.64 3.64 3.62 3.51 3.43 3.39 3.37 3.34 3.08 2.9 2.76 2.64 2.55

SD 0.54 0.54 0.54 0.54 0.58 0.58 0.59 0.6 0.62 0.58 0.61 0.59 0.58 0.56
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Table C.7: Summary of Specificity Results - Spambase

MSRT

k Alg. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

1 λ-COSINE 39 9 46 1 3 9 9 12 34 42 42 41 46 46

λ-GENCCS 6 20 20 17 19 19 21 35 42 42 41 46 46 47

2 λ-COSINE 26 58 23 712 120 74 78 86 56 40 38 36 21 15

λ-GENCCS 63 31 31 37 68 70 74 55 38 36 35 20 15 6

3 λ-COSINE 43 206 37 1046 177 88 90 52 40 17 17 4 0 0

λ-GENCCS 218 132 132 138 89 92 53 41 21 21 4 0 0 0

4 λ-COSINE 283 572 210 739 83 19 14 11 9 2 2 0 0 0

λ-GENCCS 589 442 442 114 20 15 14 12 1 1 0 0 0 0

5 λ-COSINE 719 1555 607 104 2 1 1 1 1 0 0 0 0 0

λ-GENCCS 1565 1282 1282 25 0 0 0 0 0 0 0 0 0 0

6 λ-COSINE 1721 2134 1148 9 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 2134 2002 2002 1 0 0 0 0 0 0 0 0 0 0

7 λ-COSINE 2715 2206 1520 4 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 2206 2128 2128 0 0 0 0 0 0 0 0 0 0 0

8 λ-COSINE 3818 2683 2100 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 2683 2683 2683 0 0 0 0 0 0 0 0 0 0 0

9 λ-COSINE 6931 3335 2793 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 3335 3335 3335 0 0 0 0 0 0 0 0 0 0 0

10 λ-COSINE 7505 3454 3003 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 3454 3454 3454 0 0 0 0 0 0 0 0 0 0 0

11 λ-COSINE 5759 2487 2441 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 2487 2487 2487 0 0 0 0 0 0 0 0 0 0 0

12 λ-COSINE 2466 994 980 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 994 994 994 0 0 0 0 0 0 0 0 0 0 0

13 λ-COSINE 1036 318 318 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 318 318 318 0 0 0 0 0 0 0 0 0 0 0

14 λ-COSINE 397 186 186 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 186 186 186 0 0 0 0 0 0 0 0 0 0 0

15 λ-COSINE 140 37 37 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 37 37 37 0 0 0 0 0 0 0 0 0 0 0

16 λ-COSINE 42 14 14 0 0 0 0 0 0 0 0 0 0 0

λ-GENCCS 14 14 14 0 0 0 0 0 0 0 0 0 0 0

λ-COSINE 11 4 4 0 0 0 0 0 0 0 0 0 0 0

17 λ-GENCCS 4 4 4 0 0 0 0 0 0 0 0 0 0 0

λ-COSINE 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table C.8: Summary of Statistical Measures for Specificity - Spambase

MSRT

Alg. Meas. 0 0.5 1 1.2 1.4 1.6 1.8 2 2.5 3 3.5 4 4.5 5

λ-COSINE Total 33640 20248 15463 2615 385 191 192 162 140 101 99 81 67 61

Mean 9.42 8.49 9.03 3.11 2.9 2.63 2.58 2.4 2.19 1.79 1.79 1.54 1.31 1.25

SD 2 2.33 2.16 0.87 0.76 0.75 0.72 0.75 0.9 0.79 0.8 0.59 0.47 0.43

λ-GENCCS Total 20293 19549 19549 332 196 196 162 143 102 100 80 66 61 53

Mean 8.48 8.61 8.61 3.29 2.56 2.53 2.37 2.21 1.81 1.81 1.54 1.3 1.25 1.11

SD 2.34 2.26 2.26 0.95 0.8 0.77 0.82 0.91 0.79 0.8 0.59 0.46 0.43 0.32
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Appendix D

Case Studies Questionnaires

Case Study I

Figure D.1: Ethical Decision-Making Questionnaire Page 1
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Figure D.2: Ethical Decision-Making Questionnaire Page 2
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Figure D.3: Ethical Decision-Making Questionnaire Page 3
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Figure D.4: Ethical Decision-Making Questionnaire Page 4
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Figure D.5: Ethical Decision-Making Questionnaire Page 5
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Figure D.6: Ethical Decision-Making Questionnaire Page 6
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Case Study II

Figure D.7: WoW User Interface Study Questionnaire Questions 4 to 6
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Figure D.8: WoW User Interface Study Questionnaire Questions 7 to 10

Figure D.9: WoW User Interface Study Questionnaire Questions 11 to 12
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