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ABSTRACTA

urate run-time analysis has been expensive for 
omplexprograms, in part be
ause most methods perform on alldata. Some appli
ations require only partial reorganization.An example of this is o�-loading infrequently used data froma mobile devi
e. Complete monitoring is not ne
essary be-
ause not all a

esses 
an rea
h the displa
ed data. To sup-port partial monitoring, this paper presents a frameworkthat in
ludes a sour
e-to-sour
e C 
ompiler and a run-timemonitor. The 
ompiler inserts run-time 
alls, whi
h invokethe monitor during exe
ution. To be sele
tive, the 
ompilerneeds to identify relevant data and their a

ess. It needs toanalyze both the 
ontent and the lo
ation of monitored data.To redu
e run-time overhead, the system uses a sour
e-levelinterfa
e, where the 
ompiler transfers additional programinformation to redu
e the workload of the monitor. The pa-per des
ribes an implementation for general C programs. Itevaluates di�erent levels of data monitoring and their appli-
ation on an SGI workstation and an Intel PC.
1. INTRODUCTIONAn information system often needs to monitor its data usageto provide better servi
e, improve performan
e, and guaran-tee 
orre
tness and reliability. Sin
e 
he
king all a

esses toall data is too 
ostly, run-time monitoring has to be sele
tive.Till now, this has been the job of a programmer, who �ndsall a

esses that needs monitoring and inserts appropriate
ode in appropriate pla
es. The diÆ
ulty of programmingand probability of error in
rease proportionally with the sizeof program and the 
omplexity of data, espe
ially in C pro-grams that rely on eÆ
ient a

ess through pointers. Withthe exponential in
rease in storage and 
omputing 
apa
ity,today's systems pro
ess data at unpre
edented volume and
omplexity. Manual data monitoring has be
ome in
reas-ingly 
umbersome to write, 
hange, and maintain.In this paper, we des
ribe a new framework of sele
tive data

monitoring. It has two 
omponents: a sour
e-to-sour
e C
ompiler and a run-time monitor. The 
ompiler analyzesa program and inserts run-time 
alls for the right data atthe right lo
ation. During program exe
ution, the monitorre
eives information from 
ompiler-inserted 
alls and keepstra
k of the layout of monitored data and their a

esses. Theinterfa
e between the two 
omponents 
onsists of sour
e-level fun
tion 
alls, whi
h allow various information aboutthe program to be ex
hanged as parameters.We use the 
ompiler and the sour
e-level interfa
e for threereasons. The �rst is 
ompiler sele
tion and optimization.The 
ompiler 
hooses what data to monitor and at whi
hpoints in a program, so the system in
urs run-time 
ost foronly relevant parts of a program instead of its entirety. These
ond reason is run-time use of 
ompiler information. The
ompiler deposits useful analysis results in 
alls to the mon-itor. For example, with 
ompiler-supplied information, themonitor 
an view memory as a 
olle
tion of data obje
ts in-stead of memory 
ells. The last goal is ma
hine-independentmonitoring. All 
hanges are made at the sour
e level. Thetransformed program 
an run on any ma
hine that has aC 
ompiler. Furthermore, be
ause of the run-time support,the new system 
an handle all features of C language.Sele
tive monitoring is useful for data o�-loading. Embed-ded systems need to redu
e the size of physi
al memoryto minimize manufa
ture 
ost. They also need to redu
ethe size of a
tive memory to minimize energy 
onsumption.Both tasks involve relo
ating 
ertain program data either toan o�-devi
e network or to an on-devi
e but ina
tive (low-power) memory module. Data o�-loading must be sele
tivebe
ause it targets infrequently used data. It must be eÆ
ientboth in time and spa
e, 
onsidering the limited resour
es anembedded system has. Finally, it should be ma
hine inde-pendent be
ause embedded pro
essors are often not binary
ompatible even between generations of the same produ
t.Our approa
h extends existing te
hniques in general-purposedata analysis. One su
h te
hnique is binary pro�ling, whi
hinstruments obje
t 
ode to 
olle
t the target address at ea
hmemory operation. Binary instrumentation does not needprogram sour
e, and it 
an a

ess high-level program in-formation if available. However, most te
hniques of binarypro�ling perform blindly on all data. Its low-level interfa
ehas limited latitude in 
olle
ting and representing programinformation other than the target address. Binary instru-mentation tools are also ma
hine and 
ompiler dependent.
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All data Partial dataFigure 1: Two dimensions of data monitoringAnother te
hnique is memory-safety 
he
king for C/C++programs. It 
he
ks a

esses to all data, so it is not sele
-tive. It determines whether an a

ess is inside an obje
tbut not its exa
t lo
ation inside the obje
t. The problem ofimpre
ision is also shared by a third te
hnique, 
onservativegarbage 
olle
tion, whi
h treats heap obje
ts as indivisible.Di�erent from previous e�orts, we explore a more sophis-ti
ated 
ompiler and a high-level interfa
e supporting the
ompiler. We aim at data monitoring that is sele
tive, eÆ-
ient and 
exible.The diagram in Figure 1 shows the two dimensions of se-le
tive monitoring, as well as the relation of di�erent te
h-niques. The horizontal axis represents the sele
tion of dataand the verti
al axis the sele
tion of pre
ision. Our frame-work provides generalized monitoring, whi
h allows sele
tionin both dire
tions. As we will see later, data monitoring 
anbe eÆ
ient if we target a subset of data instead of all data.Partial monitoring is shown by the right-most 
ir
le in thediagram. Both 
omplete and partial monitoring have im-portant appli
ations, whi
h will be dis
ussed in Se
tion 4.The rest of the paper is organized as follows. Se
tion 2 de-s
ribes the monitoring system. The next two se
tions studyits overhead and des
ribe its appli
ation in data o�-loading.The last two se
tions dis
uss related work and 
on
lude.
2. THE MONITORING SYSTEMThe following des
ription refers to program data as a 
ol-le
tion of data units, ea
h is an independent and 
ontiguousmemory se
tion. No two data units overlap. Lo
ations ofdata units are not related, i.e. a program 
an not a

ess onedata unit based on the address of another data unit. Dataunits in
lude instan
es of global, lo
al, parameter variablesand dynami
 allo
ation.We will use C 
ode as examples. As shown in the se
tion onrun-time support (Se
tion 2.3), the system 
an be extendedto handle all features of C language and to support library
ode with no program sour
e. However, 
ompiler sele
tionand optimization are e�e
tive only if the program is in sour
eform and observes a simple notion of type safety, where alldata a

esses are type 
orre
t, and type 
asting happensonly between pointer values. We follow the 
onvention thata single data item 
an be a

essed as an array of one element.

Type safety 
an be ensured by stati
 type 
he
king plus run-time range 
he
king. We use 
onventional C 
ompilers forstati
 type 
he
king. We support run-time 
he
ks as a by-produ
t of our monitoring system. The generated 
ode usedin this se
tion was obtained by our a
tual implementation,with minor syntax 
hanges to make it more 
ompa
t.The following three sub-se
tions des
ribe �rst the high-levelinterfa
e and then the 
omponents on the two sides of theinterfa
e: the 
ompiler and the monitor. The fo
us is onthe role of the 
ompiler in enabling a high-level interfa
eand redu
ing monitoring overhead, both dire
tly at 
ompiletime and indire
tly at run time.
2.1 High-Level InterfaceThe interfa
e links the two 
omponents of the system bytransferring 
ompiler-supplied information to the run-timemonitor. The interfa
e is high-level be
ause it des
ribes pro-gram data and their a

esses through sour
e-level fun
tion
alls. We �rst des
ribe ea
h part of the interfa
e and thendis
uss its bene�ts.
2.1.1 Data DefinitionData de�nition in
ludes data allo
ation and its type de�-nition. We use terms stru
ture and type inter
hangeably:they both mean sour
e-level 
ontent of a data unit, whi
h iseither a basi
 type or an aggregated type. The basi
 typesare primitive data types su
h as an integer or a pointer.All pointers are 
onsidered as a single primitive type. Ag-gregated types are de�ned as stru
ture, union, or array ofother types. Data allo
ation in
ludes stati
 allo
ation ofglobal data, run-time allo
ation of heap data, and sta
k al-lo
ation of lo
al and parameter data.The 
ompiler inserts a run-time 
all for ea
h type de�ni-tion. For a stru
ture or a union, it des
ribes the name ofthe stru
ture, its �elds, and their o�sets. Multiple �eldsof a union may have the same o�set. For an array, it de-s
ribes the size of the array and the type of its elements.One problem is that the o�set of a �eld and the size of anarray element are dependent on the ba
k-end 
ompiler. Forexample, a byte �eld in a stru
ture 
an o

upy one byte onone ma
hine but two bytes on another. The solution is tore
ord symboli
 values based on a sample data item. Whenthe program is 
ompiled into ma
hine 
ode, symboli
 valuesbe
ome pre
ise. The use of the sample item does not a�e
tthe allo
ation of global or heap data: it is a lo
al pointervariable allo
ated on the 
all sta
k.A run-time 
all is also inserted for ea
h data allo
ation.Global variables are re
orded before the �rst exe
utablestatement of a program (in the main fun
tion in a C pro-gram). Dynami
 memory allo
ation is re
orded after ea
h
all (e.g. mallo
). Only those type de�nitions used by mon-itored data are re
orded. Memory re
olle
tion (i.e. freeor delete operation) is also re
orded. Lo
al variables arere
orded at the beginning of a fun
tion and re
olle
ted atthe end of the fun
tion. Parameters are re
orded before afun
tion 
all and re
olle
ted after the 
all. Our implementa-tion 
urrently re
ords allo
ation of only global and dynami
data.Figure 2 shows an example 
ode segment, whi
h de�nes a



stru
t s {int a[5℄, *
;} dat;int _Re
ordGlobalData_() {stru
t s* s_sample;Re
Type(s_sample, "stru
t s", 2, "a", (&(*s_sample).a ), 5, (&(*s_sample).a [1℄ ), "int","
", (&(*s_sample).
 ), 1, sizeof(int*), "int *");Re
Obj("dat", "global variable dat in demo.
 at line 5", (&dat), 1, sizeof(stru
t s), "stru
t s");}Figure 2: Example Part 1: data de�nition. Re
Type re
ords the 
ontent of type s, whi
h in
ludes the name,size, and o�set of ea
h �eld. The dummy pointer is used to extra
t exa
t �eld o�sets. Re
Obj re
ords thename and type of variable dat, as well as the sour
e-level lo
ation of its de
laration.stru
ture type s and a global variable dat of that type. The
ompiler re
ords the type and data de�nition in a fun
tionRe
ordGlobalData . It has two monitor 
alls. The �rst, Re
-Type, re
ords the stru
ture of type s, using a lo
al pointer toextra
t symboli
 �eld o�sets. The se
ond, Re
Obj, re
ordsthe global variable dat and its type.
2.1.2 Data AccessA

ess monitoring has two basi
 requirements: to 
aptureea
h memory a

ess and to pinpoint the a

essed lo
ation.A C program a

esses a data element through a sequen
e ofstru
ture, union, or array a

ess operators. The sequen
eis often 
alled an a

ess path. An a

ess path may 
ontainmultiple data referen
es. For example, the path, a.b.
.d,
ontains a single memory referen
e; but e ! f ! g ! hin
ludes four memory referen
es. A more interesting 
ase isj.k[i℄, whi
h 
an be either one or two referen
es dependingon whether the type of the k �eld is a stati
 array or apointer. A 
ompiler distinguishes the two 
ases by stati
type analysis.A 
ompiler re
ords ea
h data referen
e with a 
all to Re
A
-
ess. It has two parameters: the �rst is usually the startingaddress of the a

essed data unit, and the se
ond is the a
-tual address of the a

ess. We 
all the �rst parameter thebase address of data a

ess. The use of base address allowsthe run-time system to re
ognize data units. For example foran array referen
e A[10℄, the 
ompiler inserts Re
A

ess(A,&A[10℄), where the �rst parameter is the base address thatidenti�es the data unit at run time. As a result, all ele-ments of array A will be managed as a single data unit bythe monitor, making it eÆ
ient for large obje
ts.A 
ompiler, however, 
annot always determine the base ad-dress of the a

essed data unit, be
ause an address 
an betaken from the middle of a data unit and then used as a basefor later a

esses. For example, a fun
tion 
all, bar(&A[10℄),would pass a partial array to fun
tion bar. The solution is touse another monitor 
all, Re
Link, whi
h informs the mon-itor that an internal address is taken and may be used asa basis in later exe
ution. In this example, the 
ompilerinserts Re
Link(A, &A[10℄) before the fun
tion 
all. Afterthis point, any a

ess to the parameter array in fun
tion barwill be re
ognized as a

ess to array A. Se
tion 2.3 showshow the run-time monitor uses Re
A

ess and Re
Link.

The 
ompiler needs to insert ea
h monitor 
all at the 
orre
tlo
ation. The pla
ement be
omes a problem in the pres-en
e of impli
it assignment and 
ontrol 
ow in C programs.Consider the statement A[0℄[i==0? i+=1:i℄.a[i℄=0. Thevalue of i may be 
hanged. We 
annot insert Re
A

ess(A,&A[i℄[i℄), even if we know that i is zero upon entering thestatement. The example also shows the problem of high-level 
ontrol 
ow. An index expression may in
lude 
ondi-tionals and fun
tion 
alls. We need to insert Re
A

ess andRe
Link before and only before ea
h data a

ess. In thisexample, we need to 
onditionally re
ord the use of i in thetwo bran
hes of the 
onditional expression.The 
ompiler solves the problem of impli
it assignment andhigh-level 
ontrol 
ow by making them expli
it. It trans-forms impli
it assignments into a sequen
e of single-assignmentstatements, introdu
ing new temporary variables when ne
-essary. It 
onverts high-level 
ontrol 
ows into low-level onesusing goto and if-goto statements. The transformations arewell understood as part of traditional 
ompiler 
ode gen-eration. They 
an be made in di�erent ways. The one inour 
ompiler is adapted from the implementation in the l


ompiler [10℄.A longer example is given in Figure 3, whi
h uses the datade�nitions in Figure 2. The initial version has impli
it as-signments and 
ontrol 
ow, as well as array, stru
ture, andpointer a

esses. The transformed version makes 
ontrol
ow and data a

esses expli
it. It adds two temporary vari-ables. It 
alls Re
A

ess before ea
h data a

ess and Re
Linkbefore the last statement, whi
h takes the internal addressfrom an array.Another minor problem in 
ode generation is that the Clanguage does not allow dire
t type de
laration of array orfun
tion pointers (for example, as the type of a return value).The 
ompiler uses typedef to 
ir
umvent the problem. Anexample is shown at the beginning of the instrumented ver-sion in Figure 3 for the array parameter.The total number of Re
A

ess in the instrumented versionin Figure 3 is 28. The 
ompiler se
tion will show that 
om-piler optimization 
an remove most of them without losingmonitoring a

ura
y.



// Initial versionvoid foo(stru
t s A[℄[5℄, int *ip, int i) {int j, k;A[0℄[i==0?i+=1:i℄.a[i℄ = 0;j = *ip;A[0℄[j+1℄.
 = ip;k = 1+*ip;A[0℄[k℄.
[0℄ = 1;bar(A[1℄);}// Instrumented version with no optimizationtypedef stru
t s stru
t_s_A_5_[5℄;void foo(stru
t_s_A_5_* A, int* ip, int i) {{int j, k, tmp1, tmp2;Re
A

ess((&i), (&i));if ((i != 0)) goto L4;Re
A

ess((&tmp2), (&tmp2));Re
A

ess((&i), (&i));tmp2 = (i + 1);Re
A

ess((&i), (&i));Re
A

ess((&tmp2), (&tmp2));i = tmp2;Re
A

ess((&tmp1), (&tmp1));Re
A

ess((&tmp2), (&tmp2));tmp1 = tmp2;goto L5;L4:;Re
A

ess((&tmp1), (&tmp1));Re
A

ess((&i), (&i));tmp1 = i;L5:;Re
A

ess((&A), (&A));Re
A

ess((&tmp1), (&tmp1));Re
A

ess((&i), (&i));Re
A

ess(A, (&A[0℄[tmp1℄ .a [i℄ ));A[0℄[tmp1℄ .a [i℄ = 0;Re
A

ess((&j), (&j));Re
A

ess((&ip), (&ip));Re
A

ess(ip, ip);j = (*ip);Re
A

ess((&A), (&A));Re
A

ess((&j), (&j));Re
A

ess(A, (&A[0℄[(j + 1)℄ .
 ));Re
A

ess((&ip), (&ip));A[0℄[(j + 1)℄ .
 = ip;Re
A

ess((&k), (&k));Re
A

ess((&ip), (&ip));Re
A

ess(ip, ip);k = ((*ip) + 1);Re
A

ess((&A), (&A));Re
A

ess((&k), (&k));Re
A

ess(A, (&A[0℄[k℄ .
 ));Re
A

ess(A[0℄[k℄ .
 , (&A[0℄[k℄ .
 [0℄ ));A[0℄[k℄ .
 [0℄ = 1;Re
A

ess((&A), (&A));Re
Link(A, A[1℄ );bar(A[1℄ );}L3:;}Figure 3: Example Part 2: program fun
tion foo.Impli
it 
ontrol and assignment are made expli
it.For ea
h data a

ess, Re
A

ess re
ords the base andthe address of the a

ess. Re
Link re
ords the ex-tra
tion of an internal address from array A.

2.1.3 Benefits of High-Level InterfaceThe sour
e-level interfa
e, 
onsisting of various fun
tion 
alls,has three important bene�ts: it is independent of the 
om-piler or the target ma
hine; it is expandable; and more im-portantly, it is eÆ
ient be
ause it 
an be jointly optimizedwith the rest of the program by a ma
hine 
ompiler. Thisse
tion dis
usses the expandability and eÆ
ien
y aspe
ts.The interfa
e is expandable be
ause monitor 
alls 
an 
on-tain any number of parameters. In the 
urrent system, Re-
A

ess 
ontains not only the address of the a

ess but alsothe base address of the data unit being a

essed, as shown inFigure 3. The base address saves the monitor from the workof �nding the a

essed data unit. The interfa
e 
an 
ontainother information for other types of program analysis. Forexample, it 
an pass the a

ess type ( i.e. read or write)if the monitor wants to tra
k data modi�
ation. Anotherexample is to monitor program statements instead of a

esstra
es. To do so, a monitor 
all needs to in
lude all a

essesin ea
h statement. Sin
e a statement may have any numberof data referen
es, a monitor 
all may 
ontain any numberof parameters.The interfa
e 
ode is mixed with the program sour
e, soit is generated and optimized by a ma
hine 
ompiler. Theparameters of monitor 
alls will be 
onverted into ma
hine
ode with optimization su
h as register allo
ation. It is im-portant that the interfa
e 
ode and the program 
ode aregenerated together. For example, when re
ording an a

essto A[10℄, the base address of the array is needed by both thea

ess and the pre
eding monitor 
all. A ma
hine 
ompilerwould easily save the base address in a register and reuseit in both pla
es. If, however, the interfa
e 
ode is not in-serted at sour
e level and not seen by a ma
hine 
ompiler,the extra
tion of base address is not as easy and may leadto repeated 
omputation and register loading.Ma
hine-level 
ode generation su
h as register allo
ation isdi�erent on di�erent ma
hines, espe
ially embedded pro
es-sors that have un
onventional CPU and register ar
hite
ture(e.g. multimedia instru
tions and partitioned register �les).Generating interfa
e 
ode without using a ma
hine 
ompilerwould be a daunting task. Sour
e-level interfa
e allows ar-bitrary data passing and ensures 
orre
tness. Moreover, theinterfa
e 
ode is jointly optimized with the program andthey 
an share ea
h other's results. The joint optimiza-tion is made possible when programs are 
ompiled together,whi
h means that the monitoring 
ode has to be inserted inprogram sour
e.The high-level interfa
e we use is di�erent from past workin binary instrumentation, whi
h inserts monitor 
ode forload and store instru
tions at the binary level. Binary-levelinterfa
e does not need program sour
e. The address of dataa

ess is readily available in a register. However, if it needsother information su
h as the base address or the type of a
-
ess, binary instrumentation will en
ounter the dilemma ofeither storing the additional information in memory, whi
his not eÆ
ient, or using registers, whi
h means modifyingprogram register allo
ation. In addition, 
ode generationfor monitor 
ode is 
ompiler and ma
hine dependent. Givensigni�
ant di�eren
e among spe
ial-purpose ar
hite
tures,binary instrumentation is not easily portable.



The high-level interfa
e may in
rease run-time overhead andregister pressure in the instrumented program. It is a trade-o� between storing information in an interfa
e and re
om-puting the same information at run time. The balan
e maybe di�erent for di�erent problems. The best option is oftena mixture of storing and 
omputing. The goal of the frame-work is to provide these options. As we will see later, theuse of base address in Re
A

ess results in signi�
ant spa
esaving at run time.
2.2 Compiler Control of Access MonitoringNot all a

esses need to be monitored. The job of the 
om-piler is to sele
t a minimal set of data a

esses for moni-toring. The sele
tion 
onsists of two orthogonal tasks. The�rst sele
ts distin
t a

esses and removes repeated monitor-ing of the same data. The se
ond sele
ts targeted programsegments and removes monitoring in unrelated parts. Thefollowing two se
tions des
ribe these two types of 
ompilersele
tion. We assume that a program is type 
orre
t, asde�ned at the beginning of Se
tion 2.
2.2.1 Removing Redundant MonitoringOur base s
heme monitors every data a

ess. However, ifa variable is a

essed repeatedly in a short 
ode sequen
e,we 
an re
ord the �rst a

ess and omit the rest. The prob-lem is as follows. Given two data referen
es, we removeRe
A

ess for the latter if and only if two 
onditions hold.First, the two data referen
es always a

ess the same dataelement. Se
ond, they are always exe
uted in a bounded-length sequen
e. We 
all the se
ond requirement bounded-distan
e guarantee, sin
e it ensures that any unmonitoreda

ess must follow a monitored a

ess to the same lo
ationby a bounded distan
e.We 
an maintain bounded-distan
e guarantee by not opti-mizing a
ross fun
tion 
alls and ba
k edges in a 
ontrol 
owgraph. Hen
e the guaranteed distan
e is the maximal lengthof an intra-pro
edural path that does not in
lude any 
allsite and any loop stru
ture. Our 
urrent implementation ismore limited and does not optimize a
ross basi
 
ode blo
ks.The general problem is similar to global redundan
y elimi-nation [7, 1℄, ex
ept that we need to bound the distan
e ofall paths between an available expression and a redundantexpression.To dete
t repeated referen
es to the same data, we expanda version of lo
al value numbering [1℄. Our te
hnique hasthree novel aspe
ts. First, it uni�es analysis for both data
ontent and referen
e lo
ation. For example for a referen
ea.b, the analysis gives two value numbers: the �rst is thevalue or the 
ontent of a.b, and the se
ond is its address, &a.b. The 
ontent and the lo
ation information 
omplementea
h other. For example, immediately after an assignmenti=j, a[j℄.b a

esses the same lo
ation as a[i℄.b. Here, the
ontent of i partially determines the lo
ation of a[i℄.b.In order to 
ompare lo
ations of data referen
es, the 
om-piler standardizes address expressions. It represents expres-sions as a sequen
e of operations with an operator and avaried number of operands. For example, a referen
e a[i℄[j℄.bhas two operations. The �rst is an array referen
e, whosethree operands in
lude the base and two subs
ripts. The se
-ond is a �eld a

ess, whose two operands are the stru
ture

base and the �eld name. The 
ompiler represents operationsin the pre�x form and uses '#' as a separator. Pointer deref-eren
e is 
onsidered as a dereferen
e plus an array a

ess tothe �rst element. This allows us to dete
t the equivalen
e,for example, between *a and a[0℄.Finally, our te
hnique is performed at the sour
e level. Thebasi
 s
heme follows the framework used by Halvak, who an-alyzed sour
e-level values in Fortran programs [12℄. We ex-tend it to deal with 
omplex data stru
tures in C. Our te
h-nique handles arbitrarily long expressions su
h as a.b.
.d.The sour
e-level information also allows the 
ompiler to un-derstand nested logi
al stru
tures, information of whi
h wouldbe lost at the assembly level. Sour
e-level analysis is re-quired for high-level transformation to work. Sin
e monitor
alls are inserted at the sour
e level, we must perform valuenumbering analysis in program sour
e. In addition, sour
e-level analysis does not lose pre
ision as assembly-level anal-ysis does. At the assembly level, 
ode generation may in-trodu
e (untyped) temporary variables and lose sour
e-levelinformation. For example, a reuse of a register-spilling lo
a-tion may merge two values that are initially separate at thesour
e level.Figure 4 gives an outline of our value-numbering algorithm.It handles one basi
 blo
k (single-entry, single-exit 
ode se-quen
e) at a time. The algorithm 
ushes the value numbertable at the beginning of ea
h 
ode blo
k and after ea
hfun
tion 
all. After ea
h assignment statement, the left-hand side takes the value number of the right-hand side. Italso resets the value number of all possible aliases. In theabsen
e of global alias analysis, we assume all data of thesame type are aliases. All pointers are in the same alias set.The only ex
eption are lo
al and parameter variables whoseaddress is never taken in its lo
al fun
tion. In that 
ase,their name is their unique identi�er.The example program in Figure 3 tests the strength of ouralgorithm. Consider the assignment to A[0℄[k℄.
[0℄ at these
ond to last statement. It represents three data referen
es|k, A[0℄[k℄.
, and A[0℄[k℄.
[0℄. Our algorithm 
an dis
overthat all three have been a

essed in the same 
ode blo
k.The dete
tion of the last two is only possible be
ause thealgorithm analyzes both the 
ontent and lo
ation of datareferen
es. Figure 5 shows the instrumented program aftervalue numbering and 
ompiler sele
tion (dis
ussed in thenext se
tion).The 
ompiler also removes Re
Link 
alls when an internaladdress 
annot es
ape to the outside. A 
ommon exampleis array traversal through in
rementing a pointer. Althoughthe address of ea
h element is taken, it is immediately over-written and 
annot be seen by the remaining exe
ution. Ingeneral, 
ompiler liveness analysis 
an be used to determinethe propagation of pointer values. We do not yet handle thisgeneral 
ase.
2.2.2 Selection Based on Data and Access TypeA 
ompiler sele
ts monitored data by data lo
ation, datatype, a

ess lo
ation, and a

ess type. This se
tion dis
ussesthese four types of sele
tion. They are orthogonal to ea
hother and 
an be freely 
ombined. The result is a wide rangeof 
hoi
es from 
omplete monitoring to partial monitoring.



Input: A basi
 blo
k of C 
ode, all nested 
ode blo
ks have been flattenedby renaming blo
k-lo
al variables.Output: Two value numbers asso
iated with ea
h memory referen
e:one for the value of its address and the other for its 
ontent.Two expressions are equal if they have the same value number.Data and data stru
tures:variable valTable: a map from a string to a value number.variable aliasTable: a map from data type name to expression namesthat have that type.stru
ture ValInfo: represent an a

ess path in five fields. The firstis expression string (exprStr), the se
ond is expressionvalue number (exprVal), the third and fourth arestring and value number of the address expression(addrStr and addrVal), and the last field is the datatype of the expression (exprType).stru
ture AstNode: a node in the abstra
t syntax tree.Algorithm:pro
edure CodeBlo
kValNum(Basi
Blo
k 
b) {for ea
h statement s in 
bif (s is an assignment statement)ValInfo rhs = ExprAnalysis(s.rhs)ValInfo lhs = ExprAnalysis(s.lhs)valTable.UpdateValNumber(lhs.exprStr, rhs.exprVal)lhs.exprVal = rhs.exprValaliasTable.DeleteAliasValues(lhs.exprType)elseExprAnalysis(s)end ifend forend CodeBlo
kValNumpro
edure ExprAnalysis(AstNode expr) {if (expr is an arithmeti
 operation or a fun
tion 
all)apply ExprAnalysis to operands/parametersif (expr is a fun
tion 
all)aliasTable.DeleteAllAliasValues()info.exprVal = valTable.GetNewValNumber()else// For asso
iative operators, order operands in 
anoni
al order// exprStr is a prefix form of the expression, using '#' as separator.info.exprVal = valTable.GetValNumber(exprStr)end ifinfo.addrStr = info.addrVal = empty // no address informationelse // expr is an a

ess pathif (expr is a variable name)info.exprStr = name of the variableinfo.exprVal = valTable.GetValNumber(exprStr)info.addrStr = '<addr>#'+exprStrinfo.addrVal = valTable.GetValNumber(addrStr)else// Apply ExprAnalysis to the 
losest base of the a

ess path// e.g. the base of a.b.
 is a, but the base of a->b->
 is *(a->b)// Constru
t exprStr and addrStr in four 
ases:// taking address, dereferen
e, array a

ess, and stru
ture a

ess.// The deferen
e 
ase is 
onsidered as a

essing the first element// of an array. Taking address and dereferen
e operators 
an
el// ea
h other.info.exprVal = valTable.GetValNumber(exprStr)info.addrVal = valTable.GetValNumber(addrStr)end ifinfo.exprType = type of the expressionif (expr is not a lo
al/parameter variable OR expr has address taken)aliasTable.AddToAliasSet(exprType, exprStr)end ifend ifreturn infoend pro
edureFigure 4: Sour
e-level value numbering algorithm. For an a

ess path, both its value and its address re
eivea value number. Address expressions are represented in a 
anoni
al form.



void foo(stru
t_s_A_5_* A, int* ip, int i) {{int j, k, tmp1, tmp2;if ((i != 0)) goto L4;tmp2 = (i + 1);i = tmp2;tmp1 = tmp2;goto L5;L4:;tmp1 = i;L5:;Re
A

ess(A, (&A[0℄[tmp1℄ .a [i℄ ));A[0℄[tmp1℄ .a [i℄ = 0;Re
A

ess(ip, ip);j = (*ip);Re
A

ess(A, (&A[0℄[(j + 1)℄ .
 ));A[0℄[(j + 1)℄ .
 = ip;k = ((*ip) + 1);A[0℄[k℄ .
 [0℄ = 1;Re
Link(A, A[1℄ );bar(A[1℄ );}L3:;}Figure 5: Example Part 3: optimized instrumenta-tion after 
ompiler sele
tion of global and dynami
data and after redundan
y removal by value num-bering.We 
onsider data lo
ation to fall into one of the three 
ate-gories: global data, dynami
 or heap data, and lo
al or sta
kdata. For ea
h data referen
e, the 
ompiler uses its symboltable and value-numbering analysis to determine the lo
a-tion of data. At the absen
e of global pointer analysis, itassumes that any pointer dereferen
e 
an referen
e any dataex
ept when the 
ontent of the pointer is stati
ally knownby the 
ompiler. An important use of this feature is to limitmonitoring to only global and dynami
 data. The di�er-en
e is shown by the treatment of parameter ip in statementj=*ip in Figure 5. Its assignment is not re
orded be
ausethe value resides on the 
all sta
k, but its subsequent de-referen
e is re
orded be
ause it may point to global or heapdata.After sele
ting only global and dynami
 data and monitoringonly distin
t data a

esses, the number of Re
A

ess state-ments is redu
ed from 28 (in Figure 3) to 3 (in Figure 5), aredu
tion by a fa
tor of 9.We 
an monitor di�erent a

ess types, in
luding read, write,and both. The sele
tion is straightforward sin
e ea
h state-ment modi�es at most one data item. The dire
t left-handside is the lo
ation of a write a

ess, and the rest are reada

esses.We 
an monitor individual variables or their elements. Twoexamples are a global variable and the set of data units al-lo
ated at a mallo
 
all. The 
ompiler analysis needs todetermine whether a data referen
e 
an refer to targeteddata. For programs where all a

esses are type 
orre
t, our
ompiler uses symbol and type information to infer the pos-sible lo
ations of a data referen
e. Di�erent global variablenames represent di�erent data. They are also disjoint fromlo
al, parameter, and heap data. Under the assumption oftype safety, two a

esses of two di�erent types 
annot refer

to the same lo
ation, ex
ept when they are pointers. Forsub-stru
tures, if base stru
tures are of di�erent types, a
-
essed lo
ations are di�erent even if the a

essed elementshave the same type. For example, two a

esses in a.b.
 =g.f must refer to distin
t lo
ations if a and g are variablenames.Pointer de-referen
es need 
areful treatment be
ause it may
hange the 
ontent of aliased variables. For example, deref-eren
ing an integer pointer may a

ess any integer elementin any data. Ex
ept in three 
ases, all pointer de-referen
esare monitored. The �rst is when the de-referen
ed type isdi�erent from the monitored type (and it is not a pointertype). The se
ond is when a 
ompiler re
ognizes the exa
t
ontent of a pointer, for example, pointer A[0℄[k℄.
 in Fig-ure 5. The third 
ase is when an internal address is nevertaken from an array or from �elds of a stru
ture. In that
ase, no pointer de-referen
e 
an rea
h those internal data.Our experien
e shows that these three 
ases 
over many re-movable de-referen
e monitoring in pra
ti
e.
2.3 The Run-Time MonitorA transformed program invokes the run-timemonitor throughthe high-level interfa
e 
onsisting mainly of four types offun
tion 
alls: Re
Type for a type de�nition; Re
Obj for adata allo
ation; Re
A

ess for a data a

ess; and Re
Linkfor an extra
tion of an internal address.For ea
h stru
ture de�nition that appears in Re
Type, themonitor re
ords all its �elds in
luding those in nested stru
-tures. For ea
h �eld, it re
ords the name and o�set. The�eld o�set may di�er depending on the ma
hine 
ompiler.However, at run time, the o�set is �xed and is re
ordedpre
isely. The monitor stores all stru
ture de�nitions in atype table. For ea
h data unit in a Re
Obj 
all, the monitor
reates a re
ord we 
all shadow, whi
h 
ontains its memoryaddress and a pointer to its stru
ture de�nition in the typetable. For fast retrieval of shadow data, we store them ina hash table indexed by the starting address of data units.The size of the hash table does not depend on the amountof data inside stru
tures or arrays. For example, an arraymay 
ontain a million elements, but it needs only a singleentry in the hash table.A

ess re
ording in Re
A

ess has two steps: hash-tablesear
h to �nd the shadow data, and type-table sear
h tolo
ate the a

essed element. The �rst parameter of Re
A
-
ess is used in hash-table sear
h. It is either the startingaddress of a data unit or an internal address. The hash en-try is initialized by Re
Obj in the �rst 
ase and by Re
Linkin the se
ond 
ase. Re
all that Re
Link happens before aprogram takes an internal address from a data unit. At Re-
Link, the monitor inserts the extra
ted address into thehash table and links it to the shadow re
ord of its data unit.In the worst 
ase, a program stores the address of everydata element, and the hash table has one entry for ea
hdata element. However, our experien
e shows that a pro-gram usually takes at most a 
onstant number of internaladdresses from any data unit. In ex
eptional 
ases, a 
om-piler 
an 
hoose not to monitor 
ertain data to avoid therun-time explosion of the hash table. Compile-time analysis
an 
onservatively identify these 
ases.



The monitoring is pre
ise. There is no unknown pointer atrun time. In addition, pointer dereferen
ing is no di�erentfrom a

essing the �rst element of an array variable. Forexample, a[0℄ and (*a) are identi
al from the view of themonitor.With an additional 
ost, the monitor 
an support unsafe Cprograms or binary 
ode with no program sour
e by usingthe same approa
h of binary instrumentation. The 
ompilerinserts Re
A

ess before ea
h memory operation. The moni-tor organizes the address range of all data units in a tree andsear
h for any address in logarithmi
 time, as often used inpro�ling analysis. In our s
heme, the sear
h is only neededwhen the base address of an a

ess is not in the hash table.However, the 
ost is still signi�
ant be
ause every a

essmay need this sear
h in the worst 
ase. In addition, the 
ostof redundant Re
A

ess be
omes more expensive. In type-safe programs, we 
an abort the monitoring upon failing thehash-table sear
h. For unsafe programs, however, we mustthen sear
h through all data units. In our 
urrent work, we
onsider only type-type programs. However, the framework
an be extended to support unsafe programs.The run-time monitor is adjustable. It supports 
ompilersele
tion from monitoring every data at every a

ess to mon-itoring a single element at a single program point. It sup-ports three levels of pre
ision: 
olle
ting memory addresseswithout hash-table and type-table sear
h, re
ognizing dataunits with hash-table sear
h, and lo
ating data elementswith both hash-table and type-table sear
h. It may use dif-ferent pre
ision for di�erent data at the instru
tion of the
ompiler.
3. PRELIMINARY EVALUATIONThis se
tion measures the eÆ
ien
y of data monitoring fortwo test programs, whi
h use standard data stru
tures in-
luding an array, a tree and a hash table.
3.1 ImplementationWe have implemented the monitoring system as des
ribedbefore. The 
ompiler uses the l

 
ompiler as front-end [10℄.We modi�ed l

 to generate sour
e 
ode. We adapted its
ode generation to make assignment and 
ontrol 
ow ex-pli
it. The generated 
ode is fed into our 
ompiler, whi
h im-plements value numbering and supports sele
tive monitoringas des
ribed in Se
tion 2.2. Our 
ompiler generates instru-mented 
ode in C. The run-time monitor is implemented asdes
ribed in Se
tion 2.3.
3.2 Two Test ProgramsThe �rst program is qui
ksort. It is a well-known programthat has irregular a

ess to regular data. The primary dataunit is a dynami
ally allo
ated array. The a

ess is inputdependent: at ea
h step, it partitions a sub-array based ona seed element. We used the program written by Xiao et al.,whi
h has 107 lines of C 
ode [18℄. The input to qui
ksortis a randomly generated array 
ontaining 100K numbers oftype long long.The se
ond program is Cheetah simulator, whi
h measures
apa
ity misses of fully-asso
iative 
a
he of all sizes for ana

ess tra
e [17℄. It uses a balan
ed binary tree (splay tree)

and a hash table to sort and lo
ate past a

esses. The pro-gram uses arrays, stru
tures, pointers, and dynami
 mem-ory allo
ation. At the abstra
t level, their implementation issimilar to our monitor system. In a sense, we are monitor-ing the monitor. We 
ould analyze our own monitor 
ode,but we 
hoose Cheetah be
ause it is familiar to other peo-ple and readily available on the Internet. The program has718 lines in its main program �le and 2287 lines 
ounting alluser-written header �les. The input to Cheetah simulator isan a

ess tra
e from JPEG en
oding of a 2.5KB test image.Our monitoring system has been applied to a number ofother C programs in
luding small test 
ases from l

 distri-bution, an image-pro
essing ben
hmark from DoD, and aN-body simulation program. The largest instrumented pro-gram for whi
h we re
ently 
ompleted a 
orre
t 
ode gen-eration is a 20-thousand-line JPEG program from Media-ben
h. We do not report these programs be
ause we havenot 
arefully analyzed them. We use a version of instru-mented JPEG to 
olle
t a

ess tra
e and then feed it intoCheetah.
3.3 Cost of MonitoringAs reported by our 
ompiler, qui
ksort has no global vari-ables but a dynami
ally allo
ated array, and Cheetah has 32global variables and 8 dynami
 allo
ation sites. No inter-nal address is taken in qui
ksort but Cheetah has eight su
hoperations.Table 1 lists the performan
e of di�erent monitoring 
on�gu-rations. The �rst 
olumn lists di�erent levels of monitoring.The se
ond 
olumn measures the number of Re
A

ess 
allsinserted in program sour
e. The other 
olumns measure therun-time 
ost in terms of slowdown fa
tors. A slowdown oftwo means that the monitored program runs twi
e as longas the original version. Be
ause of the sour
e-level instru-mentation, we 
an measure programs on any ma
hine witha C 
ompiler. Here we 
olle
t the timing result on two plat-forms. The �rst is a 250MHz MIPS R10K pro
essor, usingSGI MIPSpro 
ompiler with full optimization (-n32 -Ofast).The se
ond is a 1.7 GHz Pentium 4 pro
essor, using g


ompiler with -O3.The upper and lower parts of Table 1 list data for qui
k-sort and Cheetah respe
tively. The rows in ea
h part rep-resent di�erent monitoring 
overage while the the 
olumnsstand for di�erent monitoring a

ura
y. The monitoring
overage in
ludes monitoring all data, global and dynami
data, global and dynami
 data with redundan
y elimina-tion, modi�
ation of global and dynami
 data with redun-dan
y elimination, no data, and for Cheetah, the nxt �eld ofits hash table. The monitoring a

ura
y in
ludes 
olle
tingonly memory address (marked by v1), re
ognizing the dataobje
t (v2), and lo
ating the a

essed element in its sour
e-level form (v3). The �rst one is equivalent to sour
e-leveltra
e pro�ling, ex
ept that we do not store the tra
e. These
ond one is equivalent to safety 
he
king. The last versionis the most pre
ise, where we know exa
tly the lo
ation ofa

ess in its sour
e form.For qui
ksort, the 
ompiler inserts 0 to 108 Re
A

ess 
allsfor di�erent 
overage of monitoring. On 250 MHz MIPSR10K, the 
ost ranges from 4% in no monitoring to 19.7



Versions of number of MIPS R10K, 250MHz Intel Pentium 4, 1.7 GHzsele
tive instrumentation Re
A

ess v1 v2 v3 v1 v2 v3Qui
ksort, sorting 102,400 random integersAll data 108 1.08 7.46 19.7 6.00 19.5 26.5Global + dynami
 13 1.08 2.13 5.73 1.75 3.75 8.75Global + dynami
, optimized 11 1.08 1.93 4.88 1.75 3.50 7.25Data writes only, optimized 5 1.08 1.35 2.08 1.25 1.75 3.25No monitoring 0 1.04 1.00Cheetah, simulating JPEG en
oding of a 2.5KB imageAll data 691 1.42 11.0 39.9 11.2 41.1 83.4Global + dynami
 349 1.41 4.72 16.3 4.59 13.7 51.0Global + dynami
, optimized 269 1.40 4.12 13.3 3.78 11.2 44.7Data writes only, optimized 94 1.40 2.55 5.57 2.10 4.76 16.9nxt �eld in hash table 12 1.09 1.10 1.11 0.98 1.05 1.05No monitoring 0 1.09 1.02v1: 
olle
ting address tra
e, v2: �nding data unit, v3: �nding data elementTable 1: Cost of sele
tive monitoring in two programs on SGI and Intel ma
hines. The numbers are slowdownfa
tors.in pre
ise monitoring of all data. At v3, the program runs�ve times slower if monitoring global and dynami
 data and2 times slower if monitoring just their modi�
ations. At aless pre
ision, v2, the slowdown is less than two for monitor-ing global and dynami
 data. The 
ost of 
olle
ting addresstra
e in v1 is 8% for all 
ases. Without any monitor 
allsinserted, the program runs 4% slower be
ause of the trans-formation to expli
it assignment and 
ontrol 
ow. The sametransformation does not in
rease running time when 
om-piled with g

 and running on 1.7GHz Pentium 4. However,the slowdown is larger when any monitor 
all is inserted,suggesting that g

 does not optimize the inserted 
ode aswell as the SGI 
ompiler. The slowdown fa
tors range from1.25 to 6 at v1, 1.75 to 19.5 at v2, and 3.25 to 26.5 at v3.Cheetah is more diÆ
ult to monitor be
ause of its 
omplexdata stru
tures. The number of Re
A

ess 
alls ranges from0 to 691 in di�erent versions. Programs run 40% to 42%slower when 
olle
ting memory address on the MIPS pro-
essor. The slowdown fa
tors range from 10% to a fa
torof 11.0 at v2 and from 11% to a fa
tor of 40 at v3. Theslowdown is two to four times larger on the Intel pro
essorin most 
ases. Again, we suspe
t that the reason is due pri-marily to the di�erent strength of optimization in SGI andg

 
ompilers.Monitoring the nxt �eld in hash table data in Cheetah, how-ever, has 
onsistently low 
ost. As the se
ond to last rowshows, the 
ost of most pre
ise monitoring is 11% on MIPSand 5% on Pentium. They suggest that run-time analysis forthis subset of data is pra
ti
al for a
tual use if a user is will-ing to tolerate 10% performan
e loss. When 
olle
ting onlymemory address, the instrumented version runs faster thanthe original version by 2% or 0.01 se
ond on the Pentium4 pro
essor. It is possible that the inserted 
ode triggeredfaster optimization in the g

 
ompiler.
3.3.0.1 Benefit of High-Level InterfaceA key feature of our system is the sour
e-level interfa
e, asdis
ussed in Se
tion 2.1. It makes our system both ma
hineand 
ompiler independent and allows us to experiment with

two di�erent ma
hines and two di�erent 
ompilers. In addi-tion, we now show the spa
e saving enabled by this interfa
e.In Re
A

ess, the 
ompiler supplies the base address of refer-en
ed data in addition to the a
tual address of the referen
e.The use of a base address allows for a smaller look-up tableat run time. The table is indexed by the base address insteadof the a
tual memory address. Hen
e the size of the look-up table is determined by the number of data units (andnumber of exposed internal addresses), not by the numberof data elements. A smaller table o

upies less spa
e andmakes table sear
h more eÆ
ient. In this experiment, wemeasure the size of the look-up table in the two test pro-grams. Qui
ksort has an array of 102,400 elements beingmonitored. As expe
ted, the look-up table in the monitor
ontains only one entry. Cheetah has a total of 1,171,157elements being monitored in its tree and hash-table data.Most data are allo
ated dynami
ally. Internal data addressis taken in eight pla
es in the program. Throughout theexe
ution, the look-up table 
ontains a maximum of 17,730entries. The size of the look-up table is smaller than thesize of data by a fa
tor of 66. In both programs, the high-level interfa
e enables dramati
 redu
tion in terms of therun-time spa
e overhead. We do not measure the impa
t inexe
ution time, but we expe
t it to be signi�
ant given thelarge redu
tion in spa
e 
ost. Optimizing hash-table sear
his 
riti
al in data monitoring be
ause it a

ounts for 50% to75% of monitoring time, as reported in Table 1.
3.3.0.2 SummaryThe experimental results of two programs on two ma
hinesshow a wide range of 
hoi
es between monitoring 
overage,pre
ision and 
ost. The di�eren
e is up to a fa
tor of 49by stati
 
ount and a fa
tor of over 80 by running time.The base 
ost for enabling data monitoring is 4% in qui
k-sort and 9% in Cheetah. The lowest monitoring 
ost is nomore than 25% in qui
ksort and 11% in Cheetah. In addi-tion, the high-level interfa
e redu
es the spa
e 
ost of themonitor by orders of magnitude. Next, we des
ribe two ap-pli
ations: one uses 
omplete monitoring at pro�ling time,and the other uses partial monitoring at run time.



4. APPLICATION IN DATA OFF-LOADINGThis se
tion dis
usses the use of sele
tive monitoring in datao�-loading. Embedded systems need to redu
e the size ofphysi
al memory to minimize manufa
ture 
ost. They alsoneed to redu
e the size of a
tive memory to minimize en-ergy 
onsumption. Both tasks involve relo
ating 
ertain pro-gram data either to a o�-devi
e network or to a on-devi
ebut sleeping memory module. This se
tion �rst uses pro-�ling analysis to �nd infrequently used data and then usesrun-time monitoring to support o�-loading of those data.Both use our afore-des
ribed monitoring system. We usethe Cheetah program as an example.
4.1 Profiling Analysis of Data Access PatternOur system 
an 
olle
t data a

esses for ea
h element ofglobal and dynami
 data. To analyze the a

ess pattern, welink the monitor to an analyzer [19℄, whi
h measures reusedistan
e along with a

ess frequen
y. The analyzer gener-ates results for ea
h global and dynami
 variable. Dynami
data are grouped by their allo
ation site. Table 2 showspart of the output. For brevity, it omits the majority of theoutput in
luding reuse-distan
e information.The analysis 
aptures all global and dynami
 data. Asshown by the table, the program allo
ates hash-table en-tries in two pla
es. The �rst is in global array slot, and these
ond is through a dynami
 allo
ation site. The analysisalso �nds di�eren
e in a

ess pattern. The lft �eld of treenodes a

ounts for 13% of all a

esses, but the nxt �eld ofhash-table entries a

ounts for only 0.11% in stati
 entriesand an additional 0.01% in dynami
 entries. Other �eldssu
h as grpno of tree nodes and grptime of hash-table en-tries are not used at all by the program. The results suggestthat we 
an redu
e memory size by o�-loading unused orinfrequently used data.
4.2 Run-Time MonitoringData monitoring enables data o�-loading at �ne granular-ity. The hash table of Cheetah initially 
onsists of an arrayslot. Ea
h array element 
ontains �ve �elds. Two of them,grptime and prty, are never used. The nxt �eld is a

essedonly 0.11% of the time. Suppose a programmer wants too�-load these three �elds. To maintain 
orre
tness, the pro-gram must monitor all a

esses to these three �elds. Whenan o�-loaded element is needed by the program, the systemmust lo
ate the element and re-load it from se
ondary stor-age. Pre
ise monitoring allows pre
ise re-loading: given ana

ess to a nxt �eld, the system 
al
ulates the index in slotarray from its shadow re
ord in the hash table.The additional spa
e 
ost for the entire array is only a sin-gle entry in the hash table in the monitor. The time 
ost,as des
ribed in Se
tion 3, is 11% on an SGI workstationand 5% on a PC. Therefore, o�-loading saves 60% of spa
efor slot array with no more than 11% of run-time overhead.Data o�-loading 
an also redu
e spa
e requirement for dy-nami
ally allo
ated hash-table entries. Although it requiresa larger hash table, the overall memory requirement 
an stillbe smaller if the size of shadow data is smaller than the sizeof o�-loaded data.Three properties of the monitoring system are 
riti
al forthis appli
ation. The �rst is bounded-distan
e guarantee.

It ensures that a program always �nishes using a re-loadedelement in a bounded 
ode sequen
e, so that it needs notto store re-loaded elements for a long time. The se
ondproperty is sele
tivity. Sin
e only partial data are o�-loaded,the monitor needs to look only at program a

esses that mayreferen
e displa
ed data. All other memory a

esses pro
eedas before with no run-time overhead. The last importantfeature is high-level interfa
e. The use of a base addressmakes hash table eÆ
ient, whi
h in turn allows for fast andpre
ise monitoring for ea
h data a

ess.Our estimate of 60% spa
e saving at 11% time 
ost is onlyan estimate. We have made several simplisti
 assumptions.We did not in
lude the 
ost of 
hanging data de�nition anddata a

ess to hash table entries and the 
ost of 
ommuni-
ation between the program and the remote data storage.However, we show that sele
tive monitoring supports auto-mati
 data 
ontrol with possibly little run-time overhead. Infa
t, the 
ost of monitoring is proportional to the usage ofmonitored data. The less frequently used are the o�-loadeddata, the less run-time overhead is the run-time monitoring.Therefore, sele
tive data monitoring �ts well with the needof data o�-loading.
5. RELATED WORKProgram instrumentation and data analysis have been ana
tive area of resear
h as well as 
ommer
ial development.Most widely used are instrumentation at the binary level.Binary instrumentation does not require program sour
e,but it is ma
hine and 
ompiler dependent. For data anal-ysis, it 
olle
ts the 
ontent of the address register in ea
hmemory load and store operation. It often uses a sear
htree to lo
ate data a

esses. Our system uses sour
e-levelinstrumentation. It does not need to instrument all datareferen
es and it 
an be sele
tive based on data identity anda

ess type. It uses a high-level interfa
e, whi
h allows theex
hange of non-trivial program information and the use ofhash-table sear
h at run time. The sour
e-level instrumen-tation is portable a
ross ma
hines and 
ompilers, althoughit analyzes only sour
e-level data and their a

esses.Sour
e-level instrumentation has been used in studying For-tran programs. Early examples in
lude sour
e-level pro�l-ing to examine maximal parallelism by Chen et. al. [6℄ andprogram lo
ality by Callahan et. al. [5℄ and re
ently byMellor-Crummey et. al [15℄. They analyze array data with-out user-de�ned types and expli
it pointers. Their goal waspro�ling, so they needed not to trade 
overage for eÆ
ien
y.To support run-time optimization, our earlier work used se-le
tive analysis in Fortran and simple C programs [8℄.Sele
tive analysis has been used at the assembly level. Mostwidely used is a te
hnique 
alled abstra
t exe
ution devel-oped by Larus [14℄. For data monitoring, it instrumentsonly stati
ally unknown addresses and 
ontrol 
ow. Afterexe
ution, it regenerates the full tra
e from the abbreviatedrun-time tra
e. The instrumentation happens on an inter-mediate form after most 
ompiler optimizations but beforepeephole optimization. For a set of four test programs ona MIPS R2K pro
essor, pro�ling overhead was 0.8 to 4.8times of the 
ost of program exe
ution (up to 80% was writ-ing �les to disk), and the su

eeding regeneration step was19 to 60 times slower than the original. The abbreviated



Sour
e-level data name A

ess frequen
yAll a

esses 100% (178 million)Dynami
 allo
ation of type tree node in fa
lru.
 at line 661 40%stru
ture �eld tree node.addr 1.5%stru
ture �eld tree node.lft 13%stru
ture �eld tree node.rt 7.4%stru
ture �eld tree node.grpno no a

essother �elds omittedGlobal array slot of type hash table in fa
lru.
 at line 41 2.6%stru
ture �eld hash table.nxt 0.11%stru
ture �eld hash table.grptime no a

essstru
ture �eld hash table.prty no a

essother �elds omittedDynami
 allo
ation of type hash table in fa
lru.
 at line 404 0.31%stru
ture �eld hash table.nxt 0.01%other �elds omittedGlobal variable md amode str in ./ma
hine.h at line 477 no a

essOther variables and allo
ation sites omittedTable 2: Partial results from data-reuse analyzertra
e was a fa
otr of 10 to 40 smaller than the full addresstra
e. In 
omparison, the time overhead of our system is 8%and 42% when 
olle
ting a full address tra
e (without writ-ing out to �les) of two di�erent programs on a mu
h fasterMIPS pro
essor. We do not need a regeneration step. Larusalso sele
ted data referen
es based on whether the data arein registers or program sta
k. We support more �ne-grainedsele
tions at the sour
e level su
h as those based on dataidentity and data type. Larus' method 
an tra
e eventsother than data a

ess. We fo
us on only data monitoring.Orthogonal to data sele
tion is 
ontrol sele
tion. A re
ents
heme used by Arnold and Ryder [2℄ and by Hirzel andChilimbi [13℄ makes two versions of the program and let exe-
ution swit
h between lightly unmonitored version and heav-ily monitored version at sele
ted times. Our work 
omple-ments 
ontrol-sele
tion s
hemes by allowing sele
tion basedon data, not just on 
ontrol.Our 
ompiler algorithms are adapted from 
lassi
 
ode gen-eration and lo
al value numbering [1℄. Our 
ompiler oper-ates at the sour
e level similar to the framework used byHalvak for Fortran programs [12℄. We handle 
omplex datastru
tures in C. Our value numbering algorithm analyzesboth the 
ontent and lo
ation of data referen
es. It guar-antees bounded distan
e when removing monitoring for re-peated a

esses. It preserves and utilizes the full semanti
sof sour
e-level data de�nition and data a

ess. For type-safeprograms, we use type-based disambiguation similar to Di-wan et. al. [9℄. We assume that lo
ations are di�erent fordata of di�erent types ex
ept for pointer values.A

ess monitoring has also been used in program safety
he
king. Ste�en [16℄ and Austin et. al. [3℄ augmented ea
hpointer with the size and lo
ation of the targeted obje
t. Atea
h pointer de-referen
e, a simple run-time system 
he
kswhether the a

ess is within the allowed range. The s
hemeadds signi�
ant spa
e overhead (15 bytes per pointer). Fora set of large C programs, Austin et. al. reported timeoverhead up to 540% and spa
e overhead up to 330% [3℄.

In 
omparison, the time overhead of our system is 93% and312% on MIPS for the same monitoring a

ura
y. Our spa
eoverhead is mostly proportional to the number of data ob-je
ts instead of the number of pointers. Our system is morepre
ise be
ause it keeps 
omplete data information in
lud-ing type de�nitions. Austin et al. implemented a systemthat monitored every memory a

ess to every sour
e-leveldata. They used run-time optimization, whi
h did not havebounded-distan
e guarantee. We use sele
tive analysis andhave more 
ontrol over the trade-o� between 
overage and
ost.Another approa
h to a

ess 
he
king is through a run-timesystem that keeps tra
k of all live memory obje
ts, as in
onservative garbage 
olle
tors by Boehm [4℄ and in 
om-mer
ial software su
h as Purify [11℄. These methods do notuse sour
e-level 
ompiler support. Although appli
able toany binary 
ode, they 
annot have the bene�t of sour
e-level sele
tion and high-level 
ompiler optimization. Bothon purpose and by design, a

ess-
he
king methods do notsupport partial 
he
king.The last 
lass of related work we 
ompare with is optimiza-tion for Java programs. Java language enfor
es stri
ter 
on-straints on the shape of data and the type of their a

ess. It
annot have nested stru
tures and indire
t pointers (point-ers that point to pointers). Java byte 
ode is also mu
hheavier than typi
al program binary be
ause the byte 
odeneeds to store type and symbol information for ea
h 
lass. In
ontrast, our system supports a wider range of data stru
-tures and allows for analysis and instrumentation of onlyparts of a program instead of its entirety.
6. SUMMARYWe have presented a sele
tive data-monitoring frameworkthat 
onsists of a 
ompiler and a run-time monitor. The
ompiler sele
ts monitoring points based on data identity,data type, and a

ess type. The monitor examines 
ompiler-sele
ted data a

esses in di�erent pre
isions. Three te
h-niques are vital. The �rst is 
ombined 
ompiler analysis of



both 
ontent and lo
ation of data a

esses. The se
ond isthe use of a high-level interfa
e. Enabled by the 
ompilerand the high-level interfa
e, the last te
hnique is the useof base address and hash-table sear
h by the monitor. Animportant appli
ation of sele
tive monitoring is automati
data o�-loading on memory-limited devi
es.Preliminary experiments on both an array-intensive and apointer-intensive program on a workstation and a PC showsthat sele
tive monitoring provides a wide range of 
hoi
esin terms of 
overage and pre
ision. The 
ost di�ers up to afa
tor of 49 by stati
 
ount and a fa
tor of over 80 by runningtime. The lowest monitoring 
ost is no more than 25% inqui
ksort and 11% in Cheetah. In addition, the high-levelinterfa
e redu
es the spa
e 
ost of the monitor by orders ofmagnitude. These results suggest that sele
tive monitoring
an be eÆ
ient for pra
ti
al use in appli
ations su
h as datao�-loading. We hope that this resear
h will provide a newtool for managing 
omplex and dynami
 data in general-purpose programs.
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