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Abstract

Trends indicate that emerging process technologies, including
molecular computing, will experience an increase in the number
of noise induced errors and device defects. In this paper, we in-
troduce the NanoBox, a logic lookup table with fault tolerance
coding applied to the lookup table bit string. In this way, we
contain and self-correct errors within the lookup table, thereby
presenting a robust logic block to higher levels of logic design.
We explore five different NanoBox coding techniques. We also ex-
amine the cost of implementing two different circuit blocks using
a homogenous fabric of NanoBox logic elements: 1) a floating
point control unit from the IBM Power4 microprocessor and 2)
a four-instruction ALU. In this initial investigation, our results
are not meant to draw definitive conclusions about any specific
NanoBox implementation, but rather to spur discussion and ex-
plore the feasibility of fine-grained error correction techniques in
molecular computing systems.

1 Introduction

Recent work in physics, chemistry, and materials science has
produced nanometer-scale structures out of exotic materials us-
ing sophisticated fabrication techniques [7, 11, 15]. These new
devices have the potential to be the “killer device” for the next
generation of computers. However, there is widespread agree-
ment among device researchers that nanodevices will have much
higher manufacturing defect rates, very low current drive capabil-
ities, and much more sensitivity to noise-induced errors [2, 4, 8].
The key advantage of nanotechnology devices is their small size
and the resulting unprecedented level of integration expected in
designs constructed with these devices.

As contemporary CMOS devices scale down and multi-
gigahertz designs emerge, circuit topologies must change to ac-
count for shorter wires and higher densities of noise-induced er-
rors [13]. Manufacturing flawless chips will become prohibitively
expensive, if not impossible. Instead of assuming that defects and
transient errors are uncommon, future circuits must adapt to, and
coexist with, the substantial numbers of manufacturing defects
and high transient error rates.

In this work, we introduce the NanoBox, a self-correcting
logic block for addressing the increasing error densities in emerg-
ing process technologies. The NanoBox consists of a logic
lookup table with appropriate error detection and correction. Due
to the scaling of emerging process technologies, and the result-

ing increase in transistor budgets, the area overhead of adding
bit-level fault-tolerance to circuits may now be feasible.

With self-correcting logic blocks, the error coverage of cir-
cuit designs can be increased, invisibly to the logic designer. Ex-
isting hardware description language code can be synthesized to
these self-correcting logic blocks using existing place and route
techniques. By correcting errors at the fine-grained bit-level, de-
signs may not need complicated module or system level redun-
dancy. Reducing, and perhaps eliminating, module and system
level redundancy will decrease the complexity of designs, mak-
ing them easier to verify. Ultimately, shifting to fine-grained,
self-correcting logic blocks aims to leverage existing intellectual
property in logic design, enabling the transition of these existing
designs to emerging fabrication technologies with minimal effort.

2 NanoBox Circuit Topology

The following sections walk through the overall NanoBox
concept, a NanoBox implementation using triple modular redun-
dancy, and a NanoBox implementation using information coding.

2.1 The NanoBox Concept

To demonstrate how the NanoBox approach could be used in
combinational logic design, we present an example using a 4-bit
sum operation. Figure 1(a) shows a sum function of four vari-
ables as it would be constructed using conventional logic ele-
ments. Figure 1(b) shows the same function constructed with an
encoded lookup table. The function inputs are fed to a decoder
which addresses an array of memory cells. The value of the ad-
dressed memory cell is fed to a sense amplifier which is used as
the function output.

In each lookup table, extra memory cells are added for the
check bits that encode an error correction code of the function
truth table bits.

We envision that these NanoBox circuit elements would be
created from hardware description language code by the synthesis
step of computer aided design (CAD) tools. The synthesis step
would determine the contents, 1 or 0, of each truth table memory
cell, as well as the contents of each check bit cell.

During normal circuit operation, the contents of the memory
cells do not change. Under transient fault conditions, or in the
presence of manufacturing defects, the contents of the memory
cells may be incorrect. Additionally, there may be noise on the
wires within the NanoBox which result in a memory cell which
appears to have an incorrect value.



Figure 1. (a) An example combinational logic circuit con-
structed with conventional devices. (b) The same logic circuit
constructed with an error-correcting lookup table.

Whenever the inputs to the lookup table change, the truth table
bits are fed into the check bit generator, which recalculates the
check bits. These newly calculated check bits are then compared
with the stored check bits in the error detector. The results of
the error detector are fed into the error corrector, which makes
changes to any flipped bits at the function output. The corrected
function output is then used as the actual output of the lookup
table.

A point to note is that we do not change the stored value of
the memory cells. We assume that the errors are either transient
and will return to their correct value, or the errors are static and
cannot be corrected. Our NanoBox concept aims to identify and
correct errors at the function output, not to correct the stored val-
ues within the function truth table.

Depending on the characteristics of the devices used to imple-
ment the NanoBox, the combinational logic needed for the check
bit generator, error detector, and error corrector may also be im-
plemented with NanoBoxes. For example, a very large NanoBox
could use information coding on the function truth table, and
then the error correction circuitry within the information coding
NanoBox could be implemented using smaller, triple modular re-
dundancy NanoBoxes. Triple modular redundancy and informa-
tion coding NanoBoxes are explained in the following sections.

2.2 Triple Modular Redundancy NanoBox

The triple modular redundancy NanoBox implementation has
three copies of the memory cell array. Each of the three copies
stores an identical copy of the function truth table. The error
detection and correction circuitry consists of a simple three input
majority gate. Whenever the NanoBox inputs change, the three
copies of the memory cell addressed by the NanoBox inputs are
fed to the majority gate. The output of the majority gate is used as
the NanoBox output. As long as two out of the three copies of the
memory cell being addressed have the correct value, the NanoBox
will produce the correct function output. All of the memory cells
not addressed by the NanoBox inputs may be in error without
affecting the NanoBox output since the non-addressed memory
cells are not observed by the majority gate.

2.3 Information Coding NanoBox

In the information coding NanoBox implementation a small
number of memory cells are added to store check bits which en-
code a function of the truth table bits. The number of check bits
varies based on the size of the truth table and the coding used. In
this evaluation, we use 16-bit truth tables. We explore three dif-
ferent types of information coding: Hamming code, Hsiao code,
and Reed Solomon code [10]. Hamming codes are typically used
in microprocessor buses or on short memory words. Hsiao codes
are a derivative of Hamming codes, with a modified parity check
matrix. Each check bit has the same number of data bits fed into
it’s regeneration logic, causing all of the regenerated check bits to
arrive at the same time. Reed Solomon codes are typically used
in memory systems with long memory words. The long words
are broken into symbols and the code allows for all of the bits in
a symbol to be reconstructed in the presence of an error. In this
way, a multi-bit burst error can be corrected.

Whenever the NanoBox inputs change, all of the function truth
table bits are fed to the check bit generator, which recalculates the
check bits based on the current, and perhaps faulty, stored truth ta-
ble bits. These recalculated bits are then fed to the error detector
which compares the recalculated bits to the stored, and perhaps
faulty, check bits. The resulting syndrome identifies which stored
bit, if any, is in error. If the error is on the memory cell being
addressed by the NanoBox inputs, the memory cell value is in-
verted before being used as the NanoBox output. If the error is
on a memory cell not addressed by the NanoBox inputs, the error
is ignored.

The information coding NanoBox has relatively small over-
head in terms of extra memory cells. However, the error detector
and error corrector are moderately complex and require signifi-
cant area. As mentioned in Section 2.1, in a large information
coding NanoBox, the error detector and error corrector could be
implemented with other, smaller and simpler, NanoBoxes.

3 Evaluation Methodology

Our evaluation set out to explore the feasibility of mapping
existing microprocessor designs to NanoBox encoded lookup ta-
bles. We also wanted to gather preliminary information about
what coding techniques are best suited for our NanoBox encoded
lookup tables.

We began our NanoBox evaluation by constructing SPICE
models of the encoded lookup tables. Since molecular nanotech-
nology devices are not yet mature enough to have specific area,
power, and timing models, we constructed our lookup tables from
contemporary CMOS devices. Also, for this initial investiga-
tion, the check bit generator, error detector, and error corrector
are implemented with full custom CMOS, rather than with addi-
tional, smaller, NanoBox circuit elements. The VLSI schemat-
ics of our encoded lookup tables will undoubtedly change based
on the specifics of a particular emerging technology device. By
using CMOS devices, though, we are able to explore proof-of-
concept simulations and begin evaluating the relative area, power,
and timing trade-offs of the different coding techniques.

Our simulations used the Cadence software tools suite to de-
velop our schematics and extract SPICE netlists [1]. We used
BSIM compact models for a 90nm silicon on insulator process
for our SPICE simulations. In all simulations except the synthe-
sized CMOS floating point control unit, NMOS transistors were
sized at4λ and PMOS transistors were sized at6λ.



We implement two circuit blocks with NanoBoxes. The first
block is the floating point unit control circuit for the IBM Power4
microprocessor [14]. Since this floating point control circuit
block contains millions of nodes, we also implement a much
smaller block, a four-instruction arithmetic logic unit (ALU). In
the floating point control unit analysis, we focus on how well ex-
isting microprocessor designs map to NanoBox logic elements.
Our analysis of the ALU focuses more on the tradeoffs between
different NanoBox logic element implementations.

3.1 Floating Point Control Unit Evaluation Methodol-
ogy

We examine the floating point unit control circuit for the IBM
Power4 microprocessor. This circuit block was chosen due to the
irregular physical design tendencies of control logic. Also, mem-
ory circuits are well covered by traditional error correcting code
techniques and datapath circuits are well covered by traditional
modular or time redundancy fault tolerant techniques. Error cor-
rection in control logic, in contrast, has not been well explored.

We investigate how well the floating point control circuit
VHDL code maps to a fabric of NanoBoxes, in terms of mem-
ory cell usage and wasted area. In this initial investigation, we
assume a homogenous fabric of four-input, 16-bit NanoBoxes.
This size lookup table was chosen due to its common use in con-
temporary field programmable gate array (FPGA) systems [6].
We use the Xilinx Foundations Series ISE [5] software to map
our floating point control unit VHDL code to lookup tables. This
software reads in VHDL code, breaks the code into functions of
four (or fewer) inputs, then determines the connections between
the lookup tables.

The control circuit block contains millions of nodes and there-
fore it is infeasible to simulate it in its entirety with a SPICE
model. Therefore, we choose one of the pipeline control stages
and develop SPICE netlists of this one pipeline stage. Even this
simplified netlist contains hundreds of thousands of nodes, so we
simulate using only nominal device sizes, temperature, and volt-
ages.

We simulate six different versions of the single floating point
pipeline control circuit: 1)cmos synth–The netlist developed from
a fully automated physical design synthesis, with varying device
widths; 2)cmos–The synthesized netlist, converted to only mini-
mum size devices; 3)nocode–The netlist mapped to NanoBoxes
with no error correction coding; 4)tmr–The netlist mapped to
NanoBoxes with triple module redundancy coding; 5)hamming–
The netlist mapped to NanoBoxes with Hamming code informa-
tion coding; and 6)hsiao–The netlist mapped to NanoBoxes with
Hsiao code information coding. We chose to convert the syn-
thesized netlist to minimum size devices due to the trend toward
homogeneously sized nanodevices [3, 9, 12, 16].

We use an automated test pattern generator (ATPG) tool to
create stimulus vectors for the floating point control logic mod-
ule. We simulate 35 different combinations of primary inputs.
These primary input combinations are random and do not neces-
sarily reflect realistic module input. Instead, they force activity in
the circuit and allow us to test for functional correctness, average
power consumption, and worst case delay.

3.2 Arithmetic Logic Unit (ALU) Evaluation Method-
ology

Our second logic module is a four-instruction arithmetic logic
unit (ALU). Although datapath logic may be better suited to

Figure 2. Bit slice of the four instruction ALU, constructed
with full custom CMOS devices.

Figure 3. Bit slice of a four instruction ALU from Figure 2,
constructed with encoded lookup table NanoBoxes.

course-grained modular or time redundancy techniques, our ALU
presents us with a well-defined, small circuit block for detailed
analysis.

Our ALU is a smaller circuit than our floating point control
circuit, so we simulate the ALU using Monte Carlo analysis. In
this way, we model device instability and manufacturing process
variations, and are able to evaluate the error coverage of the differ-
ent NanoBox coding techniques. We run ten cases in our Monte
Carlo analysis. In each case, every device has a randomly chosen
length, width, and threshold voltage. The device lengths vary +/-
0 to 17 percent from the nominal value, the device widths vary +/-
0 to 31 percent from the nominal value, and the device threshold
voltages vary +/- 0 to 46 percent from the nominal value. The
results we discuss in Section 4.2 are the statistical summary from
the ten Monte Carlo runs.

We simulate six different versions of the ALU: 1)cmos–The
netlist developed from a full custom CMOS ALU made of min-
imum size devices, as shown in Figure 2; 2)nocode–The ALU
mapped to NanoBoxes with no error correction coding; 3)tmr–
The ALU mapped to NanoBoxes with triple module redundancy
coding; 4)hamming–The ALU mapped to NanoBoxes with Ham-
ming code information coding; 5)hsiao–The ALU mapped to
NanoBoxes with Hsiao code information coding; and 6)reed-
solomon–The ALU mapped to NanoBoxes with Reed Solomon
code information coding. Each bit slice of the ALU uses four
NanoBoxes, as shown in Figure 3.

Given a three bit opcode, the ALU calculates the AND, OR,
XOR, and ADD of two bits. As the stimulus for our ALU, we per-
form sixteen computations. We calculate each of the four ALU
instructions, AND, OR, XOR, and ADD, with each of the four
2-bit input combinations. For each instruction, we cycle through
the input combinations 00, 01, 10, 11. In this way, we exercise all
of the computations possible with our ALU.



4 Results

The following sections analyze the NanoBox implementations
of a floating point unit control circuit and a four-instruction arith-
metic logic unit (ALU), described in Section 3.

4.1 Floating Point Control Circuit Results

Table 1 shows the mapping of the nine modules within the
floating point control unit to lookup tables. From this data, we
see that a significant portion of the floating point control circuit
VHDL code could not map into four-input lookup tables. Since
we are using only four-input lookup tables in our homogenous
fabric of NanoBoxes, logic which mapped into a two-input or
a three-input lookup table was implemented with a four-input
lookup table with one or two of the inputs tied to ground. Tying
these inputs to ground results in lookup table memory cells which
are not used. The last column of Table 1 shows the fraction of the
lookup table memory cells used. We see that the average usage is
66 percent, with a maximum usage of 78 percent and a minimum
usage of 46 percent.

Our NanoBox overhead decreases as we increase the size of
the lookup tables. However, the mapping in Table 1 shows that
even four-input lookup tables are, in many cases, too large. De-
tailed analysis of the mapping output showed that control logic is
typically IO bound. This means the control logic consists mainly
of many functions of few variables, rather than few functions of
many variables. Module 6 from Table 1, with 19 lookup tables, is
used in the SPICE models which give us area, power, and delay
results, shown in Figures 4, 5, and 6, respectively.

Figure 4 shows the area of our floating point pipeline control
circuit implementations. These results indicate an exponential
increase in the amount of area as we move from a lookup table
implementation with no error correction codes, to lookup table
implementations with complex error correction codes. This result
is somewhat intuitive, since more complex error correction codes
require a more complex error detector and error corrector.

Although the area overheads are startling for CMOS devices,
our NanoBox technique may be feasible for non-silicon device
technologies, given the expected unprecedented increases in de-
vice density projected with these technologies [3, 9, 12, 16].

Figure 5 shows the average power consumption of our float-
ing point pipeline control circuit implementations. The average
power increases sharply (122x) when moving from a CMOS im-
plementation to a lookup table implementation. The choice of a
specific lookup table coding technique is comparatively insignif-
icant in terms of average power.

Figure 6 shows the worst case delay of our floating point
pipeline control circuit implementations. Similar to the aver-
age power results, delay increases sharply (6x) when moving
from a CMOS implementation to a lookup table implementation.
The choice of lookup table coding technique is comparatively in-
significant in terms of delay. Surprisingly, the implementation
with triplicated memory bits (tmr) showed the worst delay. We
attribute this delay to the increased gate capacitance between the
decoder and the three copies of the memory cell array, and to the
fact that we did not model manufacturing variations and device
faults in the floating point pipeline control SPICE simulations.
(Manufacturing variations and device faults are modeled with our
Monte Carlo SPICE simulations for the ALU circuit block in Sec-
tion 4.2.) If we had modeled wire capacitance or device switching
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Figure 4. Area of different implementations of the floating
point control logic.
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Figure 5. Average power consumption of different implemen-
tations of the floating point control logic.

in the error corrector or error detector, we suspect the information
coding implementations would show more delay.

4.2 Arithmetic Logic Unit (ALU) Results

Figure 7 shows the area of our ALU implementations. Simi-
lar to the area results for the floating point pipeline control unit,
the area increases exponentially as we move from a lookup table
implementation with no error correction, to a lookup table imple-
mentation with a complex error correction technique. The over-
head of the Reed Solomon code implementation has especially
high overhead, with a 391x increase over the area of the CMOS
implementation.

Figure 8 shows the mean average power consumption over ten
Monte Carlo runs of each of the ALU implementations. In each
run, each device has a randomly chosen length, width, and thresh-
old voltage, as described in Section 3.2. Figure 8 also plots the
coefficient of variation, which is the ratio of the standard devia-
tion to the mean average power. The results in Figure 8 show a
significant (83x) increase in power when moving from a CMOS
implementation to a lookup table implementation. The power
consumption increases linearly as we use more complex error
correction codes in the lookup tables. The coefficient of varia-
tion drops as we move from a CMOS implementation to a lookup
table implementation, but then rises again as we move to more
complex error correction codes. Not surprisingly, the nocode,



Table 1. Lookup table (LUT) mapping of floating point control unit circuit modules. TheMemory Cells with LUT4s Onlycolumn shows
how many total lookup table memory cells are available when using only four-input lookup tables. TheMemory Cells with LUT4, LUT3, LUT2
column shows how many of these lookup table memory cells are used by the VHDL mapping. TheCell Useagecolumn calculates the percent
usage of lookup table memory cells with the VHDL to lookup table mapping. (*) Module 6 from this table, with 19 lookup tables, is used in the
SPICE models to determine area, power, and delay results.

FPU Pipeline Control Logic Lookup Table Memory Cell Usage
LUT4 LUT3 LUT2 Memory Cells Memory Cells Used with Cell Usage

with LUT4s Only LUT4s, LUT3s, and LUT2s
module 1 82 39 22 2288 1712 75%
module 2 29 14 9 832 612 74%
module 3 23 15 10 768 528 69%
module 4 65 30 28 1968 1392 71%
module 5 76 22 21 1904 1476 78%

(*)module 6 9 4 6 304 200 66%
module 7 36 7 97 2240 1020 46%
module 8 54 46 33 2128 1364 64%
module 9 17 13 22 832 464 56%
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Figure 6. Worst case delay of different implementations of float-
ing point control logic.

tmr, and hsiao implementations, all of which have fairly regular
physical design, have a low coefficient of variation.

Figure 9 shows the mean worst case delay and coefficient of
variation over ten Monte Carlo runs of each of the ALU imple-
mentations. The results in Figure 9 show a significant (4x) in-
crease in delay when moving from a CMOS implementation to a
lookup table implementation. The delay overhead is constant at
5x for all coding techniques. The coefficient of variation is also
fairly constant across all implementations, ranging from a mini-
mum of 0.0396 for the Hsiao implementation to a maximum of
0.0860 for the Hamming implementation.

5 Future Work

The work described in this paper is an initial investigation
into developing self-correcting combinational logic circuits us-
ing encoded logic lookup tables. Our foremost future work is
to investigate ways to implement the error detection and correc-
tion logic using additional lookup tables, rather than with con-
ventional CMOS circuitry. We also plan to investigate ways to
simplify the correction and detection logic, such as subsetting the
lookup table or developing different correction codes.
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Figure 7. Area of different implementations of the four-
instruction ALU.

To extend the NanoBox approach, we are developing the Re-
cursive NanoBox Processor Grid using the NanoBox circuit ele-
ments. This highly parallel, application-specific processor archi-
tecture is being used to evaluate whether the self-correcting logic
blocks provide adequate error coverage over an entire microarchi-
tecture, or whether modular and system level fault tolerance tech-
niques still need to be used in conjunction with the fine-grained
fault tolerance of the NanoBoxes.

6 Conclusion

The yield, reliability, and error characteristics of new de-
vice technologies are expected to be substantially different from
the corresponding characteristics of conventional CMOS devices.
Existing fault tolerance techniques used in microprocessors as-
sume relatively low manufacturing defect densities and infrequent
dynamic faults. Projecting forward, it is expected that future cir-
cuit topologies will have substantially higher defect densities and
dynamic faults. These differences between current and future de-
vices will require fundamentally new design techniques in which
microprocessors are designed from the start to coexist with many
defects and high densities of transient errors.

We introduce The NanoBox, a logic lookup table which uses
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Figure 8. Mean average power and coefficient of variation of
different implementations of the four-instruction ALU, over ten
cases of a Monte Carlo analysis.
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Figure 9. Mean worst case delay and coefficient of variation of
different implementations of the four-instruction ALU, over ten
cases of a Monte Carlo analysis.

error correction on the function truth table, thereby achieving
fine-grained fault tolerance. These encoded lookup tables are able
to dynamically correct faults within the lookup table, thereby pre-
senting a robust logic block to higher levels of circuit integration
and microarchitecture. Standard hardware description language
code can be mapped to these NanoBox circuit elements using ex-
isting synthesis techniques. Logic designers are therefore able to
increase the error coverage of their designs without adding com-
plex modular or system level fault tolerance techniques.

Our results show preliminary indications that the best fine-
grained resilience to device faults and variations is achieved by
balanced error correction codes, such as a triplicated memory ar-
ray or a Hsiao information code derivative. These designs have a
fairly regular physical design and consistent length critical path.
However, it should be noted that implementing circuits with ho-
mogeneous fabrics of logic elements incurs a significant area,
power and delay overhead. Some of this overhead may be re-
duced if circuit structures can be reorganized into few functions
of many variables, rather than many functions of few variables.
If circuit designs can tolerate overheads in the range presented in
this work, our NanoBox approach of using error correction codes
on lookup table memory strings shows promise for the realm of
molecular computing.
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