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t. There has been 
onsiderable progress in the domain of soft-ware veri�
ation over the last few years. This advan
ement has beendriven, to a large extent, by the emergen
e of powerful yet automated ab-stra
tion te
hniques like predi
ate abstra
tion. However, the state spa
eexplosion problem in model 
he
king remains the 
hief obsta
le to thepra
ti
al veri�
ation of real-world distributed systems. Even in the 
aseof purely sequential programs, a 
ru
ial requirement to make predi
ateabstra
tion e�e
tive is to use as few predi
ates as possible. This is be-
ause, in the worst 
ase, the state spa
e of the abstra
tion generated(and 
onsequently the time and memory 
omplexity of the abstra
tionpro
ess) is exponential in the number of predi
ates involved. In addition,for 
on
urrent programs, the number of rea
hable states 
ould grow ex-ponentially with the number of 
omponents.We attempt to address these issues in the 
ontext of verifying
on
urrent (message-passing) C programs against safety spe
i�
ations.More spe
i�
ally, we present a fully automated 
ompositional frame-work whi
h 
ombines two orthogonal abstra
tion te
hniques (predi
ateabstra
tion for data and a
tion-guided abstra
tion for events) within a
ounterexample-guided abstra
tion re�nement s
heme. In this way, ouralgorithm in
rementally in
reases the granularity of the abstra
tions un-til the spe
i�
ation is either established or refuted. Additionally, a keyfeature of our approa
h is that if a property 
an be proven to hold or nothold based on a given �nite set of predi
ates P, the predi
ate re�nementpro
edure we propose in this arti
le �nds automati
ally a minimal subsetof P that is suÆ
ient for the proof. This, along with our expli
it use of
ompositionality, delays the onset of state spa
e explosion for as long aspossible. We des
ribe our approa
h in detail, and report on some veryen
ouraging experimental results obtained with our tool magi
.1 Introdu
tionCriti
al infrastru
tures in several domains, su
h as medi
ine, power, tele
om-muni
ations, transportation and �nan
e are highly dependent on 
omputers.Disruption or malfun
tion of servi
es due to software failures (a

idental or ma-li
ious) 
an have 
atastrophi
 e�e
ts, in
luding loss of human life, disruption of




ommer
ial a
tivities, and huge �nan
ial losses. The in
reased relian
e of 
riti
alservi
es on software infrastru
ture and the dire 
onsequen
es of software failureshave highlighted the importan
e of software reliability, and motivated systemati
approa
hes for asserting software 
orre
tness. While testing is very su

essful for�nding simple, relatively shallow errors, testing 
annot guarantee that a program
omplies with its spe
i�
ation. Consequently, testing by itself is inadequate for
riti
al appli
ations, and needs to be 
omplemented by automated veri�
ation.Although software veri�
ation has been the subje
t of ambitious proje
tsfor several de
ades, and this resear
h tradition has provided us with importantfundamental notions of program semanti
s and stru
ture, software veri�
ationtools have, until re
ently, not attained the level of pra
ti
al appli
ability requiredby industry. Motivated by urgent industrial need, the su

ess and maturity offormal methods in hardware veri�
ation, and by the arrival of new te
hniquessu
h as predi
ate abstra
tion [31℄, several resear
h groups [29, 3, 2, 5, 1, 30℄ havestarted to develop a new generation of software veri�
ation tools. A 
ommonfeature of all these tools is that they operate dire
tly on programs written in ageneral purpose programming language like C or Java instead of those written ina more restri
ted modeling language like Promela [6℄. In addition, all of them are
hara
terized by an extended model 
he
king [18℄ algorithm whi
h intera
ts withtheorem provers and de
ision pro
edures to reason about software abstra
tions,in parti
ular about abstra
tions of data types.Our own tool magi
 (Modular Analysis of proGrams In C) [4, 13, 14, 12℄also belongs to this family and fo
uses on modular veri�
ation of C 
ode. Ingeneral, C programs 
an be 
on
urrent, i.e., 
onsist of multiple 
ommuni
atingpro
esses and/or threads. Therefore, in order to avoid 
onfusion, we shall adoptthe following terminology for the remainder of this arti
le. We shall refer to anarbitrary C program as simply a program. Ea
h pro
ess/thread of whi
h theprogram is 
omprised will be referred to as a 
omponent. Thus, in parti
ular, fora purely sequential C program, the two terms \program" and \
omponent" aresynonymous. Also we shall usually denote a program by � and a 
omponent byC (with appropriate subs
ripts where appli
able).The general ar
hite
ture of the magi
 tool has been presented re
ently [13℄along with an in-depth des
ription of its modular veri�
ation approa
h. Inmagi
, both 
omponents and programs are des
ribed by labelled transition sys-tems (LTSs), a form of state ma
hines. The goal of MAGIC is to verify whetherthe implementation � of a program is safely abstra
ted by its spe
i�
ation Spe
(whi
h is again expressed using an LTS), i.e., whether all possible behaviors ofthe implementation are subsumed by the spe
i�
ation. Several notions of safeabstra
tion have been proposed in the literature. In the 
ontext of this arti
le,we use tra
e 
ontainment (denoted by �) as our notion of safe abstra
tion. Inthe rest of this paper, we shall use terms su
h as \
onforman
e", \
omplian
e",\safe abstra
tion", and \tra
e 
ontainment" synonymously.Sin
e a program 
an, in general, give rise to an in�nite-state system, wewill not dire
tly 
he
k � against Spe
. Rather we will extra
t an intermediateabstra
t model A(�) whi
h is guaranteed by 
onstru
tion to safely abstra
t � ,



and then verify whether A(�) is, in turn, safely abstra
ted by Spe
, i.e.,� � A(�) � Spe
The evident problem in this approa
h is to �nd a good abstra
tion A(�). IfA(�) is too 
lose to the original system� , then the 
omputational 
ost for 
he
k-ing A(�) � Spe
 may be prohibitively expensive. On the other hand, if A(�) isvery 
oarse then it may well be that relevant features of � are abstra
ted away,i.e., A(�) 6� Spe
, even though � � Spe
 a
tually holds. However, an inspe
tionof A(�) 6� Spe
 provides a 
ounterexample CE . In general though, this 
oun-terexample may not be grounded on any real behavior of � and 
onsequently
ould be spurious. This motivates the use of a framework known as abstra
t-verify-re�ne or 
ounterexample-guided abstra
tion re�nement (CEGAR) [19, 38℄,whi
h works as follows.� Step 1 (Abstra
t). Create an abstra
tionA(�) of the program whi
h safelyabstra
ts � by 
onstru
tion.� Step 2 (Verify). Verify that A(�) � Spe
, i.e., A(�) is safely abstra
tedby the spe
i�
ation Spe
. If this is the 
ase, the veri�
ation is su

essful.Otherwise, i.e., if A(�) is not safely abstra
ted by Spe
, we obtain a possiblyspurious 
ounterexample CE . Determine whether CE is spurious. If CE isnot spurious, report the 
ounterexample and stop; otherwise go to the nextstep.� Step 3 (Re�ne). Use the spurious 
ounterexample CE to re�ne the abstra
-tion A(�) so as to eliminate CE and go to step 1.Despite the advent of automation via paradigms su
h as CEGAR, the biggest
hallenge in making model 
he
king e�e
tive remains the problem of state spa
eexplosion. In the 
ontext of magi
, this problem manifests itself in two forms.First, even in the purely sequential 
ase, state explosion 
ould o

ur duringpredi
ate abstra
tion. This is be
ause the pro
ess of predi
ate abstra
tion, inthe worst 
ase, requires exponential time and memory in the number of predi-
ates. Se
ond, the state spa
e size of a 
on
urrent system in
reases exponentiallywith the number of 
omponents. Hen
e there is an obvious possibility of statespa
e explosion for 
on
urrent programs. In this arti
le we present two orthog-onal, yet smoothly integrated, te
hniques developed within magi
 to ta
kle thestate explosion problem that 
an o

ur due to these fa
tors while verifying bothsequential and 
on
urrent C programs.Predi
ate Minimization. A fundamental underlying te
hnique used in magi
(as well as slam [8℄ and blast [33℄) is predi
ate abstra
tion [31℄. Given a (pos-sibly in�nite-state) 
omponent C and a set of predi
ates P , veri�
ation withpredi
ate abstra
tion 
onsists of 
onstru
ting and analyzing an automaton A, a
onservative abstra
tion of C relative to P . However, as mentioned before, thepro
ess of 
onstru
ting A is in the worst 
ase exponential, both in time andspa
e, in jPj. Therefore a 
ru
ial point in deriving eÆ
ient algorithms based on



predi
ate abstra
tion is the 
hoi
e of a small set of predi
ates. In other words,one of the main 
hallenges in making predi
ate abstra
tion e�e
tive is identifyinga small set of predi
ates that are suÆ
ient for determining whether a propertyholds or not. The �rst te
hnique we present is aimed at �nding automati
allysu
h a minimal set from a given set of 
andidate predi
ates [12℄.Compositional Two-level Abstra
tion Re�nement. The se
ond te
hniquewe 
onsider is aimed at solving the state spa
e explosion problem resulting from
on
urrent systems. We propose a fully automated 
ompositional two-level CE-GAR s
heme to verify that a parallel 
omposition � = C1jj : : : jjCn of n se-quential C 
omponents is safely abstra
ted by its spe
i�
ation Spe
 [14℄. Thebasi
 idea is to extra
t as small a model as possible from � by employing twoorthogonal abstra
tion s
hemes. To this end we use predi
ate abstra
tion tohandle data and an a
tion-guided abstra
tion to handle events. Ea
h type of ab-stra
tion is also asso
iated with a 
orresponding re�nement s
heme. The a
tion-guided abstra
tion-re�nement loop is embedded naturally within the predi
ateabstra
tion-re�nement 
y
le, yielding a two-level framework. In addition, ab-stra
tion, 
ounterexample validation and re�nement 
an ea
h be 
arried out
omponent-wise, making our s
heme 
ompositional and s
alable. More pre
isely,the steps involved in the two-level CEGAR algorithm presented in this arti
le
an be summarized as follows:� Step 1: Two-Level Model Constru
tion. In this stage we use a 
ombi-nation of two abstra
tion te
hniques for extra
ting an LTS model from the
on
urrent C program � = C1jj : : : jjCn.� Step 1.1: Predi
ate Abstra
tion. Initially, we use predi
ate abstra
tion to
onservatively transform ea
h (in�nite-state) C 
omponent Ci into a �niteLTS MPi. In the rest of this arti
le, �rst level LTS models (obtainedafter predi
ate abstra
tion) will be denoted by MP , with appropriatesubs
ripts where appli
able.� Step 1.2: A
tion-Guided Abstra
tion. Sin
e the parallel 
omposition ofthese MPi's may well still have an unmanageably large state spa
e, wefurther redu
e ea
h MPi by 
onservatively aggregating states together,yielding a smaller LTS MAi; only then is the model 
onstru
ted by themu
h 
oarser parallel 
omposition MA = MA1jj : : : jjMAn. In the restof this arti
le, se
ond level LTS models (obtained after a
tion-guided ab-stra
tion) will be denoted by MA, with appropriate subs
ripts whereappli
able.� Step 2 : Veri�
ation. By 
onstru
tion, the extra
ted model MA exhibitsall of the original system's behaviors, and usually many more. We now 
he
kwhether MA � Spe
. If su

essful, we 
on
lude that our original system �is safe.� Step 3: Re�nement. Otherwise, we must examine the 
ounterexample ob-tained to determine whether it is valid or not. This validity 
he
k is again



performed in two stages: �rst at the level of the MPi's and, if that su
-
eeds, at the level of Ci's. It is also important to note that this validation 
anbe 
arried out 
omponent-wise, without it ever being ne
essary to 
onstru
tin full the large state spa
es of the lower-level parallel systems (either theMPi's or the Ci's). A valid 
ounterexample shows Spe
 to be violated andthus terminates the pro
edure. Otherwise, a (
omponent-spe
i�
) re�nementof the appropriate abstra
ted system is 
arried out, eliminating the spuri-ous 
ounterexample, and we pro
eed with a new iteration of the veri�
ation
y
le. Depending on the 
ounterexample, the re�nement pro
ess 
ould havetwo possible out
omes:� Case 3.1: Predi
ate Re�nement. It produ
es a new set of predi
ates, lead-ing to a re�ned MPi. In this 
ase the new iteration of the two-levelCEGAR loop starts with step 1.1 above. It is important to note that thepredi
ate minimization algorithm mentioned above is invoked ea
h timea new set of predi
ates is generated, leading to a smooth integration ofthe two te
hniques we present in this arti
le.� Case 3.2: A
tion-Guided Re�nement. The re�nement yields a �ner stateaggregation, leading to a re�ned MAi. In this 
ase the new iteration ofthe two-level CEGAR loop starts with step 1.2 above.The veri�
ation pro
edure is fully automated, and requires no user inputbeyond supplying the C programs, assumptions about the environment, and thespe
i�
ation to be veri�ed. We have implemented the algorithm within magi
and have 
arried out a number of 
ase studies, whi
h we report here. To ourknowledge, our algorithm is the �rst to invoke CEGAR over more than a singleabstra
tion re�nement s
heme (and in parti
ular over a
tion-based abstra
tions),and also the �rst to 
ombine CEGAR with fully automati
 
ompositional rea-soning for 
on
urrent systems. In summary, the 
ru
ial features of our approa
h
onsist of the following:� We leverage two very di�erent kinds of abstra
tion to redu
e a parallel 
om-position of sequential C programs to a very 
oarse parallel 
omposition of�nite-state pro
esses. The �rst abstra
tion partitions the (potentially in�-nite) state spa
e a

ording to the possible values of state variables, whereasthe se
ond abstra
tion lumps these resulting states together a

ording to theevents that they 
an 
ommuni
ate.� We invoke a predi
ate minimization algorithm to 
ompute a minimal set ofpredi
ates suÆ
ient to validate or invalidate the spe
i�
ation.� A 
ounterexample-guided abstra
tion re�nement s
heme in
rementally re-�nes these abstra
tions until the right granularity is a
hieved to de
idewhether the spe
i�
ation holds or not. We note that while termination 
annotof 
ourse be guaranteed, all of our experimental examples 
ould be handledwithout requiring human input.� Our use of 
ompositional reasoning, grounded in standard pro
ess algebrai
te
hniques, enables us to perform most of our analysis 
omponent by 
om-



ponent, without ever having to 
onstru
t global state spa
es ex
ept at thehighest (most abstra
t) level.The experiments we have 
arried out range over a variety of sequential and
on
urrent examples, and indi
ate that both the te
hniques we present, either
ombined or separately, in
rease the 
apa
ity of magi
 to verify large C pro-grams. For example, in some 
ases, predi
ate minimization 
an improve the time
onsumption of magi
 by over two orders of magnitude and the memory 
on-sumption by over an order of magnitude. With the smaller examples we �ndthat our two-level approa
h 
onstru
ts models that are 2 to 11 times smallerthan those generated by predi
ate abstra
tion alone. These ratios in
rease dra-mati
ally as we 
onsider larger and larger examples. In some of our instan
esmagi
 
onstru
ts models that are more than two orders of magnitude smallerthan those 
reated by mere predi
ate abstra
tion. Full details are presented inSe
tion 9.The rest of this arti
le is organized as follows. In Se
tion 2 we dis
uss relatedwork. In se
tion 3 we present some preliminary de�nitions. In Se
tion 4 weformally de�ne the two-level CEGAR algorithm. In Se
tion 5 we des
ribe thepro
ess of 
onstru
ting the LTS MPi from the 
omponent Ci using predi
ateabstra
tion. In Se
tion 6 we de�ne the pro
ess of 
he
king if a 
ounterexampleis valid at the level of the Ci's. We also present our approa
h of re�ning theappropriateMPi if the 
ounterexample is found to be spurious. Re
all that thisis a
hieved by 
onstru
ting a minimal set of predi
ates suÆ
ient to eliminatespurious 
ounterexamples. In Se
tion 7 we present the a
tion-guided abstra
tionused to obtainMAi fromMPi. In Se
tion 8 we de�ne the pro
ess of 
he
king if a
ounterexample is valid at the level of theMPi's. We also show how to re�ne theappropriateMAi by 
onstru
ting a �ner state aggregation if the 
ounterexampleis found to be spurious. Finally, we present experimental evaluation of our ideasin Se
tion 9 and 
on
lude in Se
tion 10.2 Related WorkPredi
ate abstra
tion [31℄ was introdu
ed as a means to 
onservatively transformin�nite-state systems into �nite-state ones, so as to enable the use of �nitaryte
hniques su
h as model 
he
king [17, 15℄. It has sin
e been widely used|see,for instan
e [8, 33, 23, 27, 24, 42, 9, 26℄.The formalization of the more general notion of abstra
tion �rst appearedin [25℄. We distinguish between exa
t abstra
tions, whi
h preserve all propertiesof interest of the system, and 
onservative abstra
tions|used in this paper|whi
h are only guaranteed to preserve `undesirable' properties of the system(e.g., [37, 20℄). The advantage of the latter is that they usually lead to mu
hgreater redu
tions in the state spa
e than their exa
t 
ounterparts. However,
onservative abstra
tions in general require an iterated abstra
tion re�nementme
hanism (su
h as CEGAR [19℄) in order to establish spe
i�
ation satisfa
tion.The abstra
tions we use on �nite-state pro
esses essentially lump togetherstates that have the same set of enabled a
tions, and gradually re�ne these



partitions a

ording to rea
hable su

essor states. Our re�nement pro
edure
an be seen as an atomi
 step of the Paige-Tarjan algorithm [45℄, and thereforeyields su

essive abstra
tions whi
h 
onverge in a �nite number of steps to thebisimulation quotient of the original pro
ess.Counterexample-guided abstra
tion re�nement [19, 38℄, or CEGAR, is an it-erative pro
edure whereby spurious 
ounterexamples for a spe
i�
ation are re-peatedly eliminated through in
remental re�nements of a 
onservative abstra
-tion of the system. Both the abstra
tion and re�nement te
hniques for su
hsystems, as applied in [19, 38℄, are essentially di�erent than the predi
ate ab-stra
tion approa
h we follow. For example, the abstra
tion in [38℄ is done byassigning non-deterministi
 values to sele
ted sets of variables, while re�nement
orresponds to gradually returning to the original de�nition of these variables.CEGAR has been used in many 
ases, some non-automated [43℄, others at leastpartly automated [8, 10, 46, 39, 33℄. The problem of �nding small sets of predi-
ates has also been investigated in the 
ontext of hardware designs in [21, 16℄.Compositionality, whi
h features 
ru
ially in our work, is broadly 
on
ernedwith the preservation of properties under substitution of 
omponents in 
on
ur-rent systems. It has been most extensively studied in pro
ess algebra (e.g., [36,41, 47℄), parti
ularly in 
onjun
tion with abstra
tion. Bensalem et al. [11℄ havepresented a 
ompositional framework for (non-automated) CEGAR over data-based abstra
tions. Their approa
h di�ers from ours in that 
ommuni
ation takespla
e through shared variables (rather than blo
king message-passing), and ab-stra
tions are re�ned by eliminating spurious transitions, rather than by splittingabstra
t states.A te
hnique 
losely related to 
ompositionality is that of assume-guaranteereasoning [40, 34℄. It was originally developed to 
ir
umvent the diÆ
ulties as-so
iated with generating exa
t abstra
tions, and has re
ently been implementedas part of a fully automated and in
remental veri�
ation framework [22℄.Among the works most 
losely resembling ours we note the following. TheBandera proje
t [24℄ o�ers tool support for the automated veri�
ation of Javaprograms based on abstra
t interpretation; there is no automated CEGAR andno expli
it 
ompositional support for 
on
urren
y.P�as�areanu et al. [46℄ have im-ported Bandera-derived abstra
tions into an extension of Java PathFinder whi
hin
orporates CEGAR. However, on
e again no use is made of 
ompositionality,and only a single level of abstra
tion is 
onsidered. Stoller [48℄ has implementedanother tool in Java PathFinder whi
h expli
itly supports 
on
urren
y; it usesdatatype abstra
tion on the �rst level, and partial order redu
tion with aggrega-tion of invisible transitions on the se
ond level. Sin
e all abstra
tions are exa
tit does not require the use of CEGAR. The slam proje
t [5, 8, 9℄ has been verysu

essful in analyzing interfa
es written in C. It is built around a single-levelpredi
ate abstra
tion and automated CEGAR treatment, and o�ers no expli
it
ompositional support for 
on
urren
y. Lastly, the blast proje
t [1, 33, 32℄ pro-poses a single-level lazy (on-the-
y) predi
ate abstra
tion s
heme together withCEGAR and thread-modular assume-guarantee reasoning. The blast frame-



work is based on shared variables rather than message-passing as the 
ommuni-
ation me
hanism.3 Ba
kgroundThis se
tion gives ba
kground information about the MAGIC framework andour abstra
tion-re�nement-based software veri�
ation algorithm.De�nition 1 (Labeled Transition Systems). A labeled transition system(LTS) M is a quadruple (S; init ;A
t ; T ), where (i) S is a �nite non-empty setof states, (ii) init 2 S is the initial state, (iii) A
t is a �nite set of a
tions(alphabet), and (iv) T � S �A
t � S is the transition relation.We assume that there is a distinguished state STOP 2 S whi
h has nooutgoing transitions, i.e., 8s0 2 S;8a 2 A
t ; (STOP; a; s0) 62 T . If (s; a; s0) 2 T ,then (s; s0) will be referred to as an a-transition and will be denoted by s a�! s0.For a state s and a
tion a, we de�ne Su

(s; a) = fs0 : s a�! s0g. A
tion a issaid to be enabled at state s i� Su

(s; a) 6= ;. For s 2 S we write export(s) =fa 2 A
t j 9t 2 S � s a�! tg to denote the set of a
tions enabled in state s.A
tions. In a

ordan
e with existing pra
ti
e, we use a
tions to denote exter-nally visible behaviors of systems being analyzed, e.g., a
quiring a lo
k. A
tionsare atomi
, and are distinguished simply by their names. Sin
e we are analyz-ing C, a pro
edural language, we model the termination of a pro
edure (i.e., areturn from the pro
edure) by a spe
ial 
lass of a
tions 
alled return a
tions.Every return a
tion r is asso
iated with a unique return value RetV al(r). Re-turn values are either integers or void. We denote the set of all return a
tionswhose return values are integers by IntRet and the spe
ial return a
tion whosereturn value is void by VoidRet . All a
tions whi
h are not return a
tions are
alled basi
 a
tions. A distinguished basi
 a
tion � denotes the o

urren
e of anunobservable internal event.De�nition 2 (Tra
es). A tra
e � is a �nite (possibly empty) sequen
e of a
-tions. We de�ne the language L(M) of the LTS M to be the set of all tra
esa1 : : : an 2 A
t� su
h that, for some sequen
e s0 : : : sn of states of M (withs0 = init) we have s0 a1�! s1 a2�! : : : an�! sn. We refer to the underlying se-quen
e of states s0 : : : sn as the path in M 
orresponding to the tra
e a1 : : : an.De�nition 3 (Rea
hability). For a tra
e � = a1 : : : an 2 A
t� and s; t 2S two states of M , we write s �=) t to indi
ate that t is rea
hable from sthrough �, i.e., that there exist states s0 : : : sn with s = s0 and t = sn, su
hthat s0 a1�! s1 a2�! : : : an�! sn. Given a state s 2 S and a tra
e � 2 A
t�, welet Rea
h(M; s; �) = ft 2 S j s �=) tg stand for the set of states rea
hable froms through �. We overload this notation by setting, for a set of states Q � S,Rea
h(M;Q; �) = ft 2 S j 9q 2 Q � q �=) tg; this represents the set of statesrea
hable through � from some state in Q.



De�nition 4 (Proje
tion). Let � 2 A
t� be a tra
e over A
t, and let A
t 0 beanother (not ne
essarily disjoint) alphabet. The proje
tion ��A
t 0 of � on A
t 0is the sub-tra
e of � obtained by simply removing all a
tions in � that are not inA
t 0.De�nition 5 (Parallel Composition). Let M1 = hS1; init1;A
t1; T1i andM2 = hS2; init2;A
t2; T2i be two LTSs. Their parallel 
omposition M1jjM2 =hS1�S2; (init1; init2);A
t1[A
t2; T1jjT2i is de�ned so that ((s1; s2); a; (t1; t2)) 2T1jjT2 i� one of the following holds:1. a 2 A
t1 nA
t2 and s1 a�! t1 and s2 = t2.2. a 2 A
t2 nA
t1 and s2 a�! t2 and s1 = t1.3. a 2 A
t1 \ A
t2 and s1 a�! t1 and s2 a�! t2.In other words, 
omponents must syn
hronize on shared a
tions and pro
eedindependently on lo
al a
tions. This notion of parallel 
omposition originatesfrom CSP. The following results are well-known [36, 47℄ and we state them herewithout proof:Theorem 1.1. Parallel 
omposition is asso
iative and 
ommutative as far as the a

eptedlanguage is 
on
erned. Thus, in parti
ular, no bra
keting is required when
ombining more than two LTSs.2. Let M1; : : : ;Mn and M 01; : : : ;M 0n be LTSs with every pair of LTSs Mi, M 0isharing the same alphabet A
t i = A
t 0i . If, for ea
h 1 6 i 6 n, we haveL(Mi) � L(M 0i), then L(M1jj : : : jjMn) � L(M 01jj : : : jjM 0n). In other words,parallel 
omposition preserves language 
ontainment.3. Let M1; : : : ;Mn be LTSs with respe
tive alphabets A
t1; : : : ;A
tn, and let� be any tra
e. Then � 2 L(M1jj : : : jjMn) i�, for ea
h 1 6 i 6 n, wehave ��A
t i 2 L(Mi). In other words, whether a tra
e belongs to a parallel
omposition of LTSs 
an be 
he
ked by proje
ting and examining the tra
eon ea
h individual 
omponent separately.Pro
edure Abstra
tion. At present, magi
 supports the full syntax ofANSI C1. Also, it 
an handle a set of pro
edures with a DAG-like 
all graph asone pro
edure by inlining. Therefore, for simpli
ity, we assume that a software
omponent 
onsists of a single (non-re
ursive) pro
edure. In other words, in ourapproa
h, pro
edures and 
omponents are synonymous. As mentioned before,magi
 allows spe
i�
ations to be supplied for 
omponents (i.e., pro
edures), aswell as for programs. As the goal of magi
 is to verify whether a C programis safely abstra
ted by its spe
i�
ation, the need for program spe
i�
ations isobvious.Pro
edure spe
i�
ations serve another 
ru
ial purpose. They are used asassumptions while 
onstru
ting 
omponent models via predi
ate abstra
tion.1 magi
 
an a

ept C programs that involve pointers, 
oating point arithmeti
 andre
ursion, but is not guaranteed to be sound in su
h 
ases.



More pre
isely, suppose we are trying to 
onstru
t MPi from 
omponent Ci. Ingeneral Ci may invoke several library routines and it is quite 
ommon for thea
tual implementation of these routines to be unavailable during veri�
ation. Insu
h situations, a spe
i�
ation for these routines is used instead to 
onstru
tMPi 
onservatively.In pra
ti
e, it often happens that a pro
edure performs quite di�erent tasksfor various 
alling 
ontexts, i.e., values of its parameters and global variables.In our approa
h, this phenomenon is a

ounted for by allowing multiple spe
i�-
ation LTSs for a single pro
edure. The sele
tion among these LTSs is a
hievedby guards, i.e., formulas, whi
h des
ribe the 
onditions on the pro
edure's pa-rameters and globals under whi
h a 
ertain LTS is appli
able. This gives rise tothe notion of pro
edure abstra
tion (PA). Formally, a PA for a pro
edure C is atuple hd; li where:� d is the de
laration for C, as it appears in a C header �le.� l is a �nite list hg1;M1i; : : : ; hgk;Mki where ea
h gi is a guard formula rangingover the parameters and globals of C, and ea
h Mi is an LTS.The pro
edure abstra
tion expresses that C 
onforms to one LTS 
hosen amongthe Mi's. More pre
isely, C 
onforms to Mi if the 
orresponding guard gi eval-uates to true over the a
tual arguments and globals passed to C. We requirethat the guard formulas gi be mutually ex
lusive and 
omplete (i.e., 
over allpossibilities) so that the 
hoi
e of Mi is always unambiguously de�ned. Sin
ePAs are used as assumptions during model 
onstru
tion, they are often referredto as assumption PAs.In this arti
le we only 
onsider pro
edures that terminate by returning. Inparti
ular we do not handle 
onstru
ts like setjmp and longjmp. Furthermore,sin
e LTSs are used to model pro
edures, any LTS (S; init ;A
t ; T ) must obeythe following 
ondition: 8s 2 S; s a�! STOP i� a is a return a
tion.Program Abstra
tion. Just as a PA en
apsulates a 
omponent's spe
i�
ation,a program's spe
i�
ation is expressed through a program abstra
tion. Programabstra
tions are de�ned in a similar manner as PAs. Formally, let� be a program
onsisting of n 
omponents C1; : : : ; Cn. Then a program abstra
tion for � is atuple hd; li where:� d = hd1; : : : ; dni is the list of de
larations for C1; : : : ; Cn.� l is a �nite list hg1;M1i; : : : ; hgk;Mki where ea
h gi = hg1i ; : : : ; gni i su
h thatgji is a guard formula ranging over the parameters and globals of Cj , and ea
hMi is an LTS.Without loss of generality we will assume throughout this paper that ourtarget program abstra
tion 
ontains only one guard hGuard1; : : : ;Guardni andone LTS Spe
. To a
hieve the result in full generality, the des
ribed algorithm
an be iterated over ea
h element of the target abstra
tion.



Con
urren
y and Communi
ation. We 
onsider a 
on
urrent version of theC programming language in whi
h a �xed number of sequential 
omponentsC1; : : : ; Cn are run 
on
urrently on independent platforms. Ea
h 
omponent Cihas an asso
iated alphabet of a
tions A
t i, and 
an 
ommuni
ate a parti
ularevent a in its alphabet only if all other programs having a in their alphabets arewilling to syn
hronize on this event. A
tions are realized using 
alls to libraryroutines. Programs have lo
al variables but no shared variables. In other words,we are assuming blo
king message-passing (i.e., `send' and `re
eive' statements)as the sole 
ommuni
ation me
hanism. When there is no 
ommuni
ation, the
omponents exe
ute asyn
hronously.4 Two-Level Counterexample-Guided Abstra
tionRe�nementConsider a 
on
urrent C program � = C1jj : : : jjCn and a spe
i�
ation Spe
. Ourgoal is to verify that the 
on
urrent C program � is safely abstra
ted by theLTS Spe
. Sin
e we use tra
e 
ontainment as our notion of 
onforman
e, the
on
urrent program meets its spe
i�
ation i� L(�) � L(Spe
).Theorem 1 forms the basis of our 
ompositional approa
h to veri�
ation.We �rst invoke predi
ate abstra
tion to redu
e ea
h (in�nite-state) program Ciinto a �nite LTS (or pro
ess) MPi having the same alphabet as Ci. The initialabstra
tion is 
reated with a relatively small set of predi
ates, and further pred-i
ates are then added as required to re�ne the MPi's and eliminate spurious
ounterexamples. This pro
edure may add a large number of predi
ates, yieldingan abstra
t model with a potentially huge state spa
e. We therefore seek to fur-ther redu
e ea
hMPi into a smaller LTSMAi, again having the same alphabetas Ci. Both abstra
tions are su
h that they maintain the language 
ontainmentL(Ci) � L(MPi) � L(MAi). Theorem 1 then immediately yields the rule:L(MA1jj : : : jjMAn) � L(Spe
)) L(C1jj : : : jjCn) � L(Spe
)The 
onverse need not hold: it is possible for a tra
e � =2 L(Spe
) to belong toL(MA1jj : : : jjMAn) but not to L(�). Su
h a spurious 
ounterexample is theneliminated, either by suitably re�ning the MAi's (if � =2 L(MP1jj : : : jjMPn)),or by re�ning the MPi's (and subsequently adjusting the MAi's to re
e
t this
hange). The 
hief property of our re�nement pro
edure (whether at the MAior the MP i level) is that it purges the spurious 
ounterexample by restri
tingthe a

epted language yet maintains the invariant L(Ci) � L(P 0i ) � L(MA0i) �L(MAi), where primed terms denote re�ned pro
esses. Note that, a

ordingto Theorem 1, we 
an 
he
k whether � 2 L(MP1jj : : : jjMPn) and whether� 2 L(�) one 
omponent at a time, without it ever being ne
essary to 
onstru
tthe full state spa
es of the parallel 
ompositions. This iterated pro
ess forms thebasis of our two-level CEGAR algorithm.We des
ribe this algorithm in Figure 1. The predi
ate abstra
tion and re-�nement pro
edures are detailed in Se
tion 5 and Se
tion 6. We present our



a
tion-guided abstra
tion and re�nement steps (marked y and z respe
tively) inSe
tion 7 and Se
tion 8.Input: C 
omponents C1; : : : ; Cn and spe
ifi
ation Spe
Output: `C1jj : : : jjCn satisfies Spe
' or
ounterexample � 2 L(C1jj : : : jjCn) n L(Spe
)predi
ate abstra
tion: 
reate LTSs MP1; : : : ;MPn with L(Ci) � L(MPi)y a
tion-guided abstra
tion: 
reate LTSs MA1; : : : ;MAn withL(MPi) � L(MAi)for 1 � i � n, let A
t i be the alphabet of MPi and MAirepeatif L(MA1jj : : : jjMAn) � L(Spe
) return `C1jj : : : jjCn satisfies Spe
'elseextra
t 
ounterexample � 2 L(MA1jj : : : jjMAn) n L(Spe
)if for 1 � i � n, � � A
t i 2 L(MPi)if for 1 � i � n, � � A
t i 2 L(Ci) return �elselet 1 � j � n be an index su
h that � � A
t j 2 L(Cj)do predi
ate abstra
tion refinement of MPj to eliminate �y adjust or 
reate new abstra
tion MAjelsez let 1 � j � n be an index su
h that � � A
t j 2 L(MPj)do a
tion-guided refinement of MAj to eliminate �endrepeat. Fig. 1. Two-level CEGAR algorithm.5 Predi
ate Abstra
tionLet Spe
 = (SS ; initS ;A
tS ; TS ) and the assumption PAs be fPA1; : : : ;PAkg. Inthis se
tion we show how to extra
t MPi from Ci using the assumption PAs,the guard Guard i and the predi
ates. This is a brief des
ription of the model
onstru
tion te
hnique des
ribed by Chaki et al. [13℄. Sin
e in this se
tion weshall be dealing with a single 
omponent, we shall refer to Ci, MP i and Guard ias simply C,MP and Guard respe
tively. The extra
tion ofMP relies on severalprin
iples:� Every state of MP models a state during the exe
ution of C; 
onsequentlyevery state is 
omposed of a 
ontrol 
omponent and a data 
omponent.� The 
ontrol 
omponents intuitively represent values of the program 
ounter,and are formally obtained from the 
ontrol 
ow graph (CFG) of C.� The data 
omponents are abstra
t representations of the memory state of C.These abstra
t representations are obtained using predi
ate abstra
tion.



� The transitions between states in MP are derived from the transitions inthe CFG, taking into a

ount the assumption PAs and the predi
ate abstra
-tion. This pro
ess involves reasoning about C expressions, and will thereforerequire the use of a theorem prover.Without loss of generality, we 
an assume that there are only �ve kindsof statements in C: assignments, 
all-sites, if-then-else bran
hes, goto andreturn. Note that 
all-sites 
orrespond to library routines 
alled by C whose
ode is unavailable and therefore 
annot be inlined. We 
an also assume, withoutloss of generality, that all expression in C are side-e�e
t free. For simpli
ity, weassume the absen
e of indire
t fun
tion 
alls and pointer dereferen
es in the lefthand sides (LHS's) of assignments2. We denote by Stmt the set of statements ofC and by Expr the set of all C expressions over the variables of C.S0: int x,y=8;S1: if(x == 0) fS2: do a();S4: if (y < 10) f S6: return 0; gelse f S7: return 1; gg else fS3: do b();S5: if(y > 5) f S8: return 2; gelse f S9: return 3; gg Fig. 2. The example C.As a running example of C, we use the C program shown in Figure 2. Itinvokes two library routines do a and do b. Let the guard and LTS list in theassumption PA for do a be htrue; Do Ai. This means that under all invo
ation
onditions, do a is safely abstra
ted by the LTS Do A. Similarly the guard andLTS list in the assumption PA for do b is htrue; Do Bi. The LTSs Do A and Do Bare des
ribed in Figure 3. We also use Guard = true and Spe
 = Spe
 (shownin Figure 3).Control 
ow automata. The 
onstru
tion of MP begins with the 
onstru
-tion of the 
ontrol 
ow automaton (CFA) of C. The states of a CFA 
orrespondto 
ontrol points in the program. The transitions between states in the CFA
orrespond to the 
ontrol 
ow between their asso
iated 
ontrol points in theprogram. Intuitively, the CFA 
an be obtained by viewing the CFG of C as anautomata. Therefore, the CFA is a 
onservative abstra
tion of C's 
ontrol 
ow,i.e., it allows a superset of the possible tra
es of C. Formally the CFA is a 4-tuplehSCF ; ICF ; TCF ;Li where:2 In reality, magi
 
an handle both these 
onstru
ts using alias analysis.
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SpecFig. 3. The LTSs in the assumption PAs for do a and do b. The return a
tion withreturn value void is denoted by returnfg.{ SCF is a set of states.{ ICF 2 SCF is an initial state.{ TCF � SCF � SCF is a set of transitions.{ L : SCF n fFINALg ! Stmt is a labeling fun
tion.SCF 
ontains a distinguished FINAL state. The transitions between states re-
e
t the 
ow of 
ontrol between their labeling statements: L(ICF ) is the initialstatement of C and (s1; s2) 2 TCF i� one of the following 
onditions hold:{ L(s1) is an assignment or 
all-site with L(s2) as its unique su

essor.{ L(s1) is a goto with L(s2) as its target.{ L(s1) is a bran
h with L(s2) as its then or else su

essor.{ L(s1) is a return statement and s2 = FINAL.Example 1. The CFA of our example program is shown in Figure 4. Ea
h non-�nal state is labeled by the 
orresponding statement label (the FINAL state islabeled by FINAL). Hen
eforth we will refer to ea
h CFA state by its label.Therefore the states of the CFA in Figure 4 are S0, ..., S9, FINAL with S0being the initial state.Predi
ate inferen
e. Sin
e the 
onstru
tion ofMP from C involves predi
ateabstra
tion, it is parameterized by a set of predi
ates P . We will often indi-
ate this expli
itly by referring to MP as MP(P). In parti
ular we will writeMP(P1) and MP(P2) to denote the LTSs obtained via predi
ate abstra
tionfrom C using two sets of predi
ates P1 and P2. The main 
hallenge in predi
ateabstra
tion is to identify the set P that is ne
essary for proving the given prop-erty. In our framework we require P to be a subset of the bran
h statements inC. Therefore we sometimes refer to P or subsets of P simply as a set of bran
hes.The 
onstru
tion ofMP asso
iates with ea
h state s of the CFA a �nite subset ofExpr derived from P , denoted by Ps. The pro
ess of 
onstru
ting the Ps's fromP is known as predi
ate inferen
e and is des
ribed by the algorithm PredInferin Figure 5. Note that PFINAL is always ;.
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Fig. 4. The CFA for our example program. Ea
h non-FINAL state is labeled the sameas its 
orresponding statement. The initial state is labeled S0. The states are alsolabeled with inferred predi
ates when P = fp1; p2g where p1 = (y < 10) and p2 =(y > 5). Note that, in general, the set of inferred predi
ates are not ne
essarily equalat all states of the CFA. Rather they are 
omputed as the weakest pre
onditions of theinferred predi
ates at their su

essor states.The algorithm uses a pro
edure for 
omputing the weakest pre
onditionWP [35, 28, 8℄ of a predi
ate p relative to a given statement. Consider a C assign-ment statement a of the form v = e. Let ' be a C expression. Then the weakestpre
ondition of ' with respe
t to a, denoted by WP[a℄f'g, is obtained from 'by repla
ing every o

urren
e of v in ' with e. Note that we need not 
onsiderthe 
ase where a pointer appears in the LHS of a sin
e we have disallowed su
h
onstru
ts from appearing in C.The weakest pre
ondition is 
learly an element of Expr as well. The purposeof predi
ate inferen
e is to 
reate Ps's that lead to a very pre
ise abstra
tionof the program relative to the predi
ates in P . Intuitively, this is how it works.Let s; t 2 SCF be su
h that L(s) is an assignment statement and (s; t) 2 TCF .Suppose a predi
ate pt gets inserted in Pt at some point during the exe
ution ofPredInfer and suppose ps =WP[L(s)℄fptg. Now 
onsider any exe
ution state ofC where the 
ontrol has rea
hed L(t) after the exe
ution of L(s). It is obviousthat pt will be true in this state i� ps was true before the exe
ution of L(s).In terms of the CFA, this means that the value of pt after a transition froms to t 
an be determined pre
isely on the basis of the value of ps before thetransition. This motivates the in
lusion of ps in Ps. The 
ases in whi
h L(s) isnot an assignment statement 
an be explained analogously.Note that PredInfer may not terminate in the presen
e of loops in the CFA.However, this does not mean that our approa
h is in
apable of handling C pro-grams 
ontaining loops. In pra
ti
e, we for
e termination of PredInfer by limitingthe maximum size of any Ps. Using the resulting Ps's, we 
an 
ompute the statesand transitions of the abstra
t model as des
ribed in the next se
tion. Irrespe
-tive of whether PredInfer was terminated for
efully or not, MP is guaranteed



Input: Set of bran
h statements POutput: Set of Ps's asso
iated with ea
h CFA stateInitialize: 8s 2 SCF ;Ps := ;Forever doFor ea
h s 2 SCF doIf L(s) is an assignment statement and L(s0) is its su

essorFor ea
h p0 2 Ps0 add WP[L(s)℄fp0g to PsElse if L(s) is a bran
h statement with 
ondition 
If L(s) 2 P, add 
 to PsIf L(s0) is a `then' or `else' su

essor ofL(s), Ps := Ps [ Ps0Else If L(s) is a 
all-site or a `goto' statement with su

essor L(s0)Ps := Ps [ Ps0Else If L(s) returns expression e and r 2 A
tS \ IntRetAdd the expression (e == RetV al(r)) to PsIf no Ps was modified in the `for' loop, exitFig. 5. Algorithm PredInfer for predi
ate inferen
e.to be a safe abstra
tion of C. We have found this approa
h to be very e�e
tivein pra
ti
e. A similar algorithm was proposed by Dams and Namjoshi [26℄.Example 2. Consider the CFA des
ribed in Example 1. Suppose P 
ontains thetwo bran
hes S4 and S5. Then PredInfer begins with PS4 = f(y < 10)g andPS5 = f(y > 5)g. From this it obtains PS2 = f(y < 10)g and PS3 = f(y >5)g. This leads to PS1 = f(y < 10); (y > 5)g. Then PS0 = fWP[y = 8℄fy <10g;WP[y = 8℄fy > 5gg = f(8 < 10); (8 > 5)g. Sin
e we ignore predi
ates thatare trivially true or false, PS0 = ;. Sin
e the return a
tions in Spe
 havereturn values f0; 2g, PS6 = f(0 == 0); (0 == 2)g, whi
h is again ;. Similarly,PS7 = PS8 = PS9 = PFINAL = ;. Figure 4 shows the CFA with ea
h state slabeled by Ps.So far we have des
ribed a method for 
omputing the CFA and a set ofpredi
ates asso
iated with ea
h state of the CFA. The states ofMP 
orrespondto the di�erent states of the CFA along with various possible valuations of thepredi
ates inferred at these states. We now de�ne the notions of a predi
atevaluation and its 
on
retization formally.De�nition 6 (Predi
ate valuation and 
on
retization). For a CFA node ssuppose Ps = fp1; : : : ; pkg. Then a valuation of Ps is a Boolean ve
tor v1; : : : ; vk.Let Vs be the set of all valuations of Ps. The predi
ate 
on
retization fun
tion�s : Vs ! Expr is de�ned as follows. Given a valuation V = fv1; : : : ; vkg 2 Vs,�s(V ) = Vki=1 pvii where ptruei = pi and pfalsei = :pi. As a spe
ial 
ase, ifPs = ;, then Vs = f?g and �s(?) = true.Example 3. Consider the CFA des
ribed in Example 1 and the inferred predi-
ates as explained in Example 2. Re
all that PS1 = f(y < 10); (y > 5)g. SupposeV1 = f0; 1g and V2 = f1; 0g. Then �S1(V1) = (:(y < 10)) ^ (y > 5) and�S1(V2) = (y < 10) ^ (:(y > 5)).



As mentioned before, the states of MP 
orrespond to the states of the CFAand possible valuations of the predi
ates asso
iated with these states. In otherwords, one 
an view the states of MP as being obtained by splitting up ea
hstate s of the CFA in a

ordan
e with various valuations of the predi
ate set Psinferred at s. We now de�ne this pro
ess more formally.De�nition 7 (Splitting up states of the CFA). Ea
h state s 2 SCF givesrise to a set of states of MP, denoted by Ss. In addition, MP has a uniqueinitial state INIT. The de�nition of Ss 
onsists of the following sub-
ases:� SFINAL = fSTOPg.� If L(s) is an assignment, bran
h, goto or return statement, then Ss =fsg � Vs.� Suppose L(s) is a 
all-site for a library routine lib and hg1; P1i; : : : ; hgn; Pniis the guard and LTS list in the assumption PA for lib. For 1 � i � n, letPi = (Si; init i;A
t i; Ti). Then Ss = ([ni=1fsg � Vs � Si) [ (fsg � Vs).In the rest of this arti
le we shall refer to states of MP of the form (s; V )as normal states. Also we shall 
all states of MP of the form (s; V; 
) as inlinedstates sin
e these states 
an be thought of as arising due to inlining of assumedPAs at 
all-sites. We are now ready to de�ne MP pre
isely.De�nition 8 (MP). Formally, MP is an LTS hSI ; init I ;A
tI ; TI i where:{ SI = [s2SCFSs [ fINITg is the set of states.{ init I = INIT is the initial state.{ A
tI is the alphabet.{ TI � SI �A
tI � SI is the transition relation.Alphabet ofMP. So far we have de�ned every 
omponent ofMP ex
ept A
tIand TI . In this se
tion we shall des
ribe A
tI and in the next se
tion presenthow TI 
an be 
omputed. Intuitively the alphabet of MP 
ontains every eventin the alphabet of Spe
 along with the events in the alphabets of inlined LTSs.Formally, let CallSites � SCF be the set of states of the CFA that are labelledby 
all-sites. Let 
s be an arbitrary element of CallSites su
h that L(
s) is a 
all-site for library routine lib. Suppose hg1; P1i; : : : ; hgn; Pni is the guard and LTSlist in the assumption PA for lib. For 1 � i � n, let Pi = (Si; init i;A
t i; Ti).Then we de�ne the fun
tion CallA
t as: CallA
t(
s) = [ni=1A
t i. On
e we havede�ned the fun
tion CallA
t , A
tI is simply equal to ([
s2CallSitesCallA
t(
s))[A
tS .Computing TI . We now des
ribe how to 
ompute TI . Intuitively, we add atransition between two abstra
t states unless we 
an prove that there is no tran-sition between their 
orresponding 
on
rete states. If we 
annot prove this, wesay that the two states (or the two formulas representing them) are admissible.As we shall soon see, this problem 
an be redu
ed to the problem of de
iding



whether :( 1 ^  2) is valid, where  1 and  2 are �rst order formulas over theintegers. Solving it, therefore, requires the use of a theorem prover. In generalthe problem is known to be unde
idable. However, for our purposes it is suÆ-
ient that the theorem prover be sound and always terminate. Several publi
lyavailable theorem provers (su
h as Simplify [44℄) have this 
hara
teristi
.Formally, given arbitrary formulas  1 and  2, we say that the formulas areadmissible if the theorem prover returns false or unknown on :( 1 ^ 2). Wedenote this by Adm( 1;  2). Otherwise the formulas are inadmissible, denotedby :Adm( 1;  2). The 
omputation of TI 
onsists of several sub-
ases and weshall 
onsider ea
h separately.� Transitions from INIT. Re
all that Guard represents guard qualifyingthe initial states. First, we add a transition (INIT; �; (ICF ; V )) to TI i�Adm(�ICF (V );Guard ).� Assignments, gotos and bran
hes. Next, ((s1; V1); �; (s2; V2)) 2 TI i�(s1; s2) 2 TCF and one of the following 
onditions hold:1. L(s1) is an assignment statement andAdm(�s1 (V1);WP[L(s1)℄f�s2(V2)g).2. L(s1) is a bran
h statement with a bran
h 
ondition 
, and:1. Either L(s2) is its then su

essor, Adm(�s1(V1); �s2 (V2)) andAdm(�s1(V1); 
).2. Or L(s2) is its else su

essor, Adm(�s1(V1); �s2(V2)) andAdm(�s1(V1);:
).3. L(s1) is a goto statement and Adm(�s1(V1); �s2(V2)).� Handling return statements. ((s; V ); a; STOP) 2 TI i� L(s) is a returnstatement, a is a return a
tion, and either (i) L(s) returns the expression e,a 2 IntRet and Adm(�s(V ); (e == RetV al(a))), or (ii) L(s) returns void anda = VoidRet . If L(s) returns the expression e but 
ondition (i) above is notappli
able for any a 2 IntRet, we add ((s; V );VoidRet ; STOP) to TI . Thisensures that from every \return" state there is at least one return a
tion toSTOP, and if an appli
able return a
tion 
annot be determined, VoidRet isused as the default3.� Handling 
all-sites. Suppose L(s1) is a 
all-site for a library routine liband hg1; P1i; : : : ; hgn; Pni is the guard and LTS list in the assumption PA forlib. Also, let (s1; s2) 2 TCF , V1 2 Vs1 and V2 2 Vs2 . Then for 1 � i � n, wedo the following:1. Let g0i be the guard obtained from gi by repla
ing every parameter of libby the 
orresponding argument passed to it at L(s1). If Adm(g0i; �s1(V1)),then let Pi = (Si; init i;A
t i; Ti) and pro
eed to step 2, otherwise moveon to the next i.2. Add a transition ((s1; V1); �; (s1; V1; init i)) into TI .3 In reality magi
 uses a spe
ial non-simulatable a
tion in su
h situations to maintainsoundness. We use VoidRet in this arti
le for the sake of simpli
ity



3. For ea
h transition (s; a; t) 2 Ti where t 6= STOP, add a transition((s1; V1; s); a; (s1; V1; t)) into TI .4. If L(s1) is a 
all-site with an assignment, i.e., of the form x = lib(...),then:{ For ea
h transition (s;VoidRet ; STOP) 2 Ti su
h thatAdm(�s1(V1); �s2(V2)), add ((S1; V1; s); �; (s2; V2)) into TI .{ For ea
h transition (s; a; STOP) 2 Ti su
h that a 2IntRet and Adm(�s1(V1);WP [x = RetV al(a)℄f�s2(V2)g), add((S1; V1; s); �; (s2; V2)) into TI .5. If L(s1) is a 
all-site without an assignment, i.e., of the formlib(...), then for ea
h transition (s; a; STOP) 2 Ti su
h thatAdm(�s1 (V1); �s2(V2)), add ((S1; V1; s); �; (s2; V2)) into TI .Clearly, jSI j is exponential in jPj, as are the worst 
ase spa
e and time
omplexities of 
onstru
ting MP.Example 4. Re
all the CFA from Example 1 and the predi
ates 
orrespondingto CFA nodes dis
ussed in Example 2. The MP 's obtained with P = ; andP = f(y < 10); (y > 5)g are shown in Figure 6(a) and 6(b) respe
tively.
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6 Predi
ate MinimizationGiven a 
ounterexample CE to the tra
e 
ontainment 
he
k, i.e., a tra
e ofMPthat is not a tra
e of Spe
, we have to perform the following steps: (i) 
he
k ifCE is a real 
ounterexample, i.e., whether it is a 
on
rete tra
e of C, and (ii) ifCE is not a real 
ounterexample, 
onstru
t a minimal set of predi
ates that willprevent CE , along with every other spurious 
ounterexample dis
overed so far,from arising in future iterations of the two-level CEGAR loop. In this se
tion,we present pre
isely how these two steps are performed by magi
 [12℄. We beginwith the de�nition of a 
ounterexample.De�nition 9 (Counterexample). A 
ounterexample is a �nite sequen
ehŝ1; a1; ŝ2; a2; : : : ; an�1; ŝni su
h that:{ For 1 � i � n, ŝi 2 SI{ For 1 � i < n, ai 2 A
tI{ ŝ1 = INIT{ For 1 < i < n, ŝi is of the form (si; Vi) or (si; Vi; 
i){ ŝn is of the form (si; Vi) or (si; Vi; 
i) or ŝn = STOP{ For 1 � i < n, ŝi ai�! ŝi+1Counterexample 
he
king The CEChe
k algorithm, des
ribed in Figure 7,takes C and a 
ounterexample CE as inputs and returns true if CE is a valid
ounterexample of C. Intuitively it 
omputes the weakest pre
ondition of CE andthen 
he
ks if this weakest pre
ondition is satis�able. This is a ba
kward traversalbased algorithm. There is an equivalent algorithm [10℄ that is based on a forwardtraversal and uses strongest post
onditions instead of weakest pre
onditions.Che
king 
ounterexample elimination As we shall see in the next se
tion,the pro
ess of predi
ate minimization requires us to solve the following problem:given a spurious 
ounterexample CE and a set of bran
hes P , determine if Peliminates CE . This 
an be a
hieved in two broad steps: (i) 
onstru
t MP(P)and (ii) determine if there exists a 
ounterexample CE 0 of MP(P) su
h thatCE is 
onsistent with CE 0. Algorithm CEEliminate , des
ribed in Figure 8, for-mally presents how these two steps 
an be performed. Note that, in pra
ti
e,CEEliminate 
an pro
eed in an on-the-
y manner without 
onstru
ting the fullMP(P) upfront.To understand CEEliminate we need to understand the 
on
ept of 
on-sisten
y between states. Let P1 and P2 be two sets of bran
hes of C. LetMP(P1) = hS1; init1;A
tI ; T1i and MP(P2) = hS2; init2;A
tI ; T2i be the twoLTSs obtained by predi
ate abstra
tion using P1 and P2 respe
tively. Let s1 2 S1and s2 2 S2 be two arbitrary states of MP(P1) and MP(P2) respe
tively. Re-
all that either s1 = INIT or s1 = STOP or s1 is of the form (s; V ) or of theform (s; V; 
) where s is a state of the CFA, V 2 Vs is a predi
ate valuation and
 is an inlined LTS state. The same holds true for s2 as well.



Input: A 
ounterexample CE = hŝ1; a1; ŝ2; a2; : : : ; an�1; ŝni of MPOutput: true iff CE is valid (
an be simulated on the 
on
rete system)Variable: X of type formulaInitialize: X := trueFor i = n� 1 to 1If ŝi is of the form (s; V )If L(s) is an assignmentX := WP[L(s)℄fXgElse If L(s) is a bran
h with 
ondition 
If (i < n)//At this point, we know that ŝi+1 must be of the form (s0; V 0) and//further that L(s0) must be the `then' or `else' su

essor of L(s)If L(s0) is the `then' su

essor of L(s), X := X ^ 
Else X := X ^ :
Else If ŝi is of the form (s; V; 
)//At this point, we know that L(s) is a 
all-siteIf L(s) is of the form x = lib(...)If ((i < n) and (ŝi+1 is of the form (s0; V 0)))//At this point we know that some return a
tion was inlined at ŝiLet R = fr 2 A
tS \ IntRet j 9
0 s.t. 
 r�! 
0gX = _r2R WP[x = RetV al(r)℄fXgIf (X � false) return falseReturn trueFig. 7. Algorithm CEChe
k to 
he
k the validity of a 
ounterexample of C.Intuitively s1 and s2 are 
onsistent if they di�er at most in their predi
ate val-uations. Formally, s1 and s2 are said to be 
onsistent (denoted by Cons(s1; s2))i� one of the 
onditions hold:{ s1 = s2 = INIT{ s1 = s2 = STOP{ s1 = (s; V1) and s2 = (s; V2) for some V1 and V2{ s1 = (s; V1; 
) and s2 = (s; V2; 
) for some V1 and V2Minimizing the eliminating set In this se
tion we solve the following prob-lem: given a set of spurious 
ounterexamples T and a set of 
andidate predi
atesbP , �nd a minimal set bPmin � bP whi
h eliminates all the 
ounterexamples in T .Note that, in our 
ontext, T will 
ontain every spurious 
ounterexample en
oun-tered so far in the CEGAR loop, while bP will be all the bran
hes of C. We presenta three step algorithm for solving this problem. First, �nd a mapping T 7! 22 bPbetween ea
h 
ounterexample in T and the set of subsets bP that eliminate it.This 
an be a
hieved by iterating through every bPsub � bP and CE 2 T , usingCEEliminate to determine if bPsub 
an eliminate CE . This approa
h is exponen-



Input: Spurious 
ounterexample CE = hŝ1; a1; ŝ2; a2; : : : ; an�1; ŝni, set ofpredi
ates POutput: true if CE is eliminated by P and false otherwiseCompute MP(P) = hSP ; IP ;A
tP ; TPiVariable: X;Y of type subset of SPInitialize: X := fINITgIf (X = ;) return trueFor i = 2 to n doY := fŝ0 2 SP j Cons(ŝi; ŝ0) ^ 9ŝ 2 X s:t: ŝ ai�1�! ŝ0gIf (Y = ;) return trueX := YReturn falseFig. 8. Algorithm CEEliminate to 
he
k if a spurious 
ounterexample 
an be elimi-nated.tial in j bPj but below we list several ways to redu
e the number of attempted
ombinations4:{ Limit the size of attempted 
ombinations to a small 
onstant, e.g. 5, assum-ing that most 
ounterexamples 
an be eliminated by a small set of predi
ates.{ Stop after rea
hing a 
ertain size of 
ombinations if any eliminating solutionshave been found.{ Break up the CFG into blo
ks and only 
onsider 
ombinations of predi
ateswithin blo
ks (keeping 
ombinations in other blo
ks �xed).{ Use data 
ow analysis to only 
onsider 
ombinations of related predi
ates.{ For any CE 2 T , if a set bP 0sub eliminates CE , ignore all supersets of 
P 0subwith respe
t to CE (as we are seeking a minimal solution).Se
ond, en
ode ea
h predi
ate pi 2 bP with a new Boolean variable pbi . Weuse the terms `predi
ate' and `the Boolean en
oding of the predi
ate' inter
hange-ably. Third, derive a Boolean formula �, based on the predi
ate en
oding, thatrepresents all the possible 
ombinations of predi
ates that eliminate the elementsof T . We use the following notation in the des
ription of �. Let CE 2 T be a
ounterexample:{ kCE denotes the number of sets of predi
ates that eliminate CE (1 � kCE �2j bPj).{ s(CE ; i) denotes the i-th set (1 � i � kCE ) of predi
ates that eliminatesCE . We use the same notation for the 
onjun
tion of the predi
ates in thisset.The formula � is de�ned as follows:� def= ^CE2T kCE_i=1 s(CE ; i) (1)4 While some of these redu
tions may 
ause sub-optimality, our experimental resultsindi
ate that this seldom o

urs in pra
ti
e.



For any satisfying assignment to �, the predi
ates whose Boolean en
odings areassigned true are suÆ
ient for eliminating all elements of T .From the various possible satisfying assignments to �, we look for the onewith the smallest number of positive assignments. This assignment representsthe minimal number of predi
ates that are suÆ
ient for eliminating T . Sin
e� in
ludes disjun
tions, it 
annot be solved dire
tly with a 0-1 ILP solver. Wetherefore use PBS [7℄, a solver for Pseudo Boolean Formulas.A pseudo-Boolean formula is of the formPni=1 
i�bi ./ k, where bi is a Booleanvariable, 
i is a rational 
onstant for 1 � i � n, k is a rational 
onstant and./ represents one of the inequality or equality relations (f<;�; >;�;=g). Ea
hsu
h 
onstraint 
an be expanded to a CNF formula (hen
e the name pseudo-Boolean), but this expansion 
an be exponential in n. PBS does not performthis expansion, but rather uses an algorithm designed in the spirit of the Davis-Putnam-Loveland algorithm that handles these 
onstraints dire
tly. PBS a

eptsas input standard CNF formulas augmented with pseudo-Boolean 
onstraints.Given an obje
tive fun
tion in the form of pseudo-Boolean formula, PBS �ndsan optimal solution by repeatedly tightening the 
onstraint over the value of thisfun
tion until it be
omes unsatis�able. That is, it �rst �nds a satisfying solutionand 
al
ulates the value of the obje
tive fun
tion a

ording to this solution. Itthen adds a 
onstraint that the value of the obje
tive fun
tion should be smallerby one5. This pro
ess is repeated until the formula be
omes unsatis�able. Theobje
tive fun
tion in our 
ase is to minimize the number of 
hosen predi
ates(by minimizing the number of variables that are assigned true):min nXi=1 pbi (2)Example 5. Suppose that the 
ounterexample CE 1 is eliminated by eitherfp1; p3; p5g or fp2; p5g and that the 
ounterexample CE 2 
an be eliminated byeither fp2; p3g or fp4g. The obje
tive fun
tion is minP5i=1 pbi and is subje
t tothe 
onstraint: � = ((pb1 ^ pb3 ^ pb5) _ (pb2 ^ pb5))^((pb2 ^ pb3) _ (pb4))The minimal satisfying assignment in this 
ase is pb2 = pb5 = pb4 = true. utOther te
hniques for solving this optimization problem are possible, in
ludingminimal hitting sets and logi
 minimization. The PBS step, however, has notbeen a bottlene
k in any of our experiments.7 A
tion-Guided Abstra
tionWe now present a CEGAR on LTSs [14℄. Let MP = hSI ; init I ;A
tI ; TI i bean LTS obtained via predi
ate abstra
tion from a 
omponent C, as des
ribed5 A possible improvement is to do a binary sear
h. In none of our experiments, however,was this stage a bottlene
k.



in Se
tion 5. We �rst 
reate an LTS MA0 = hS0A; init0A;A
tI ; T 0Ai su
h that(i) L(MP) � L(MA0) and (ii) MA0 
ontains at most as many states as MP(and typi
ally many fewer). Given an abstra
tion MA = hSA; initA;A
tI ; TAiof MP and a spurious tra
e � 2 L(MA) n L(MP), our re�nement pro
e-dure produ
es a re�ned abstra
tion MA0 = hS0A; init 0A;A
tI ; T 0Ai su
h that(i) L(MP) � L(MA0) � L(MA), (ii) � =2 L(MA0), and (iii) MA0 
ontains atmost as many states asMP . It is important to note that we require throughoutthat MP, MA0, MA, and MA0 all share the same alphabet. We also remarkthat iterating this re�nement pro
edure must 
onverge in a �nite number ofsteps to an LTS that a

epts the same language as MP.Let us write B = hSB ; initB;A
tI ; TBi to denote a generi
 abstra
tion ofMP. States of B are 
alled abstra
t states, whereas states of MP are 
alled
on
rete states. In the 
ontext of a
tion-guided abstra
tion, abstra
t states arealways disjoint sets of 
on
rete states that partition SI , and our abstra
tionre�nement step 
orresponds pre
isely to a re�nement of the partition. For s 2 SIa 
on
rete state, the unique abstra
t state of B to whi
h s belongs is denotedby [s℄B .In any abstra
tion B that we generate, a partition SB of the 
on
rete statesof MP uniquely determines the abstra
t model B: the initial state initB of Bis simply [init I ℄B , and for any pair of abstra
t states u; v 2 SB and any a
tiona 2 A
tI , we in
lude a transition u a�! v 2 TB i� there exist 
on
rete statess 2 u and t 2 v su
h that s a�! t. This 
onstru
tion is an instan
e of anexistential abstra
tion [20℄. It is straightforward to show that it is sound, i.e.,that L(MP) � L(B) holds for any abstra
tion B.The initial partition S0A of 
on
rete states identi�es two states s; t 2 SI ifthey share the same set of immediately enabled a
tions: t 2 [s℄0A i� export(t) =export(s). We then let S0A = f[s℄0A j s 2 SI g. Again, this uniquely de�nes ourinitial abstra
tion MA0, the 
onstru
tion marked y in Figure 1 (
.f. Se
tion 4).8 A
tion-Guided Re�nementIn order to des
ribe the re�nement step, we need an auxiliary de�nition. Givenan abstra
t state u 2 SB and an a
tion a 2 A
tI , we 
onstru
t a re�ned partitionS0B = Split(SB ; u; a) of SI whi
h agrees with SB outside of u, but distinguishes
on
rete states in u if they have di�erent abstra
t a-su

essors in SB . Morepre
isely, for any s 2 SI , if s =2 u, we let [s℄B0 = [s℄B . Otherwise, for s; t 2u, we let [s℄B0 = [t℄B0 i� Sf[s0℄B j s0 2 Rea
h(MP; s; a)g = Sf[t0℄B j t0 2Rea
h(MP; t; a)g. We then let Split(SB ; u; a) = f[s℄B0 j s 2 SI g. This re�nedpartition uniquely de�nes a new abstra
tion, whi
h we write Abs(Split(SB ; u; a)).Note that in order to 
ompute the transition relation of Abs(Split(SB ; u; a)) itsuÆ
es to adjust only those transitions in TB that have u either as a sour
e ora target.The re�nement step takes as input a spurious 
ounterexample � 2 L(MA) nL(MP) and returns a re�ned abstra
tionMA0 whi
h does not a

ept �. This isa
hieved by repeatedly splitting states ofMA along abstra
t paths whi
h a

ept



�. The algorithm in Figure 9 (marked z in Figure 1) des
ribes this pro
edure indetail.Input: abstra
tion MA of MP (with L(MP) � L(MA)) andtra
e � = a1 : : : am 2 L(MA) n L(MP)Output: refined abstra
tion MA0 (with L(MP) � L(MA0) � L(MA)) and� =2 L(MA0)while there exists some abstra
t path u0 a1�! : : : am�! um in MA dolet rea
hable states = finitg // init is the initial state of MPlet j = 1while rea
hable states 6= ; dolet rea
hable states = Rea
h(MP; rea
hable states ; aj) \ ujlet j = j + 1endwhilelet MA = Abs(Split(SA; uj�2; aj�1)) // SA is the set of states of MAendwhilelet MA0 =MAreturn MA0. Fig. 9. A
tion-guided CEGAR algorithm on LTS.Theorem 2. The algorithm des
ribed in Figure 9 is 
orre
t and always termi-nates.Proof. We �rst note that it is obvious that whenever the algorithm terminates itreturns an abstra
tionMA0 with � =2 L(MA0). It is equally 
lear, sin
eMA0 isobtained via su

essive re�nements ofMA, that L(MP) � L(MA0) � L(MA).It remains to show that every splitting operation performed by the algorithmresults in a proper partition re�nement; termination then follows from the fa
tthat the set of states of MP is �nite.Observe that, sin
e � =2 L(MP), Rea
h(MP; init ; �) = ;, and therefore theinner while loop always terminates. At that point, we 
laim that (i) there is anabstra
t transition uj�2 aj�1�! uj�1; (ii) there are some 
on
rete states in uj�2rea
hable (in MP) from init ; and (iii) none of these rea
hable 
on
rete stateshave 
on
rete aj�1-su

essors in uj�1. Note that (ii) follows from the fa
t thatthe inner loop is entered with rea
hable states = finitg, whereas (i) and (iii)are immediate. Be
ause of the existential de�nition of the abstra
t transitionrelation, we 
on
lude that uj�2 
ontains two kinds of 
on
rete states: somehaving 
on
rete aj�1-su

essors in uj�1, and some not. Splitting the state uj�2a

ording to a
tion aj�1 therefore produ
es a proper re�nement. utWe remark again that ea
h splitting operation 
orresponds to a unit stepof the Paige-Tarjan algorithm [45℄. Iterating our re�nement pro
edure therefore
onverges to the bisimulation quotient of MP. Note however that, unlike the



Paige-Tarjan algorithm, our re�nement pro
ess is 
ounterexample driven and notaimed at 
omputing the bisimulation quotient. In pra
ti
al veri�
ation instan
es,we usually stop well before rea
hing this quotient.We stress that the CEGAR algorithm des
ribed in Figure 1 never in-vokes the above abstra
tion re�nement routine with the full parallel 
ompo-sition MA = MA1jj : : : jjMAn as input. Indeed, this would be very expen-sive, sin
e the size of the global state spa
e grows exponentially with the num-ber of 
on
urrent pro
esses. It is mu
h 
heaper to take advantage of 
ompo-sitionality: by Theorem 1, � 2 L(MA1jj : : : jjMAn) n L(MP1jj : : : jjMPn) i�,for some i, ��A
ti 2 L(MAi) n L(MPi). It then suÆ
es to apply abstra
-tion re�nement to this parti
ular MAi, sin
e ��A
ti =2 L(MA0i) implies that� =2 L(MA1jj : : : jjMA0ijj : : : jjMAn). The advantage of this approa
h followsfrom the fa
t that the 
omputational e�ort required to identifyMAi grows onlylinearly with the number of 
on
urrent 
omponents.9 Experimental EvaluationWe implemented our te
hnique inside magi
 and experimented with three broadgoals in mind. The �rst goal was to 
he
k the e�e
tiveness of predi
ate minimiza-tion by itself on purely sequential ben
hmarks. The se
ond goal was to 
omparethe overall e�e
tiveness of the proposed two-level CEGAR approa
h, parti
u-larly insofar as memory usage is 
on
erned. The third goal was to verify thee�e
tiveness of our a
tion-guided abstra
tion s
heme by itself. We 
arried outexperiments with a wide range of ben
hmarks, both sequential and 
on
urrent.Ea
h ben
hmark 
onsisted of an implementation (a C program) and a spe
i�-
ation (provided separately as an LTS). All of the experiments were 
arried outon an AMD Athlon 1600 XP ma
hine with 900 MB RAM running RedHat 7.1.Input: Set of predi
ates POutput: Subset of P that eliminates all spurious 
ounterexamples so farVariable: X of type set of predi
atesLOOP: Create a random ordering hp1; : : : ; pki of PFor i = 1 to k doX := P n fpigIf X 
an eliminate every spurious 
ounterexample seen so farP := XGoto LOOPReturn P Fig. 10. Greedy predi
ate minimization algorithm.9.1 Predi
ate Minimization Results.In this se
tion we des
ribes our results in the 
ontext of the �rst of the threegoals mentioned above, i.e., 
he
king the e�e
tiveness of predi
ate minimization



by itself. We also present results 
omparing our predi
ate minimization s
hemewith a greedy predi
ate minimization strategy implemented on top of magi
. Inea
h iteration, this greedy strategy �rst adds predi
ates suÆ
ient to eliminatethe spurious 
ounterexample to the predi
ate set P . Then it attempts to redu
ethe size of the resulting P by using the algorithm des
ribed in Figure 10. Theadvantage of this approa
h is that it requires only a small overhead (polyno-mial) 
ompared to Sample-and-Eliminate, but on the other hand it does notguarantee an optimal result. Further, we performed experiments with Berkeley'sblast [33℄ tool. blast also takes C programs as input, and uses a variation ofthe standard CEGAR loop based on lazy abstra
tion, but without minimization.Lazy abstra
tion re�nes an abstra
t model while allowing di�erent degrees ofabstra
tion in di�erent parts of a program, without requiring re
omputation ofthe entire abstra
t model in ea
h iteration. Laziness and predi
ate minimizationare, for the most part, orthogonal te
hniques. In prin
iple a 
ombination of thetwo might produ
e better results than either in isolation.magi
 + GREEDY magi
 + MINIMIZEProgram Time Iter Pred Mem Time Iter Pred Memfun
all-nested 6 2 10/9/1 � 5 2 10/9/1 �fun lo
k 5 5 8/3/3 � 6 4 8/3/3 �driver.
 5 5 6/2/4 � 5 5 6/2/4 �read.
 6 3 15/5/1 � 5 2 15/5/1 �so
ket-y-01 5 3 12/4/2 � 6 3 12/4/2 �opttest.
 150 5 4/4/4 63 247 25 4/4/4 63ssl-srvr-1 * 103 16/3/5 51 226 14 5/4/2 38ssl-srvr-2 2106 62 8/4/3 34 216 14 5/4/2 38ssl-srvr-3 * 100 22/3/7 53 200 12 5/4/2 38ssl-srvr-4 8465 69 14/4/5 56 170 9 5/4/2 38ssl-srvr-5 * 117 23/5/9 56 205 13 5/4/2 36ssl-srvr-6 * 84 22/4/8 337 359 14 8/4/3 89ssl-srvr-7 * 99 19/3/6 62 196 11 5/4/2 S 38ssl-srvr-8 * 97 19/4/7 142 211 10 8/4/3 40ssl-srvr-9 8133 99 11/4/4 69 316 20 11/4/4 38ssl-srvr-10 * 97 12/3/4 77 241 14 8/4/3 38ssl-srvr-11 * 87 26/4/9 65 356 24 8/4/3 38ssl-srvr-12 * 122 23/4/8 180 301 17 8/4/3 42ssl-srvr-13 * 106 19/4/7 69 436 29 11/4/4 38ssl-srvr-14 * 115 18/3/6 254 406 20 8/4/3 52ssl-srvr-15 2112 37 8/4/3 118 179 7 8/4/3 40ssl-srvr-16 * 103 22/3/7 405 356 17 8/4/3 58ssl-
lnt-1 225 27 5/4/2 20 156 12 5/4/2 31ssl-
lnt-2 1393 63 5/4/2 23 185 18 5/4/2 29ssl-
lnt-3 * 136 29/4/10 28 195 21 5/4/2 29ssl-
lnt-4 152 29 5/4/2 20 191 19 5/4/2 29TOTAL 163163 1775 381/102 2182 5375 356 191/107 880/129 /67AVERAGE 6276 68 15/4/5 104 207 14 7/4/3 42Fig. 11. Comparison of magi
 with the greedy approa
h. `*' indi
ates run-time longerthan 3 hours. `�' indi
ates negligible values. Best results are emphasized.



Ben
hmarks. We used two kinds of ben
hmarks. A small set of relatively simpleben
hmarks were derived from the examples supplied with the blast distribu-tion and regression tests for magi
. The diÆ
ult ben
hmarks were derived fromthe C sour
e 
ode of OpenSSL-0.9.6
, several thousand lines of 
ode implement-ing the SSL proto
ol used for se
ure transfer of information over the Internet. A
riti
al 
omponent of this proto
ol is the initial handshake between a server anda 
lient. We veri�ed di�erent properties of the main routines that implementthe handshake. The names of ben
hmarks that are derived from the server rou-tine and 
lient routine begin with ssl-srvr and ssl-
lnt respe
tively. In allour ben
hmarks, the properties are satis�ed by the implementation. The serverand 
lient routines have roughly 350 lines ea
h but, as our results indi
ate, arenon-trivial to verify. Note that all these ben
hmarks involved purely sequentialC 
ode. blast magi
 magi
 + MINIMIZEProgram Time Iter Pred Mem Time Iter Pred Mem Time Iter Pred Memfun
all-nested 1 3 13/10 � 5 2 10/9/1 � 5 2 10/9/1 �fun lo
k 5 7 7/7 � 5 4 8/3/3 � 6 4 8/3/3 �driver.
 1 4 3/2 � 6 5 6/2/4 � 5 5 6/2/4 �read.
 6 11 20/11 � 5 2 15/5/2 � 5 2 15/5/1 �so
ket-y-01 5 13 16/6 � 5 3 12/4/2 � 6 3 12/4/2 �opttest.
 7499 38 37/37 231 145 5 7/7/8 63 247 25 4/4/4 63ssl-srvr-1 2398 16 33/8 175 250 12 56/5/22 43 226 14 5/4/2 38ssl-srvr-2 691 13 68/8 60 752 16 72/6/30 72 216 14 5/4/2 38ssl-srvr-3 1162 14 32/7 103 331 12 56/5/22 47 200 12 5/4/2 38ssl-srvr-4 284 11 27/5 44 677 14 63/6/26 72 170 9 5/4/2 38ssl-srvr-5 1804 19 52/5 71 71 5 22/4/8 24 205 13 5/4/2 36ssl-srvr-6 * 39 90/10 805 11840 23 105/11/44 1187 359 14 8/4/3 89ssl-srvr-7 359 11 76/9 37 2575 20 94/7/38 192 196 11 5/4/2 S 38ssl-srvr-8 * 25 35/5 266 130 8 32/5/14 58 211 10 8/4/3 40ssl-srvr-9 337 10 76/9 36 2621 15 65/8/28 183 316 20 11/4/4 38ssl-srvr-10 8289 20 35/8 148 561 16 75/6/30 73 241 14 8/4/3 38ssl-srvr-11 547 11 78/11 51 4014 19 89/8/36 287 356 24 8/4/3 38ssl-srvr-12 2434 21 80/8 120 7627 22 102/9/42 536 301 17 8/4/3 42ssl-srvr-13 608 12 79/12 54 3127 17 75/9/32 498 436 29 11/4/4 38ssl-srvr-14 10444 27 84/10 278 7317 22 102/9/42 721 406 20 8/4/3 52ssl-srvr-15 * 31 38/5 436 615 15 81/28/5 188 179 7 8/4/3 40ssl-srvr-16 * 33 87/10 480 3413 21 98/8/40 557 356 17 8/4/3 58ssl-
lnt-1 348 16 28/5 43 110 10 43/4/18 25 156 12 5/4/2 31ssl-
lnt-2 523 15 28/4 52 156 11 53/5/20 31 185 18 5/4/2 29ssl-
lnt-3 469 14 29/5 49 421 13 52/7/24 58 195 21 5/4/2 29ssl-
lnt-4 380 13 27/4 45 125 10 35/5/18 27 191 19 5/4/2 29TOTAL 81794 447 1178/221 3584 46904 322 1428/185 4942 5375 356 191/107 880/559 /67AVERAGE 3146 17 45/9 171 1804 12 55/7/22 235 207 14 7/4/3 42Fig. 12. Results for blast and magi
 with di�erent re�nement strategies. `*' indi-
ates run-time longer than 3 hours. `�' indi
ates negligible values. Best results areemphasized.Results Summary. Figure 11 summarizes the 
omparison of our predi
ateminimization strategy with the greedy approa
h while Figure 12 summarizes its




omparison with BLAST and MAGIC without predi
ate minimization. Time
onsumptions for all experiments are given in se
onds. The 
olumn Iter reportsthe number of iterations through the CEGAR loop ne
essary to 
omplete theproof. Predi
ates are listed di�erently for the two tools. For blast, the �rstnumber is the total number of predi
ates dis
overed and used and the se
ondnumber is the number of predi
ates a
tive at any one point in the program(due to lazy abstra
tion this may be smaller). In order to for
e termination weimposed a limit of three hours on the running time. We denote by `*' in theTime 
olumn examples that 
ould not be solved in this time limit. In these 
asesthe other 
olumns indi
ate relevant measurements made at the point of for
efultermination.For magi
, the �rst number is the total number of expressions used to provethe property, i.e., j [s2SCF Psj. The number of predi
ates (the se
ond number)may be smaller, as magi
 
ombines multiple mutually ex
lusive expressions(e.g., x == 1, x < 1, and x > 1) into a single, possibly non-binary predi
ate,having a number of values equal to the number of expressions (plus one, if theexpressions do not 
over all possibilities.) The �nal number for magi
 is the sizeof the �nal P . For experiments in whi
h memory usage was large enough to be ameasure of state spa
e size rather than overhead, we also report memory usage(in megabytes).The �rst magi
 results are for the magi
 tool operating in the standardre�nement manner: in ea
h iteration, predi
ates suÆ
ient to eliminate the spu-rious 
ounterexample are added to the predi
ate set. The se
ond magi
 resultsare for the greedy predi
ate minimization strategy. The last magi
 results arefor predi
ate minimization. Rather than solving the full optimization problem,we simpli�ed the problem as des
ribed in se
tion 6. In parti
ular, for ea
h tra
ewe only 
onsidered the �rst 1,000 
ombinations and only generated 20 eliminat-ing 
ombinations. The 
ombinations were 
onsidered in in
reasing order of size.After all 
ombinations of a parti
ular size had been tried, we 
he
ked whetherat least one eliminating 
ombination had been found. If so, no further 
ombina-tions were tried. In the smaller examples we observed no loss of optimality dueto these restri
tions. We also studied the e�e
t of altering these restri
tions onthe larger ben
hmarks and we report on our �ndings later.For the smaller ben
hmarks, the various abstra
tion re�nement strategiesdo not di�er markedly. However, for our larger examples, taken from the SSLsour
e 
ode, the re�nement strategy is of 
onsiderable importan
e. Predi
ateminimization, in general, redu
ed veri�
ation time (though there were a fewex
eptions to this rule, the average running time was 
onsiderably lower thanfor the other te
hniques, even with the 
uto� on the running time). Moreover,predi
ate minimization redu
ed the memory needed for veri�
ation, whi
h is aneven more important bottlene
k. Given that the memory was 
uto� in some
ases for other te
hniques before veri�
ation was 
omplete, the results are evenmore 
ompelling.The greedy approa
h kept memory use fairly low, but almost always failedto �nd near-optimal predi
ate sets and 
onverged mu
h slower than the usual



monotoni
 re�nement or predi
ate minimization approa
hes. Further, it is not
lear how mu
h �nal memory usage would be improved by the greedy strategyif it were allowed to run to 
ompletion. Another major drawba
k of the greedyapproa
h is its unpredi
tability. We observed that on any parti
ular example, thegreedy strategy might or might not 
omplete within the time limit in di�erentexe
utions. Clearly, the order in whi
h this strategy tries to eliminate predi
atesin ea
h iteration is very 
riti
al to its su

ess. Given that the strategy performspoorly on most of our ben
hmarks using a random ordering, more sophisti
atedordering te
hniques may perform better. We leave this issue for future resear
h.ssl-srvr-4 ssl-srvr-15 ssl-
lnt-1ELM SUB Time It jPj Mem T G Time It jPj Mem T G Time It jPj Mem T G50 250 656 8 2 64 34 1 1170 15 3 72 86 1 1089 13 2 67 66 1100 250 656 8 2 64 34 1 1169 15 3 72 86 1 1089 13 2 67 66 1150 250 657 8 2 64 34 1 1169 15 3 72 86 1 1090 13 2 67 66 1200 250 656 8 2 64 34 1 1170 15 3 72 86 1 1089 13 2 67 66 1250 250 656 8 2 64 34 1 1168 15 3 72 86 1 1090 13 2 67 66 1Fig. 13. Results for optimality. ELM =MAXELM, SUB = MAXSUB, It is the numberof iterations, T is the total number of eliminating subsets generated, and G is themaximum size of any eliminating subset generated.Optimality. We experimented with two of the parameters that a�e
t the op-timality of our predi
ate minimization algorithm: (i) the maximum number ofexamined subsets (MAXSUB) and (ii) the maximum number of eliminating sub-sets generated (MAXELM) (that is, the pro
edure stops the sear
h if MAXELMeliminating subsets were found, even if less than MAXSUB 
ombinations weretried). We �rst kept MAXSUB �xed and took measurements for di�erent valuesof MAXELM on a subset of our ben
hmarks viz. ssl-srvr-4, ssl-srvr-15 andssl-
lnt-1. Our results, shown in Figure 13, 
learly indi
ate that the optimalityis pra
ti
ally una�e
ted by the value of MAXELM.ssl-srvr-4 ssl-srvr-15 ssl-
lnt-1SUB Time It jPj Mem T/M/G Time It jPj Mem T/M/G Time It jPj Mem T/M/G100 262 8 2 44 34/2/1 396 12 3 50 62/2/1 310 11 2 40 58/2/1200 474 7 2 57 27/2/1 917 14 3 65 81/2/1 683 12 2 51 63/2/1400 1039 9 2 71 38/2/1 1110 8 3 76 45/2/1 2731 13 2 208 67/3/1800 2182 7 2 165 25/2/1 2797 9 3 148 51/2/1 5843 14 2 296 75/3/11600 6718 9 2 410 35/3/1 10361 11 3 410 76/3/1 13169 12 2 633 61/3/13200 13656 9 2 461 40/3/1 14780 9 3 436 50/3/1 36155 12 2 1155 67/4/16400 26203 9 2 947 31/3/1 33781 10 3 792 51/3/1 > 57528 4 1 2110 22/4/1Fig. 14. Results for optimality. SUB = MAXSUB, It is the number of iterations, T isthe total number of eliminating subsets generated, M is the maximum size of subsetstried, and G is the maximum size of eliminating subsets generated.Next we experimented with di�erent values of MAXSUB (the value of MAX-ELM was set equal to MAXSUB). The results we obtained are summarized in



Figure 14. It appears that, at least for our ben
hmarks, in
reasing MAXSUBleads only to in
reased exe
ution time without redu
ed memory 
onsumption ornumber of predi
ates. The additional number of 
ombinations attempted or 
on-straints allowed does not lead to improved optimality. The most probable reasonis that, as shown by our results, even though we are trying more 
ombinations,the a
tual number or maximum size of eliminating 
ombinations generated doesnot in
rease signi�
antly. It would be interesting to investigate whether this isa feature of most real-life programs. If so, it would allow us, in most 
ases, toa
hieve near optimality by trying out only a small number of 
ombinations oronly 
ombinations of small size.9.2 Two-Level CEGAR ResultsIn this se
tion we present our results with regard to the e�e
tiveness of our pro-posed two-level and only a
tion-guided CEGAR s
hemes. To this end, we 
arriedout experiments on 36 ben
hmarks, of whi
h 26 were sequential programs and10 were 
on
urrent programs. Ea
h example was veri�ed twi
e, on
e with onlythe low-level abstra
tion, and on
e with the full two-level algorithm. Tests thatused only the low-level predi
ate abstra
tion re�nement s
heme are marked byPredOnly in our results tables, whereas tests that also in
orporated our LTSa
tion-guided abstra
tion re�nement pro
edure are marked by BothAbst. Boths
hemes started out with the same initial sets of predi
ates. For ea
h experimentwe measured several quantities: (i) the size of the �nal state spa
e on whi
h theproperty was proved/disproved,6 (ii) the number of predi
ate re�nement itera-tions required, (iii) the number of LTS re�nement iterations required, (iv) thetotal number of re�nement iterations required, and (v) the total time required. Inthe tables summarizing our results, these measurements are reported in 
olumnsnamed respe
tively St, PIt, LIt, It and T. Note that predi
ate minimization wasturned on during all the experiments des
ribed in this se
tion.Unix Kernel Ben
hmarks. The �rst set of examples was designed to examinehow our approa
h works on a wide spe
trum of implementations. We 
hose ten
ode fragments from the Linux Kernel 2.4.0. Corresponding to ea
h 
ode frag-ment we 
onstru
ted a spe
i�
ation from the Linux manual pages. For example,the spe
i�
ation in so
ket-y7 states that the so
ket system 
all either properlyallo
ates internal data stru
tures for a new so
ket and returns 1, or fails to doso and returns an appropriate negative error value. The summary of our resultson these examples is presented in Figure 15.OpenSSL Ben
hmarks. The next set of examples was aimed at verifyinglarger pie
es of 
ode. On
e again we used OpenSSL handshake implementation6 Note that, sin
e our abstra
tion-re�nement s
heme produ
es in
reasingly re�nedmodels, and sin
e we reuse memory from one iteration to the next, the size of the�nal state spa
e represents the total memory used.7 Note that this ben
hmark was also used in the predi
ate minimization experimentsdes
ribed in the previous se
tion.



Example LOC Des
ription PredOnly BothAbstSt It T St It Tlo
k-y 27 pthread mutex lo
k (pthread) 26 1 52 16 3 54unlo
k-y 24 pthread mutex unlo
k (pthread) 27 1 51 13 2 56so
ket-y 60 so
ket (so
ket) 187 3 1752 44 25 2009so
k allo
-y 24 so
k allo
 (so
ket) 50 2 141 14 4 154sys send-y 4 sys send (so
ket) 7 1 92 6 1 93so
k sendmsg-y 11 so
k sendmsg (so
ket) 23 1 108 14 3 113lo
k-n 27 modi�ed pthread mutex lo
k 23 1 59 14 2 61unlo
k-n 24 modi�ed pthread mutex unlo
k 27 1 61 12 2 66so
k allo
-n 24 modi�ed so
k allo
 47 1 103 9 1 106so
k sendmsg-n 11 modi�ed so
k sendmsg 21 1 96 10 1 97All times are in millise
ondsFig. 15. Summary of results for Linux Kernel 
ode. LOC and Des
ription denotethe number of lines of 
ode and a brief des
ription of the ben
hmark sour
e 
ode. Themeasurements for PIter and LIter have been omitted be
ause they are insigni�
ant.to design a set of 26 ben
hmarks. However, unlike the previous OpenSSL ben
h-marks, some of these ben
hmarks were 
on
urrent and 
omprised of both a 
lientand a server 
omponent exe
uting in parallel. The spe
i�
ations were derivedfrom the oÆ
ial SSL design do
uments. For example, the spe
i�
ation for `ssl-1'states that the handshake is always initiated by the 
lient.The �rst 16 examples are sequential implementations, examining di�erentproperties of SrvrCode and ClntCode separately. Ea
h of these examples 
on-tains about 350 
omment-free LOC. The results for these are summarized inFigure 16. The remaining 10 examples test various properties of SrvrCode andClntCode when exe
uted together. These examples are 
on
urrent and 
onsist ofabout 700 LOC. All OpenSSL ben
hmarks other than srvr-7 passed the prop-erty. The results are summarized in Figure 17. In terms of state spa
e size, thetwo-level re�nement s
heme outperforms the one-level s
heme by fa
tors rang-ing from 2 to 136. The savings for the 
on
urrent examples are signi�
antlyhigher than for the sequential ones. We expe
t these savings to in
rease with thenumber of 
on
urrent 
omponents in the implementation.Although our goal of redu
ing the size of the state spa
e was a
hieved, ourimplementation of the two-level algorithm shows an in
rease in time over thatof the one-level s
heme. However, we believe that this situation 
an be redressedthrough engineering optimizations of magi
. For instan
e, not only is magi
 
ur-rently based on expli
it state enumeration, but also in ea
h iteration it performsthe entire veri�
ation from s
rat
h. As is evident from our results, the majorityof iterations involve LTS re�nement. Sin
e the latter only indu
es a lo
al 
hangein the transition system, the re�ned model is likely to di�er marginally from theprevious one. Therefore mu
h of the work done during veri�
ation in the pre-vious iteration 
ould be reused. We plan to investigate the possibility of doingin
remental veri�
ation and will report on our �ndings in the �nal version ofthis arti
le.



Example PredOnly BothAbst GainSt(S1) PIt LIt It T St(S2) PIt LIt It T S1/S2srvr-1 563 7 0 7 127 151 7 191 198 142 3.73srvr-2 323 9 0 9 134 172 9 307 316 156 1.89srvr-3 362 21 0 21 212 214 20 850 870 263 1.69srvr-4 227 1 0 1 25 19 1 0 1 23 11.94srvr-5 3204 98 0 98 1284 878 53 6014 6067 6292 3.65srvr-6 2614 121 0 121 1418 559 113 9443 9556 6144 4.68srvr-7 2471 40 0 40 517 662 34 3281 3315 2713 3.73srvr-8 2614 60 0 60 750 455 37 3158 3195 1992 5.75
lnt-1 402 18 0 18 174 176 19 506 525 209 2.28
lnt-2 408 18 0 18 194 185 16 651 667 217 2.21
lnt-3 633 51 0 51 405 263 58 3078 3136 688 2.41
lnt-4 369 28 0 28 232 193 33 987 1020 306 1.91
lnt-5 318 15 0 15 166 172 13 398 411 182 1.85
lnt-6 323 20 0 20 190 236 21 644 665 242 1.37
lnt-7 323 20 0 20 188 160 20 556 576 221 2.02
lnt-8 314 16 0 16 168 264 16 570 586 215 1.19All times are in se
ondsFig. 16. Summary of results for sequential OpenSSL examples.10 Con
lusions and Future WorkDespite signi�
ant resear
h and advan
ement, automated veri�
ation of 
on
ur-rent programs remains an elusive goal. In this paper we presented an approa
h toautomati
ally and 
ompositionally verify 
on
urrent C programs against safetyspe
i�
ations. These 
on
urrent implementations 
onsist of several sequential Cprograms whi
h 
ommuni
ate via blo
king message-passing. Our approa
h is aninstantiation of the CEGAR paradigm, and in
orporates two levels of abstra
-tion. The �rst level uses predi
ate abstra
tion to handle data while the se
ondlevel aggregate states a

ording to the values of observable events. In addition,our predi
ate re�nement s
heme is aimed at dis
overing a minimal set of predi-
ates that suÆ
e to prove/disprove the property of interest.Experimental results with our tool magi
 suggest that this s
heme e�e
tively
ombats the state spa
e explosion problem. In all our ben
hmarks, the two-levelalgorithm a
hieved signi�
ant redu
tions in state spa
e (in one 
ase by over twoorders of magnitude) 
ompared to the single-level predi
ate abstra
tion s
heme.The redu
tions in the number of predi
ates required (and thereby in the timeand memory 
onsumption) due to our predi
ate minimization te
hnique werealso very en
ouraging.We are 
urrently engaged in extending magi
 to handle the proprietary im-plementation of a large industrial 
ontroller for a metal 
asting plant. This 
ode
onsists of over 30,000 lines of C and in
orporates up to 25 
on
urrent threadswhi
h 
ommuni
ate through shared variables. Adapting magi
 to handle shared



Example PredOnly BothAbst GainSt(S1) PIt LIt It T St(S2) PIt LIt It T S1/S2ssl-1 108659 8 0 8 243 16960 8 268 276 529 6.41ssl-2 95535 9 0 9 226 15698 9 331 340 608 6.09ssl-3 69866 24 0 24 449 23865 19 828 847 1831 2.93ssl-4 43811 1 0 1 51 323 1 0 1 55 135.64ssl-5 108659 7 0 7 217 16006 6 186 192 384 6.79ssl-6 162699 12 0 12 366 18297 9 375 384 792 8.89ssl-7 167524 23 0 23 599 31250 24 1441 1465 4492 5.36ssl-8 60602 9 0 9 227 17922 10 434 444 852 3.38ssl-9 313432 115 0 115 3431 50274 63 3660 3723 15860 6.23ssl-10 123520 23 0 23 430 23460 21 926 947 2139 5.27All times are in se
ondsFig. 17. Summary of results for 
on
urrent OpenSSL examples.memory, without sa
ri�
ing 
ompositionality, is therefore one of our priorities.Not only will this enable us to test our tool on the many available shared-memory-based ben
hmarks, but it will also allow us to 
ompare magi
 withother similar tools (su
h as blast) whi
h also use shared memory for 
ommu-ni
ation.We also wish to investigate the possibility of performing in
remental veri�
a-tion in the 
ontext of a
tion-guided abstra
tion re�nement. Sin
e the su

essiveMAi's obtained during this pro
ess 
an be expe
ted to di�er only marginallyfrom ea
h other, we expe
t in
remental model 
he
king to speed up the veri�-
ation pro
ess by a signi�
ant fa
tor. In addition, we are working on extendingMAGIC to handle state/event based LTL-like spe
i�
ations. Lastly, we intendto explore the possibility of adapting the two-level CEGAR s
heme to di�erenttypes of 
onforman
e relations su
h as simulation and bisimulation, so as tohandle a wider range of spe
i�
ations.A
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