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h Center, Palo Alto, CA, USAABSTRACTInternet servi
es designed for human use are being abused by programs. We present a defense against su
hatta
ks in the form of a CAPTCHA (Completely Automati
 Publi
 Turing test to tell Computers and Hu-mans Apart) that exploits the di�eren
e in ability between humans and ma
hines in reading images of text.CAPTCHAs are a spe
ial 
ase of `human intera
tive proofs,' whi
h work in a broad 
lass of se
urity proto-
ols that allow people to identify themselves as members of given groups. We point out vulnerabilities ofreading-based CAPTCHAs to di
tionary and 
omputer-vision atta
ks. We also survey the literature on thepsy
hophysi
s of human reading, whi
h suggests fresh defenses available to CAPTCHAs. Motivated by these
onsiderations, we propose Ba�eText, a CAPTCHA whi
h uses non-English pronoun
eable 
hara
ter stringsto defend against di
tionary atta
ks, and Gestalt-motivated image-masking degradations to defend against im-age restoration atta
ks. Experiments on human subje
ts 
on�rm the human legibility and user a

eptan
e ofBa�eText images. We have found an image-
omplexity measure that 
orrelates well with user a

eptan
e andassists the generation of 
hallenges to �t the ability gap. Re
ent 
omputer-vision atta
ks, run independently byMori and Malik, suggest that Ba�eText is stronger than two existing CAPTCHAs.Keywords: Human Intera
tive Proofs (HIPs), Completely Automati
 Publi
 Turing test to tell Computersand Humans Apart (CAPTCHAs), psy
hophysi
s of reading, opti
al 
hara
ter re
ognition (OCR), Gimpy,PessimalPrint, Ba�eText, Turing tests 1. INTRODUCTIONWe present Ba�eText, a s
heme for distinguishing between humans and 
omputers in an online environment inorder to blo
k abusive automati
 transa
tions. We des
ribe experiments whi
h suggest that Ba�eText is welltolerated by human users and more resistant to 
omputer vision atta
ks than previous s
hemes.A Human Intera
tive Proof (HIP) is a proof that a human 
an 
onstru
t with no spe
ial equipment, butwhi
h a ma
hine 
annot easily 
onstru
t.1, 2 HIPs work in a broad 
lass of 
hallenge-response proto
ols whi
hallow an unaided human to authenti
ate herself as a member of a given group, su
h as humans or adults. Su
hproofs must resist passive atta
ks: any party that sees the proof should be unable to falsely generate a proof ofmembership. A CAPTCHA, Completely Automati
 Publi
 Turing test to tell Computers and Humans Apart,is a HIP whose purpose is to distinguish humans from 
omputers. CAPTCHAs have the attra
tive property thatthey do not have to be as 
omputationally intra
table as traditional 
ryptographi
 problems | if an adversary
an hire a human to take the test more 
heaply than it would 
ost to break the test 
omputationally, the testis se
ure enough.Ba�eText exploits the large gap in ability between humans and ma
hines in reading images of text and isthus a reading-based CAPTCHA. All CAPTCHAs in use today that are known to us are reading-based.2Most of this resear
h was done while the �rst author was a summer intern at PARC. The �rst author re
eivedadditional support from a National Defense S
ien
e and Engineering Fellowship, and later on from the NSF ITR grant0122599. This paper does not ne
essarily re
e
t the position of the funding sponsors.M.C.: E-mail: mm
�
s.berkeley.eduH.S.B.: E-mail: baird�par
.
om, Telephone: (650) 812-4481, Fax: (650) 812-4374



Figure 1: An example of the PessimalPrint CAPTCHA
Figure 2: An example of the original Gimpy CAPTCHA1.1. Web-Se
urity MotivationsThe proliferation of publi
ly available servi
es on the Internet is a boon for the 
ommunity at large, butunfortunately it has invited new abuses. Programs (`bots', `spiders') are being written to steal servi
es and
ondu
t fraudulent transa
tions. Some examples:� Software pirates 
reate many free online a

ounts and then use them to distribute stolen 
opyrightedmaterial.3� Re
ommendation systems are vulnerable to arti�
ial in
ation or de
ation of ratings. For example, E-bay, a high-traÆ
 au
tion website, allows its users to rate buyers and sellers on the basis of how well they
omplete transa
tions.4 Uns
rupulous sellers rate themselves positively, thousands of times automati
ally,in order to hoodwink buyers into believing that they are trustworthy.� Spammers register free e-mail a

ounts o�ered by su
h servi
es as Hotmail in large numbers and use themto send unsoli
ited email.5These are just a few examples of a
tions whi
h are tolerable when performed in small numbers , but be
omeabusive when exe
uted many times automati
ally.6, 72. TEXT-BASED CAPTCHAS2.1. Reading-based CAPTCHASAll CAPTCHAs presently in 
ommer
ial use exploit the ability of people to read images of text more reliablythan opti
al 
hara
ter re
ognition (OCR) and other ma
hine vision systems. Their 
hallenges are 
reated as

Figure 3: An example of EZ-Gimpy, the simpli�ed Gimpy CAPTCHA 
urrently in use on Yahoo!



follows: pi
k a word, pi
k a typefa
e, render the word using the typefa
e into an image, and degrade the image.The 
hoi
es of word, typefa
e, and degradation must yield images whi
h are easy for humans to re
ognize butba�ing to all OCR systems. Then, if a subje
t 
an 
orre
tly trans
ribe (read and type in) the word in theimage, the subje
t may be judged to be human, not a ma
hine. Key resear
h questions, whi
h we 
onsider here,in
lude:� What are the 
onditions under whi
h human reading is pe
uliarly robust? What does the literature onthe psy
hophysi
s of human reading suggest?� What do 
omputer vision, pattern re
ognition, and do
ument image analysis suggest are the most in-tra
table obsta
les to ma
hine reading?� Where, quantitatively, are the margins of good performan
e lo
ated, for humans and for ma
hines?� Having 
hosen one or more of these ability gaps, how 
an we reliably generate an e�e
tively inexhaustiblesupply of distin
t 
hallenges that lie stri
tly within the gaps?� Will people tolerate su
h tests? Will they be able to read the text images without undue diÆ
ulty?� How well does a CAPTCHA resist atta
k by present-day OCR and 
omputer-vision methods?2.2. The EZ-GIMPY CAPTCHAYahoo! uses a CAPTCHA 
alled EZ-Gimpy, developed at The S
hool of Computer S
ien
e at Carnegie-MellonUniversity, to prote
t a against automati
 registration of free email a

ounts6 . The EZ-GIMPY lexi
on 
on-sists of 850 English words; these are rendered in various FreeType fonts and degraded using the Gimp, animage pro
essing tool.8, 9 EZ-Gimpy's image degradations in
lude ba
kground grids and gradients, non-lineardeformations, blurring, and additive pixel noise.Greg Mori and Jitendra Malik of the Computer S
ien
e Division at U.C. Berkeley des
ribe an atta
k onEZ-Gimpy, using lexi
al knowledge and `generalized shape 
ontexts,' whi
h enjoyed a su

ess rate of 83%.10Generalized shape 
ontexts are used to �nd 
andidates similar to the target shape, and then the lexi
on is usedto prune the tree of 
andidate words.2.3. The PessimalPrint CAPTCHAAnother early example of a reading-based CAPTCHA is PARC/UCB's PessimalPrint (Figure 1).11 Its lexi
on
ontains only 
ommon English words, so as not to penalize young or non-native English readers. The wordsare between 5 and 8 
hara
ters long, with no as
enders (ex
ept for i) or des
enders, to defend against 
hara
tershape-
oding OCR.12 The motive for the length restri
tion is that short words are more subje
t to brute-for
e template mat
hing atta
ks, and long words are more vulnerable to word-shape re
ognition (and moreburdensome for humans). This approa
h yields a small, �xed lexi
on. There are over a thousand words inthe standard Unix di
tionary that meet the length and as
ender-des
ender restri
tions, but many of them areun
ommon: in the end, PessimalPrint used only 70 words.Unfortunately, su
h a lexi
on is far too small. If an atta
ker merely tried one word from it at random, theCAPTCHA would break with probability 1=70. This atta
k requires no 
omputation and is easily automated,so the 
ost of a single su

essful authenti
ation is low.PessimalPrint uses the Baird degradation model to degrade the word images, simulating physi
al defe
ts
aused by 
opying and s
anning of printed text.13 Systemati
 testing using syntheti
 images generated by thismodel has lo
ated the margins of good performan
e for several OCR te
hnologies.11, 14We invited Mori and Malik to atta
k PessimalPrint, using the same parameters as in the EZ-Gimpy atta
k.On a set of 10 PessimalPrint images using the Courier font, their atta
k produ
ed 4 
orre
t answers. For 4 ofthe remaining images, the 
orre
t word was in fourth pla
e or higher in the ordered list of 
andidates. TheCourier font used in the atta
k is not an exa
t mat
h for the original PessimalPrint font. In another set of17 PessimalPrint images, in whi
h the fonts were randomly 
hosen and not identi�ed, the Mori-Malik atta
kfailed. So, when the font is approximately known, the Mori-Malik atta
k 
an break PessimalPrint 40% of thetime. S
aling up to a large number of known fonts, though not yet attempted, might be fairly su

essful too.



Table 1: Examples of using a mask for degradationword image mask imagetypeaddsubtra
tdi�eren
e2.3.1. User A

eptan
eIt is 
riti
ally important that human users not �nd a CAPTCHA annoying or ex
essively diÆ
ult. Yahoo! has98 million registered users, and Hotmail has 100 million; so even if 99.999% per
ent of the population doesn't
omplain, a CAPTCHA administrator 
ould still fa
e on the order of 1000 
omplaints.3, 15 The �rst Yahoo!CAPTCHA, 
alled Gimpy (Figure 2), triggered user 
omplaints ne
essitating its repla
ement by the simplerEZ-Gimpy (Figure 3).2.4. Where OCR Te
hnology FailsOne possible atta
k on reading-based CAPTCHAs is to apply image-restoration operations before OCR. Almostall 
urrent te
hniques for image restoration fo
us on removing the e�e
ts of blurring, thresholding, and per-pixel (e.g. additive) random noise (su
h as are relied on in PessimalPrint). However, there are other 
lassesof degradations, su
h as o

lusion or interferen
e by random shapes, whi
h obliterate parts of the image.Image restoration methods 
annot repla
e these missing parts without prior knowledge of the o

luding shapes.However, humans are remarkably good at re
ognizing an entire shape or pi
ture in spite of in
omplete, sparse,or fragmented information: this is an example of a `Gestalt per
eption' ability.We have therefore 
hosen to attempt to generate degradations whi
h exer
ise Gestalt abilities. Table 1exhibits three types of mask operations: addition, subtra
tion, and di�eren
e.� Our use of these masks isdes
ribed later in Se
tion 4.3. THE PSYCHOPHYSICS OF READINGWe have surveyed the literature on the psy
hophysi
s of normal human reading in the English language, withthe aim of identifying properties of images of printed text whi
h (a) a�e
t human legibility as measured bya

ura
y of trans
ription and whi
h (b) a�e
t the diÆ
ulty of the reading experien
e in terms of time and e�ortexpended, or user annoyan
e.�For bla
k (1) and white (0) images, adding is equivalent to Boolean OR, subtra
ting to NOT-AND, and di�eren
eto XOR.



3.1. Optimal Presentation of TextHumans 
an read best when the subtended angle from the eye to the 
hara
ter height is 0.3-2.0Æ.16 Assuminga distan
e from the eye to the monitor s
reen of about 20 in
hes, the optimal range of 
hara
ter height is from0.2 to 0.7 in
hes. There is no reason not to present people with this optimal 
hara
ter size, sin
e OCR programsare free to res
ale images as best suits them.Legge et al. have studied performan
e metri
s for human reading su
h as the 
riti
al reading rate (themaximum rate at whi
h humans 
an read with a

eptable errors), but resear
hers must make further studies todetermine whether these metri
s relate to whether subje
ts �nd a reading-based CAPTCHA burdensome.163.2. Helpfulness of Linguisti
 ContextReading-based CAPTCHAs 
an use 
orre
tly spelled words, random strings of 
hara
ters, or something inbetween. The use of 
orre
tly spelled English words 
ertainly assists legibility for humans (as well as forma
hines): studies show that human subje
ts 
an read a whole English word faster than they 
an read asingle letter, even the �rst 
hara
ter of the word!17 Subje
ts also read with less e�ort, and perhaps with highera

ura
y, if the 
hallenges are 
orre
tly spelled English words.We use non-English but pronoun
eable 
hara
ter strings (des
ribed in the next Se
tion). This probablyin
reases legibility for human users, while it alleviates the small known lexi
on problem. However, this 
hoi
e
omes with tradeo�s. Re
ent resear
h suggests that the time to re
ognize a visually presented word maybe a fun
tion of the frequen
ies of orthographi
ally similar `stimulus' words that have re
ently been seen.18Reading error rate in
reases on words having at least one higher frequen
y neighbor. As a result, random butpronoun
eable words may be problemati
 in CAPTCHAs sin
e people may tend to identify them as real Englishwords (e.g, misreading `separate' for `seperate'). The literature does not suggest how to quantify this e�e
t.4. THE BAFFLETEXT SPECIFICATIONBa�eText is a reading-based CAPTCHA that uses random masking to degrade images of non-English pro-noun
eable 
hara
ter strings. Ea
h Ba�eText 
hallenge is generated as follows:1. generate a pronoun
eable 
hara
ter string and ensure it is not in the English di
tionary;2. 
hoose a font;3. render the 
hara
ter string using the font into an image (without physi
s-based degradations);4. generate a mask image (des
ribed below)5. 
hoose a masking operation from among `addition,' `subtra
tion,' and `di�eren
e' (see Table 1) uniformlyat random; and6. 
ombine the 
hara
ter-string image and mask image using the masking operation.Parameters governing mask generation in
lude:1. Masking shape: Any 
ombination of 
ir
les, squares, and ellipses. The minimum and maximum radiusdetermine the size range of the shapes.2. Minimum radius or radii (in pixels) of a masking shape: for 
ir
les, this was the ordinary radius; forsquares, this was the half of the minimum allowable side length; for ellipses, this was half the major axisor half the minor axis.3. Maximum radius or radii (in pixels) of the masking shape, similar to minimum radius.4. Density: the fra
tion of bla
k pixels in the resulting mask.



Pronoun
eable 
hara
ter strings are generated by a 
hara
ter-trigram Markov model.19 The strings 
ontainonly lower
ase alphabeti
 
hara
ters and are between 5 and 8 letters long. They also are �ltered so they are notEnglish words. Preliminary �ndings show that the number of eligible strings is linear in the number of bytesgenerated by the Markov model, so we 
an add strings as needed.Examples of Ba�eText 
hallenges 
an be seen in Table 2. Se
tion 6 explains the image 
omplexity metri
P 2=A. Table 2: Examples of Ba�eTextImage word Image wordobviouse, P 2=A = 298 quasis, P 2=A = 280alued, P 2=A = 115 brien
e, P 2=A = 118emperly, P 2=A = 90 �nans, P 2=A = 49magine, P 2=A = 113 othis, P 2=A = 14ourses, P 2=A = 113 privally, P 2=A = 178thates, P 2=A = 309 publi
e, P 2=A = 29005. THE BAFFLETEXT EXPERIMENTWe generated Ba�eText 
hallenges and tested them on human users, as follows. First we used a tri-gramMarkov model trained on the Brown 
orpus to generate 2758 pronoun
eable 
hara
ter strings (in produ
tionthey 
ould be generated on the 
y as needed).20 Pi
king fonts uniformly at random from among 72 FreeTypefonts,21 we rendered all the text strings as bla
k and white images at a type size of 40 pixel/em. Assuming adesktop resolution of 1024x768 and a monitor height of 12 in
hes, these strings are 0.3 in
hes high and so at20 in
hes viewing distan
e subtend about 0.9Æ whi
h is within the optimal readability range of 0.3-2Æ. We thengenerated 2000 masks 
onsisting of masking shapes 
hosen and pla
ed at random. The masking shapes were
ombinations of squares, 
ir
les, ellipses. The parameters for generating the masking shapes (Se
tion 4) were:1. minimum radius or radii (in pixels) of a masking shape: 1;2. maximum radius or radii (in pixels) of the masking shape: We tried maximum radii ranging from 5 to 15pixels; and3. density (fra
tion of bla
k pixels): 1% to 50%.
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Figure 5: Distribution of answers by diÆ
ulty ratingFinally, for ea
h image, we sele
ted a mask operation | addition (Boolean OR), subtra
tion (Boolean NOT-AND), or di�eren
e (Boolean XOR) | uniformly at random. We did this twi
e for ea
h 
lean word image.Altogether, we generated more than 5000 Ba�eText 
hallenges.We 
onstru
ted a Ba�eText website and invited 33 PARC employees (in
luding summer interns) to visit itand trans
ribe as many Ba�eText 
hallenges as they desired. We re
orded their answers, response times, andoptional 
omments. Response time was measured at the server side, and so in
luded the (usually negligible)round-trip network 
ommuni
ation time between server and 
lient ma
hines.Also, subje
ts rated the per
eived diÆ
ulty of ea
h image, on a s
ale of 1-10 (10=hardest), before we revealedto them whether or not their answer was 
orre
t (to eliminate bias in the diÆ
ulty ratings). This was to helpus understand how to generate Ba�eText with low per
eived as well as a
tual diÆ
ulty for humans (and, of
ourse, high a
tual diÆ
ulty for ma
hines). 6. RESULTSThe subje
ts trans
ribed and rated the diÆ
ulty of 1212 Ba�eText 
hallenges altogether. Their trans
riptionswere 
orre
t in 79% of the 
ases. The average response time was 6.6 se
onds for 
orre
t trans
riptions and15 se
onds for in
orre
t trans
riptions. Figure 4 shows that per
eived diÆ
ulty is well 
orrelated with a
tual
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diÆ
ulty. Figure 5 shows that 68% of all the 
orre
t trials were rated 4 or below in diÆ
ulty, and 67% of allthe in
orre
t trials were rated 7 or above.It would be highly useful to be able to predi
t diÆ
ulty (both a
tual and per
eived) of a 
hallenge at the timewe generate it. In our �rst attempt at this, we examined the density parameter (the fra
tion of bla
k pixels)of the `e�e
tive mask': that is, the mask pixels that make some di�eren
e when applied to the original wordimage.y However, Figure 6 shows that this `e�e
tive density' does not 
orrelate well with obje
tive diÆ
ulty.The reason for this be
omes 
lear in Figure 7: the four images in Figure 7 have the same density, but ea
h�gure is more 
omplex than the last.Next, we tried an image metri
 des
ribed in the psy
hophysi
s of reading literature, perimetri
 
omplexity.22This measures the length of the boundary between bla
k and white (the `perimeter') squared divided by thebla
k area, P 2=A. Perimetri
 
omplexity is unitless, independent of s
aling, and additive for equi-area shapes.Table 2 shows examples of Ba�eText and their perimetri
 
omplexities. As Figures 8 and 9 show, perimetri

omplexity is better 
orrelated with both per
eived and a
tual diÆ
ulty than e�e
tive density is. We 
an useit to allow the sele
tion of Ba�eText 
hallenges to lie within given ranges of diÆ
ulty ratings: e.g. to a
hievea diÆ
ulty rating of 4 or less, pi
k 
hallenges with perimetri
 
omplexity less than 100.The maximum radius of the o

luding shape also a�e
ts the legibility of Ba�eText. As radius in
reases,a

ura
y de
reases for addition and subtra
tion, but in
reases for di�eren
e (Figure 10). This o

urs be
auseapplying di�eren
e to large o

luding shapes inverts large se
tions of the original image while still retaininghigh human readability. Subtra
tion and addition 
ause the greatest loss in human legibility with in
reasinglylarge radii, be
ause large o

luding shapes obliterate large parts of the image.6.1. Exit Survey ResultsOf the 33 parti
ipants, 18 took the exit survey on their ba
kground and rea
tions to the Ba�eText experiment.Of the 18,� 3 reported they would be willing to solve a Ba�eText every time they sent email;� 7 reported they would be willing, if it redu
ed spam tenfold;� 14 said they enjoyed `perfe
t vision' (with 
orre
tive lenses if ne
essary);� 16 reported they would be willing to solve one every time they registered for an e-
ommer
e site;� 17 reported they would be willing, if it meant those sites had more trustworthy re
ommendations data;and� all 18 reported they would be willing to solve one every time they registered for an e-mail a

ount.6.2. Engineering Re
ommendationsOur experimental results and literature survey en
ourage us to make spe
i�
 re
ommendations for Ba�eTextengineering:� generate images with perimetri
 
omplexities between 50 and 100, so as not to make the test too frustratingfor humans; and� use the di�eren
e masking operation, sin
e humans 
an read Ba�eText under di�eren
e very well, and athigher perimetri
 
omplexities than under addition and subtra
tion.For Ba�eText 
hallenges 
onforming to these poli
ies, our experimental data shows the human subje
ts answered
orre
tly 89% of the time, averaging 8.7 se
onds per trial. Also, for reading-based CAPTCHAs in general, wesuggest rendering the word to fall within the optimal range for legibility, i.e., between 0.2-0.7 in
hes high for asitting distan
e of 20 in
hes.yFor example, with addition the parts of the mask where the original 
lean word image is bla
k do not matter, sowe subtra
t the original image from the 
hallenge image to give the e�e
tive mask image. Similarly, for subtra
tion wesubtra
t the 
hallenge from the original.



6.3. Atta
king Ba�eTextWe have subje
ted Ba�eText to the Mori-Malik atta
k in order to 
ompare it with EZ-Gimpy and Pessimal-Print.10 In those atta
ks, Mori and Malik had full knowledge of both the lexi
on and the font: so, to allowfor straightforward 
omparisons, we allowed the same for Ba�eText (atypi
ally, sin
e in normal pra
ti
e bothwould be unpredi
table). We pi
ked 15 words from EZ-Gimpy's lexi
on and applied the addition, subtra
tion,and di�eren
e operations to ea
h word, pi
king the operation and mask uniformly at random. The e�e
tivemasks had perimetri
 
omplexity between 28 to 405. The words were all rendered in the same Courier fontthat the Mori-Malik atta
k assumes. In a test of 45 images, 11% were 
orre
t (2 di�eren
e, 2 addition, and1 subtra
tion). Of the images falling in our re
ommended range (50-100 perimetri
 
omplexity), 25% were
orre
t. The results of the Mori-Malik atta
k, given full knowledge of font and lexi
on, are summarized inTable 3. Ba�eText resists this atta
k better than EZ-Gimpy and PessimalPrint, even when the atta
ker hasfull knowledge of font and lexi
on.Table 3: Results of the Mori-Malik atta
k on reading-based CAPTCHAs with full knowledge of font and lexi
onCAPTCHA Su

ess rateBa�eText 11%Ba�eText (re
ommended 
omplexity range) 25%PessimalPrint 40%EZ-Gimpy 83%7. DISCUSSIONThe te
hniques underlying Ba�eText, inspired by an analysis of weaknesses of earlier CAPTCHAs, knowledgeof ma
hine vision, and guidan
e from the literature on the psy
hophysi
s of reading, appear promising. We havefound that perimetri
 image 
omplexity 
orrelates strongly with a
tual diÆ
ulty (the obje
tive error rate) peoplehave in reading. Per
eived (subje
tive) diÆ
ulty is also strongly 
orrelated with perimetri
 image 
omplexity.With this knowledge we 
an generate Ba�eText 
hallenges whi
h are likely to be legible and well-tolerated byhuman users, while resisting atta
k by modern 
omputer vision te
hnology better than two other CAPTCHAs.Questions for further investigation are:� How well (or poorly) do a wide range of existing 
ommer
ial OCR ma
hines perform on Ba�eText?� Can we develop image restoration te
hniques or other ma
hine vision te
hniques that break Ba�eText?� Do our engineering re
ommendations produ
e Ba�eText that the general publi
 is willing to trans
ribewithout 
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