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A Multigrid Approach to the Scalar Quantization Problem

Yair Koren, Irad Yavneh, and Alon Spira

Abstract—A multigrid framework for the one-dimensional (scalar)
fixed-rate quantization problem is presented. The framework is based
on the Lloyd-Max iterative process, which is a central building block
in many quantization algorithms. This process iteratively improves a
given initial solution and generally converges to a local minimum of the
quantization distortion. Contrary to the classical Lloyd—-Max process,
the convergence of the multigrid algorithm is practically independent of
the number of representation levels sought. Using this approach, a local
minimum is reached at the cost of just a few Lloyd-Max iterations. The
complexity of the proposed method is O(n) operations for the continuous
case and 3N + O(n) for the discrete case, where n is the number of
representation levels sought and IV is the size of the discrete probability
density function. In addition to its independent attributes, this work is a
precursor to the more important vector quantization problem, for which
a multiscale framework is also being developed.

Index Terms—Full approximation scheme (FAS), Linde-Buzo-Gray
(LBG), Lloyd-Max, multigrid, quantization.

I. INTRODUCTION

Quantization [1], [2] is the process of representing a continuum with
only a finite number of representatives or representing an initially rich
amount of discrete data with fewer representatives. Rounding off real
numbers to the nearest integer is a simple form of quantization.

More formally, given a random process whose probability density
function p : [L,R] — IR, or an approximation thereof, is known
and a positive integer », a quantizer ¢ : [L, R] — IR is defined
by n representation levels {r; };—; and n decision regions {D, }i=;.
Ul ,Di =[L,Rland D;(\D; = ¢ forall i # j. ¢q(x) is a piece-
wise-constant approximation of [L, R] where all x € D, are repre-
sented by r;. An optimal quantizer minimizes some predefined distor-
tion measure. We confine ourselves to the mean square error (MSE)
distortion measure defined as the expectation of the squared quantiza-
tion error. In this case, the decision regions {D; }1 are simply sections
in [L, R], henceforth denoted by {(d;_1, d;)} . The MSE distortion
is formally defined by

D(q) =E[|X — ¢(X)[]

- i /d le — > p () de.
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In the discrete case, where p(x) is nonzero at only a finite number
- . N .. . . e
N of points {; };=;, a similar functional is minimized

D(q) =E[|IX - ¢(X)[]

-y ¥

=1 e €(d; _1,d;)

lz; — ril*p (x). )

In (2), it is assumed that no x; coincides with any d;. If this is not the
case, then any such x;, lying on the boundary between two decision
regions, should be represented by either r; or r;1 and an appropriate
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term should be added to the distortion (1), (2). In practice, when solving
the discrete problem (2), it is usually assumed that r; € {z; }?: 1 for
all 7’s. Certain error measures, such as MSE, as well as other mono-
tonic measures, allow polynomial time globally optimal solvers for (2)
with discrete 7;’s [3]-[5]. These solvers use a dynamic programming
scheme that greatly reduces the complexity of an exhaustive search,
while maintaining global optimality. The complexity of the fastest al-
gorithm [5] for globally minimizing (2) with discrete r;’s and the MSE
error measure is O(n V). This algorithm exploits quantizer monotonic-
ities along with an elegant matrix search algorithm [6]. In the sequel,
we present an algorithm that tries to minimize (1) in O(n) and (2) in
3N + O(n) operations. Our algorithm ensures only local optimality
but permits continuous p(x). Moreover, for large enough n, educated
initialization is possible [7], [8], which greatly increases the chances
that our method will find the global minimum.

Henceforth, we treat the continuous problem (1) where p(x) is con-
tinuous. For simplicity, we permit p(z:) to be any nonnegative inte-
grable function, not necessarily a probability density function. The re-
sults throughout this correspondence also apply to the discrete case (2).
Necessary conditions for a minimum are

9 D=0, 1<e<n

or;

iD =0 1<i<n-1

E)d, - - = ’

These conditions yield
d;
J ap(x)dex
= diz ’ di = 7 +27'i+1 . 3)

[ pa)da

di_1

Lloyd [9] and Max [10] came up (separately) with the above equa-
tions and proposed “ping-ponging” back and forth between them

k=1 k-1
T + Ty

JF = y . k=1,2.3,... 4)
dk )
[ zp(z)d=
k f_,
= , k=1,2,3,... 5)
f p(x)dx
dk

that is, optimizing the d;’s according to the r;’s, followed by opti-
mizing the r;’s according to the new d;’s, and so on. rY is an initial
guess at the optimal representation levels. This process converges
monotonically to a solution that satisfies (3) (see [9]). Fleischer
showed that a sufficient condition for a globally minimal distortion is
that log(p(x)) be concave [11]. In general, a minimum achieved by
the above descent process is not necessarily global.

Since the Lloyd-Max iterative process requires an initial guess at
the solution in order to start iterating, many heuristic methods that try
to find a good initial approximation have been proposed [7], [8], [12],
[13]. After acquiring such an initial approximation, Lloyd—Max iter-
ations may be applied in order to bring it to a local minimum. As an
example, the Linde-Buzo—Gray (LBG) [13] algorithm is a grid refine-
ment process that starts by finding a solution (using the generalized
Lloyd algorithm) for two r;’s and then splitting each r; into two new
r;’s. This process is repeated recursively until the number of 7; s equals
n. The generalized Lloyd algorithm is the above iterative process (4),
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(5) with the improvement in distortion used as a stopping criterion, that
is, if the improvement made at a certain iteration (relative to the pre-
vious one) does not exceed some predefined threshold, the process is
stopped.

The multigrid framework [14]-[16] is an efficient iterative method
mostly used to numerically solve elliptic partial differential equations.
Such equations can be solved iteratively by applying relaxation
schemes such as Jacobi or Gauss—Seidel. These schemes are local, due
to the local nature of elliptic differential equations. As such, relaxation
schemes can eliminate only local (high-frequency) errors. Large-scale
(low-frequency) errors cannot be detected locally and are not, there-
fore, reduced efficiently. The multigrid framework recursively applies
local relaxations to decimated versions of the data, exploiting the
fact that low frequencies on a fine grid transform to relatively higher
frequencies on coarser grids. The idea is that all errors are local on
some scale, and they can be reduced efficiently by a local process only
on that scale.

The Lloyd-Max process, although not applied to a discretized dif-
ferential equation, is a local (nonlinear) process, somewhat similar to
damped Jacobi relaxation. We show that the multigrid framework can
accelerate this process, yielding convergence rates which appear inde-
pendent of the number of representation levels. These results are similar
to those of applying multigrid methods to elliptic differential equations,
for which they are considered optimal.

To a large extent, our motivation for studying the scalar problem is
to develop insights and tools for dealing with the vector quantization
problem that is considered more important and is considerably more
difficult. Indeed, based on this research, we have developed algorithms
for the vector quantization problem that yield superior results in prac-
tice when compared to LBG [17]. In addition, the present method can
be used in conjunction with certain vector quantization algorithms that
use scalar quantization as a subprocedure, e.g., [18].

Since Lloyd—Max is a gradient descent process, we believe that our
method may work with other distortion measures too, as long as they
are differentiable.

The correspondence is organized as follows. Section Il provides a de-
tailed description of the multigrid full approximation scheme (FAS) al-
gorithm and its application to the Lloyd—Max process. Section III states
the computational complexity of the FAS algorithm. Section IV states
the convergence rates of the FAS algorithm for constant p(z). Sec-
tion V compares between the classical Lloyd—-Max, LBG, and multigrid
methods. Section VI is a conclusion and proposition of future work.

II. THE MULTIGRID (FAS) ALGORITHM

The key to speeding up the Lloyd—Max iterative process is the multi-
grid FAS, introduced in 1977 by Brandt [14]. The method is almost ex-
clusively used for solving (usually nonlinear) partial differential equa-
tions [15], [16].

Iterative methods for solving boundary-value problems often consist
of discretizing the problem on a uniform grid and approximating the
derivatives using some finite difference (or volume or element) scheme.
Once this is done, an initial solution can be improved by iterative re-
laxations. The problem is that derivatives are local. That is, at each iter-
ation, the approximate solution at each point is directly affected by its
local neighbors alone. In contrast, the solution at any given point gen-
erally depends on the solution at all other points in the domain, many
of which are distant. Propagation of information from the boundaries
inwards, for example, may require many iterations. Multigrid methods
overcome this problem.

We first describe the FAS algorithm informally, and later pro-
ceed with the formal definition. Instead of exhaustively applying
Lloyd-Max iterations (4) and (5), only a small number (v1) of
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such relaxations is performed. The resulting approximate solution is
then coarsened by restriction (sampling) to half the resolution. This
“descent” process consisting of relaxation/restriction is performed
recursively until only a single variable remains, at which point an exact
solution is easily calculated. Using interpolation, this coarse solution
is used to generate a correction term that is added to the next-level
(finer) approximate solution. Next, at the finer resolution, a small
number (2 ) of additional Lloyd-Max relaxations are performed. This
“ascent” process consisting of interpolation/relaxation is repeated
recursively until returning to the initial finest resolution with a new
approximate solution. The whole process is called a “V-cycle.” “V”
represents the coarsening of the approximate solution until reaching
the coarsest resolution (descent), followed by refining (ascent) until
returning to the original finest resolution with a new approximate
solution.

For a more formal description of the algorithm, we adopt the fol-
lowing conventions. We combine the expressions for both the repre-
sentation levels and the decision regions (3) into a single expression
for the decision regions

d; dig1
J zp(x)d [ ap(x)da
g ]. di_1 ..;
“=51 * ©
| p(x)da J plz)d=
di—1 d;
forall 1 < ¢ < n — 1. We define the operator L by
d; dit1
| xp(z)dx J zp(x)d=
_ 4 1 di_1 d;
L{d), =d; — 3 py + @ @)
J p(a)dx [ plx)dz
di—l di
forall 1 < ¢ < n — 1. The problem is now defined by
Ld)=f (3)
where d is the” vector of inner decision-region boundaries,
[di,ds,...,dn—1]" and f, the right-hand side is defined as fol-

lows. At the finest resolution f is a zero vector of size n — 1 whereas
at the coarser resolutions f is defined in Step 2b of the V-cycle
algorithm below. The role of f is to adapt the coarse-level equations to
represent the original fine level problem, e.g., [16, Sec. 5.3.7]. Without
amodified f, each level approximates a different problem, namely, the
quantization problem corresponding to that level. In fact, a modified f
on the coarse levels is the key difference between multigrid and LBG.
d denotes the current approximation (the tilde will be neglected when
no confusion may arise). The residual is defined by

r(d) = f — L(d). ©)

Upper indices will henceforth denote the number of decision regions,
n, which will be omitted when no confusion may arise. For simplicity,
we will assume n to be a power of two. I, ,, will represent the inter-
polation operator that is applied to the correction term obtained from
the coarser, n /2-region problem. I, /2 will represent the restriction op-
erator for the residual r((i "), and I7/? the restriction operator for the
approximate solution d™ (from resolution n to resolution n /2).

Each V-cycle is considered one iteration. Like the Lloyd—-Max it-
eration, the V-cycle’s input is an initial guess and its output is a new
approximation. A V-cycle is recursively defined as follows.
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" < V(" f)

1) Relax L(d") = f",

DIfn =2
a) return dr

Else

a) Calculate the residual: r(d") = f" — L(d")
b) Set d/? = [n/2d™ and f/? = I/ (d") + L(d"/?).
¢) Recursively call A2y gnl? ) g2y,

3) Interpolate and add the correction:

vy times.

Jn - dn In (in/7 j—yr;/zfin)
4) Relax L(d") = f™, v, times.
At the coarsest resolution, n = 2, where d" consists of a single

coordinate, the v, relaxations can be replaced by an exact calculation of
the solution. Henceforth, we denote the V-cycle with v pre-relaxations
and v, post-relaxations V,,, ,,. We generally use V7 1 cycles which will
be assumed from now on.

To further clarify the role of f, observe that the n /2 resolution equa-
tion is (Step 2b)

L) = LA = Ld) + L(17d). a0y

Upon convergence, since the residual f* — L(d") is then zero, we
obtain

L") =1 (igﬂ(d“)) .

Hence, as the process converges, the coarse solution d™/? tends to the
fine solution d™ restricted to the coarse resolution (e.g., sampled at
every other point).

Note that the probability density function p(z) remains at the finest
resolution (continuous) throughout the algorithm. The operator L at
different resolutions is defined by (7) and differs only due to the dif-
ferent number of coordinates of the approximate solution d at the var-
ious resolutions.

We have yet to define the relaxation method and interpolation/
restriction operations. We propose the Lloyd—Max process as the re-
laxation. The Lloyd—Max equations (4) and (5) with only the decision
regions as variables are

dgtd gk
| ap(e)de J xp(x)de
mew 1 d?ld dom
& =f+ 2 Jold agld )
[ p(x)d= f p(:
dold dold

i—1

with 1 < i < n — 1. We actually prefer an over-relaxed version of this
method, given by
ol(] + wr ( 01(])

where d; " is given by (11) and w is a constant relaxation parameter.
We use w = 4/3, suggested by our analysis in [19].

The restriction scheme I}/ for the current approximation d"™ is in-
jection. That is, when transferring the approximate solution to a coarser
resolution we simply sample d™ at the even indices

]

d;,ver — (1 _ Ld)d:)ld 4 LUd‘;PW _ (12)

=d3, L...,n/2—1. 13)

1=
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n/2

The restriction scheme for the residual » (d ™), I’ 7, is the so-called full

weighting operator, scaled by a factor 4, yielding

)2i + 7“(fin)2i+1-,
Lnf2 -1,

[ 1/ r(d" )] r(d")pi1 4 2r(d"

i=1 (14)
The factor 4 is a necessary scaling which is explained in [19].
Letc"/? = d*/? — [0/%d» denote the coarse-resolution correction

that is interpolated and added to d" in Step 3 of the algorithm. Using

this notation, our interpolation scheme is defined by

n n/2

|:I”/2(C / )]
i

n/2 )

Cij2» for even ¢

= EI;I —an n/2 gn_gn n/7 )

+1 4 p i1
gl;hrl_;l? L (i—1)/2 + 177;z+1_(]71 z+1)/) for odd i.
(15)

Here, d" is the fine-resolution approximation before the coarse-resolu-
tion correction is added. We use this nonlinear interpolation to maintain
the strict order of d”, i.e., d” > d?_,,i = 1,...,n. This property is
not ensured by the usual linear interpolation, for example. The inter-
polation scheme (15) preserves the order of dr, provided that a’? is
itself properly ordered. However, the ordering might still be lost during
the relaxation. While the usual Lloyd—Max process always preserves
ordering, our Lloyd—Max relaxations (11), at all but the finest resolu-
tion, include a modified nonzero right-hand side f, which may cause
disordering. Therefore, after each relaxation, the ordering is tested and,
if compromised, the properly ordered d" from before the relaxation is
used.

Even when ordering is preserved, convergence is not assured. In
[19], a slight variation of our algorithm, that ensures monotonic con-
vergence, is described.

III. COMPLEXITY OF FAS

A complete and exact analysis of the computational complexity of
the V5 1 cycle is documented in [19]. Here we only state the final results
for both the discrete (2) and continuous (1) cases.

1) Discrete Quantization: The complexity of a single V1 cycle in
the discrete case is 7n divisions, 13n multiplications, and 40n
additions/subtractions. The pre-computation requires a one time
effort of 2N multiplications and N additions.

Continuous Quantization: The complexity of a single V7 1 cycle
in the continuous case is 12n integral evaluations, 7n divisions,
13n multiplications, and 26n additions.

2)

Integral evaluations are the bulk of the complexity in the continuous
case. The Lloyd—Max process requires 2n integral evaluations per iter-
ation. Therefore, the complexity of a V1 ; cycle in the continuous case
is roughly six times the complexity of a Lloyd—Max iteration.

IV. CONVERGENCE ANALYSIS

An exact quantitative convergence analysis of the multigrid algo-
rithm for the nonlinear problem is beyond reach. In general, the theory
of multigrid solvers for nonlinear problems is quite limited. We there-
fore analyze the case where p() is constant, for which the problem is
linear and lends itself to a Fourier analysis. First introduced into multi-
grid methods in [14], this approach has become the standard tool for ac-
curate prediction of the convergence behavior of multigrid algorithms
[16]. Here, we only state the final results. The complete derivation ap-
pears in [19]. Much experience with multilevel algorithms, supported
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Fig. 1. Weibull density functions p(z) = aBx?~le=>=" 2 >0, a, 3 > 0.
Solid: « = 1, 3 = 1. Dashed: @ = 2, 3 = 2. Dash-dot: @ = 2, 3 = 3.

by numerical results below and in [19] indicates that the analysis is rel-
evant also for the nonlinear problem, so long as p(«) undergoes slow
relative variations.

When p(x) = 1 the problem is linear. That is, both the Lloyd—Max
and FAS algorithms have the form

JREY — _Z\{[dO]d

where M is some matrix and d°'¢ and d"* are the previous and next
approximations to the solution, respectively. In this case, the conver-
gence rate is defined as the spectral radius of the matrix 1, i.e., the
absolute value of the eigenvalue with largest magnitude.

A. Results of Analysis for the p(x) = 1 Case

1) The asymptotic convergence rate of the Lloyd—Max process, is

cos’ (2%) =1- (%)2 + ()(71_4)

implying that, in general, O(n?) iterations are asymptotically
required to reduce the error by an order of magnitude.

Forvy = v» = 1, which we use in our tests, the convergence rate
of the FAS algorithm is 1/4 for any even n. Thus, the asymptotic
convergence factor per multigrid cycle employing a single pre-
relaxation and a single post-relaxation Lloyd—Max iteration is
expected to be approximately 1/4 independently of n.

The FAS performance can further be improved by introducing
a relaxation parameter (12). The optimal relaxation parameter
is w = 4/3, yielding an asymptotic convergence factor of 1/9.
Our numerical tests show that w = 4/3 remains nearly optimal
for nonconstant p() as well, and we use this value throughout.

2)

3)

V. NUMERICAL RESULTS
A. Convergence Rates

We first demonstrate the application of multigrid V1 cycles to the
class of Weibull density functions (see Fig. 1)

8— —azh
p(z) = apa’'e ,

x>0, a,0>0 (16)
and compare the results with those of the Lloyd—-Max and LBG
methods [13]. This is precisely the set of problems used in [7]. Various
values of a and @ yield various commonly encountered density
functions. Note that 5 > 1 yields a single minimum since log(p(x)) is
concave [11]. As in [7], we truncate the tails of these infinite densities
at the point xo for which ffoo p(x) < 10~ *. The examples we present
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are of continuous p(z)’s. Application of our method to the discrete
versions of these p(x)’s yielded similar results, especially when N,
the size of the discrete probability density function, was large.

LBG and Lloyd-Max are identical once LBG reaches the highest
resolution. We consider the LBG algorithm as a method of acquiring
an initial guess at the solution. Therefore, all LBG plots throughout
disregard the lower resolutions and display the progress starting from
the highest resolution where Lloyd-Max iterations are performed until
convergence. Consider the example where « 2,8 = 3,Q
[0,1.67], and assume that 32 representation levels are sought. The ini-
tial d; values for Lloyd-Max and multigrid are placed uniformly over
[0,1.67].

Referring to Fig. 2, the upper left-hand plot displays the converged
solution, using any of the three methods, over the distribution func-
tion p(x) = 6a2e=2*" . Solid vertical lines describe the representation
levels (7;’s) and dotted vertical lines the boundaries of the decision re-
gions (d;s). The lower right-hand plot displays the error |D* — D°P*|,
i.e., the distance between the distortion at iteration & and the optimal
distortion. The upper right-hand graph displays the L, norm of the
residual (9). Note the similar behavior between the residual and the
error in distortion. Drawing the distortion graph requires the knowl-
edge of the optimal distortion (that in this case was precomputed). As
the optimal distortion is not usually known, the behavior of the residual
is often used as an approximation to the behavior of the distortion. Ap-
plying the multigrid method causes both the residual and the error to
drop by about an order of magnitude at each V-cycle, as predicted by
the Fourier analysis for constant p(x) [19]. Applying the Lloyd-Max
method, the residual and error drop by a single order of magnitude ap-
proximately every 800 iterations. As can be seen, the LBG method does
not improve the convergence rate of either the residual or the error over
the Lloyd—Max method, it only provides a better initial guess (for this
example) with respect to the distortion value. The process was stopped
when the residual reached 10~ 2. While a practical solution is reached
long before this point, performing many iterations demonstrates how
Lloyd-Max, LBG, and FAS are all processes that converge linearly.
The difference, as seen in the right-hand plots of Fig. 2, is that multi-
grid converges dramatically faster. The lower left-hand graph displays
the residual reduction factor against the number of iterations

gnyk+1
(@) -
llr(d™) ]l
where % is the iteration number and the subscript 2 refers to the Lo
norm.

Indeed, we see that the multigrid method reduces the residual by
about an order of magnitude per V-cycle. Both the LBG and the
Lloyd-Max residual reduction factors rise quickly and stabilize on
about 0.997. The initial lower factor is a result of high-frequency
error components that are efficiently reduced by the local Lloyd-Max
process [19].

We have stated in Section IV, and proven in [19], that for constant
p(a), the number of Lloyd—Max iterations needed to lower the residual
by an order of magnitude is proportional to the square of the number
of representation levels. Table I shows that the behavior is similar for
the nonlinear case p(z) = 6aZe2"", Referring to Table 1, the first
column indicates the number of representation levels used, n, and the
other columns display the average residual reduction rate per iteration
for both Lloyd—Max and multigrid.

For Lloyd—Max, Table I demonstrates how doubling the representa-
tion levels slows the convergence down by approximately a factor of
four, as predicted by the analysis (for constant p(x)). Other p’s dis-
play similar behavior to that described by Table I as long as the relative
change in p(z) is locally small.
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Converged Solution, n=32
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TABLE 1
AVERAGE RESIDUAL REDUCTION RATE PER ITERATION FOR
p(x) = 62%e~2"" AND n REPRESENTATION LEVELS

n Lloyd-Max | multigrid
16 0.9900 0.1725
32 0.9973 0.1782
64 0.9993 0.1847
128 0.9998 0.1962

VI. CONCLUSION AND GENERALIZATIONS

We have presented a multigrid acceleration of the Lloyd—Max itera-
tive process for scalar quantization. The accelerated algorithm is appli-
cable to both the continuous (1) and discrete (2) versions of the problem
and normally requires O(n) and 3N + O(n) operations, respectively.
Multigrid convergence rates seem independent of the number of repre-
sentation levels, whereas the convergence rates for the Lloyd—Max and
LBG methods are quadratically dependent on this factor.

The Lloyd-Max method is applicable to the multidimensional vector
quantization (VQ) problem. Based on our research of scalar quanti-
zation in conjunction with multigrid methods, we have developed ef-
ficient multiscale vector quantization algorithms [17]. Our VQ algo-
rithms consist of grouping the representation levels and decision re-
gions into aggregates. The finer scales are comprised of many aggre-
gates each consisting of a few representation levels, whereas the coarser
scales are comprised of fewer aggregates, each consisting of many rep-
resentation levels. Using criteria based on the theoretical results of
Gersho [20], we determine the appropriate number of representation
levels per aggregate and redistribute the representation levels accord-
ingly. The redistribution is performed at all scales. Our algorithms are
based on insights from conventional multigrid methods such as the one
described in this correspondence for scalar quantization. In both the
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L2 norm ot residual vs. iterations
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Weibull density p(x) with o = 2, 8 = 3, and n = 32. Uniform quantization used as initial guess at the solution.

scalar and vector quantization cases, the coarse scales reveal imbal-
ances that were unnoticeable (and therefore irreparable) at the finer
scales. This leads to faster solvers and often to better solutions in prob-
lems that are difficult for conventional methods.
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On Joint Information Embedding and Lossy Compression

Alina Maor and Neri Merhav, Fellow, IEEE

Abstract—We consider the problem of optimum joint information em-
bedding and lossy compression with respect to a fidelity criterion. The goal
is to find the minimum achievable compression (composite) rate R, as a
function of the embedding rate R. and the average distortion level A al-
lowed, such that the average probability of error in decoding of the em-
bedded message can be made arbitrarily small for sufficiently large block
length. We characterize the minimum achievable composite rate for both
the public and the private versions of the problem and demonstrate how
this minimum can be approached in principle. We also provide an alter-
native single-letter expression of the maximum achievable embedding rate
(embedding capacity) as a function of R. and A, above which there exist
no reliable embedding schemes.

Index Terms—Entropy coding, information embedding, information
hiding, lossless/lossy compression, rate-distortion theory, watermarking.

I. INTRODUCTION

In the last few years, along with increasing awareness regarding the
data protection, there is observed an increased interest in watermarking
codes in their various applications. Watermarking is a form of infor-
mation hiding in a host data set (covertext), usually an image, audio
signal, or video, creating a distorted version of the host data (stegotext,
composite data). Successful retrieving of the watermark from the ex-
amined data indicates ownership, while on the other hand, damaging
of the watermark beyond retrieving or its fabrication allows stealing
the data or its forgery. There exists a variety of applications for data
hiding ranging from classical steganography [1], [2], data authentica-
tion, copyright protection, and copy control information [3], [4].

The requirements in watermarking scheme design are quite con-
flicting: In most applications, the watermark should be perceptually

Manuscript received July 16, 2003; revised March 27, 2005. This correspon-
dence is part of A. Maor’s M.Sc. thesis. The material in this correspondence was
presented in part at the IEEE International Symposium on Information Theory,
Chicago, IL, Jun./Jul. 2004.

The authors are with the Department of Electrical Engineering, Technion—
Israel Institute of Technology, Technion City, Haifa 32000, Israel (e-mail:
alinam @tx.technion.ac.il; merhav @ee.technion.ac.il).

Communicated by R. W. Yeung, Associate Editor for Shannon Theory.

Digital Object Identifier 10.1109/TIT.2005.851767

IEEE TRANSACTIONS ON INFORMATION THEORY, VOL. 51, NO. 8, AUGUST 2005

transparent, that is, invisible to the naked eye, or, when audio signals
are concerned, inaudible to the innocent listener. Watermarks must be
robust to the distortion of watermarked data, caused by either conven-
tional data processing (e.g., lossy compression, up/down-scaling, fil-
tering, halftoning) or malicious attacks of the parties who wish to inval-
idate the watermark. As the reconstruction of the watermark is usually
performed on a distorted version of stegotext (forgery), various dis-
tortion criteria measure the robustness of the embedding, while others
ensure its initial transparency.

While most existing practical watermarking applications were
designed and tested empirically (see, e.g., [1]-[5]), the information-
theoretic research activity in the problem area of watermarking is
relatively new, evolving primarily around issues of system modeling,
performance criteria, watermarking code design, and theoretical perfor-
mance bounds. As covertext serves only as a “carrier” of the watermark,
it may be considered as side information, as was first proposed in
[9]. Thus, from an information-theoretic viewpoint, the watermarking
problem is usually regarded as an instance of the problem of channel
coding with side information [6]-[8]. The case where the side informa-
tion is available to the encoder only is named public watermarking, and
the case where it is available to the decoder as well is named private wa-
termarking. There exist various models for the watermarking schemes,
where two main flows are classified: One can either be interested in
complete reconstruction of the watermark or only in identification of its
existence [10]. The problem of watermark reconstruction from forgery
is often treated as a game between the information hider and the at-
tacker [11]-[14]. In [15], the duality between information embedding
problem and the problem of source coding with side information at
the decoder is explored, evaluating tradeoffs between the achievable
embedding capacity and the allowed covertext distortion.

Another aspect of the watermarking problem is that of joint informa-
tion embedding and lossy compression, where quantization as well as
entropy coding of the stegotext is treated as an integral part of the wa-
termarking scheme. The general problem is given as follows: There is
a set of messages to be embedded in the covertext, subject to some dis-
tortion constraint. The composite sequence resulting from this embed-
ding is compressed losslessly and the embedded message must be de-
coded reliably with or without access to the original host data. It should
be pointed out that the joint embedding—compression process is lossy,
since the perfect covertext reconstruction from the stegotext is not pos-
sible, and thus, the stegotext generation must take into account both the
embedding and the compressibility requirements of the system.

A scheme for successive embedding and compression based on
nested lattice coding is proposed in [16] for both Gaussian and indepen-
dent and identically distributed (i.i.d.) arbitrary memoryless sources. It
achieves desired embedding rates and the rate-distortion stegotext com-
pression for some distortion constraint imposed on a system. In [16], the
stegotext compression is tuned to the embedding procedure, though,
in general, the embedder and the compressor are not cooperative.

Karakos and Papamarcou [17], [18], Karakos [19], and Willems and
Kalker [20] study the tradeoffs between the distortion, the embedding
rate, and the composite rate for lossless stegotext compression. In
[17], the attack-free version of public and private watermarking (fin-
gerprinting) problem is treated, considering the case of a zero-mean
Gaussian white noise process: two watermarks are successively
hidden in the covertext image, subject to a mean square distortion
constraint, resulting in a Gaussian composite sequence, which is then
compressed. The achievable rate region is established in terms of the
relations between the composite rate, the watermark embedding rates,
and the prescribed distortion constraint. In [18], a system similar to
[17], which embeds a single watermark in Gaussian covertext and
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