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ABSTRACTMulti-do
ument dis
oure analysis has emerged with the po-tential of improving various information retrieval appli
a-tions. Based on the newly proposed Cross-do
ument Stru
-ture Theory (CST), this paper des
ribes an empiri
al studythat uses boosting to 
lassify CST relationships between sen-ten
e pairs extra
ted from topi
ally related do
uments. Weshow that the binary 
lassi�er for determining existen
e ofstru
tural relationships signi�
antly outperforms the base-line. We also a
hieve promising results on the multi-
lass
ase in whi
h the full taxonomy of relationships are 
onsid-ered.
Categories and Subject DescriptorsH.3 [INFORMATION STORAGE ANDRETRIEVAL℄:Mis
ellaneous; I.2.7 [ARTIFICIAL INTELLIGENCE℄:Natural Language Pro
essing|dis
ourse; I.2.6 [ARTIFICIALINTELLIGENCE℄: Learning|
on
ept learning, indu
tion
General TermsAlgorithms, Experimentation
Keywordsdis
ourse analysis, 
ross-do
ument stru
ture, 
lassi�
ation,boosting
1. INTRODUCTIONComputational models for natural language dis
ourse stru
-ture have been widely studied sin
e the 1970s. They havegained in
reasing attention with the proliferation of web-based information resour
es and related appli
ations su
has text summarization and question answering. Re
ently,the study of multi-do
ument dis
ourse has emerged, whi
h
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is di�erent from traditional dis
ourse analysis in that multi-ple related do
uments may be written in di�erent styles anduse di�erent vo
abulary.Inspired by Rhetori
al Stru
ture Theory (RST) [11℄, thenotion of Cross-do
ument Stru
ture Theory (CST) was pro-posed by [16℄. The 
entral idea is to posit a set of rhetori
alrelationships that hold between senten
es 
ross topi
ally-related do
uments. It has been shown that the availability ofsu
h information 
an help multi-do
ument text summariza-tion [21℄. It is also 
on
eivable that other IR-related appli
a-tions, su
h as semanti
 entity and relation extra
tion (wheresemanti
 relations may instantiate 
ross do
ument bound-aries), and non-fa
toid question answering (where answergeneration may demand \fusing" information from multipledo
uments), 
an potentially bene�t from multi-do
umentdis
ourse stru
ture.However, as far as we are aware of, no work has beendone to show whether the relationships posited in the CSTframework 
an be automati
ally identi�ed from free text. Inthis paper, we explore the possibility of 
lassifying CST rela-tionships by using a ma
hine learning approa
h, spe
i�
allyBoosting [20℄.
2. RELATED WORKA similar e�ort has been re
ently attempted in the arenaof RST. Mar
u [12℄ proposed a �rst-order formalization ofthe high-level rhetori
al stru
ture of text, and provided atheoreti
al analysis and an empiri
al 
omparison of four al-gorithms for automati
 derivation of text stru
tures. A set ofempiri
ally motivated algorithms were designed for rhetori-
al parsing, i.e., determining the elementary textual units ofa text, hypothesizing rhetori
al relations that hold amongthese units, and eventually deriving the dis
ourse stru
tureof the text. Mar
u's approa
h is basi
ally knowledge-based.He relied on \
ue phrases" in implementing algorithms todis
over the valid RST trees for a single do
ument. Thisapproa
h is reasonable be
ause of the 
onventions of writ-ing and the valid assumption that authors tend to writedo
uments using 
ertain rhetori
al te
hniques. However, inthe 
ase of multiple do
uments and 
ross-do
ument relation-ships (links), we 
annot expe
t to en
ounter a reliable analogto the 
ue phrase. This is be
ause separate do
uments, evenwhen they are related to a 
ommon topi
, are generally notwritten with an overar
hing stru
ture in mind. Parti
ularlyin the 
ase of news, we are most often looking at arti
leswhi
h are written by di�erent authors working from par-



tially overlapping information as it be
omes available. So,ex
ept in 
ases of expli
it 
itation or repetition, we 
annotexpe
t to �nd a stati
 phrase in one do
ument whi
h reliablyindi
ates a parti
ular relationship to some phrase in anotherdo
ument. Therefore, it may pay o� to look for deeper-level
ues and to pursue statisti
al approa
hes instead.More re
ently, [13℄ presented a ma
hine learning approa
hto 
lassifying RST relationships. Only lexi
al features areused in the naive Bayes 
lassi�er, and part-of-spee
h infor-mation is only used for feature sele
tion for 
omparison pur-poses. Worth noting is that the authors take advantage ofthe available linguisti
 knowledge and exploit various 
uesin obtaining training data. Doing so is, again, mu
h harderin the 
ross-do
ument 
ontext.In SimFinder [5℄, the authors introdu
ed a ma
hine-learnedsimilarity measure at the paragraph level, but they look at aslightly di�erent problem, i.e., whether two paragraphs 
on-tain \
ommon information". This doesn't dire
tly �t intothe CST framework and it is only a binary 
lassi�
ationproblem. What is inspiring is that they use various synta
-ti
 and semanti
 features in their logisti
 regression model.
3. PROBLEM DEFINITION

3.1 Cross-document Structure TheoryCross-do
ument Stru
ture Theory (CST) is a fun
tionaltheory for multi-do
ument dis
ourse stru
ture. It is usedto des
ribe 
ross-do
ument semanti
 
onne
tions, su
h as\elaboration", \
ontradi
tion", \attribution", and \histori-
al ba
kground", among text units of related do
uments .CST is related to RST but assumes no deliberateness of writ-ing and no underlying tree representation. While the graph-like representation look like \semanti
 hyperlinks" [19℄, therelationships are all linguisti
ally motivated. We fo
us onsenten
e-level CST relationships in this study.The full taxonomy of CST relationships, re�ned from thosepresented in [16℄ and [21℄, 
an be found in Figure 1. Noti
ethat some CST relationships, su
h as identity, are symmet-ri
 (multinu
lear, in RST terms), while some other ones,su
h as subsumption, do have dire
tionality, i.e., they havenu
leus and satellite. It is also worth noting that all CSTrelationships are domain-independent.
3.2 Formulation of the classification problemAs a �rst approximation, we 
ast the CST relationshipidenti�
ation problem in a standard 
lassi�
ation frame-work. Con
eptually, given an unordered senten
e pair P (S1; S2),where senten
es S1 and S2 are from two di�erent but top-i
ally related do
uments, we are interested in determiningthe type(s) of 
ross-do
ument relationships between them.In this paper, we investigate the following two s
enarios:� The binary 
lassi�
ation s
enario: here we are inter-ested in the existen
e of 
ross-do
ument relationshipsregardless of type. If the two senten
es are related inany types, the pair is assigned a label \1", otherwisea \0".� The full 
lassi�
ation s
enario: in this 
ase we do 
areabout the type(s) of 
ross-do
ument relationships be-tween the senten
e pair. Moreover, it is possible for asingle pair to have multiple labels (see se
tion 4 and 5.2for more detail).

For the full 
lassi�
ation s
enario, the 
lass labels areadapted from the CST taxonomy presented in Figure 1.Therefore, there are 19 possible labels in total (18 CST typesplus a spe
ial type \no relationship").
4. EXPERIMENTAL SETUP AND DATA COL-

LECTIONDue to the la
k of systemati
 linguisti
 knowledge for theproblem that we are addressing, we 
ould not obtain trainingdata as in [13℄. Instead, we had to a
tively 
olle
t data andhave human judges annotate the CST relationships.As our �rst attempt, we 
olle
ted six 
lusters of relatednews arti
les from various sour
es. The 
lusters were 
hosento be diverse with respe
t to their topi
s, the time spana
ross the do
uments, the 
luster size, and the news agen
iesfrom whi
h the arti
les were 
olle
ted. Table 1 shows the
hara
teristi
s of the 
lusters. The 
luster names re
e
t thesour
e from whi
h the 
luster of do
uments was obtained.Three of the 
lusters were 
olle
ted from se
ondary sour
eswhile three were 
olle
ted by the authors. The DUC 
lusterwas obtained from the 2001 Do
ument Understanding Con-feren
e (DUC) training data, the HKNews 
luster was takenfrom the Hong Kong News Corpus (LDC2000T46), and theNovelty 
luster was a 
luster from this year's TREC Noveltytra
k test data. The Milan9 and Gulfair11 
lusters were 
ol-le
ted by the authors live from the Web from several newssites: USA Today, MSNBC, CNN, FOX News, the BBC, theWashington Post and ABC News. Finally, the NIE 
lusterwas 
olle
ted automati
ally using NewsInEssen
e, a publi
lyavailable resear
h prototype 1.The Milan9 
luster was used stri
tly for 
orpus develop-ment and judge training purposes. It was annotated forCST relationships by two authors in developing the markups
heme and the guidelines to be used by the independentjudges to be hired. The �ve 
lusters that were annotated bythe judges were DUC, Gulfair11, HKNews, NIE, and Nov-elty.Human annotation is not only expensive, and the resultsare not always ideal. Human judges often do not agree,due to the inherently ambiguous nature of natural language.The large sear
h spa
e makes the situation even worse. In aten-do
ument 
luster with 20 senten
es on average in ea
hdo
ument, for example, a human judge will have to examineroughly 18,000 senten
e pairs if he or she wants to exhaustall possibilities. This is an in
redibly tedious job in anysense, and be
ause of that, it is very diÆ
ult for multiplejudges to rea
h reasonable agreement on the annotation.One possible way to alleviate the problem is to exploitthe observation that CST relationships are unlikely to existbetween senten
es that are lexi
ally very dissimilar to ea
hother. In other words, 
ertain similarity measures mightbehave as a useful proxy for �nding CST-related senten
epairs. We experimented with a few lexi
al-level similaritymetri
s, in
luding Cosine [18℄, word overlap, longest 
om-mon subsequen
e and BLEU [14℄, and then measured their
orrelation with CST-relatedness. Using the very 
arefullyannotated MI9 as \training" data, we found that word over-lap rate 0.12 is the \best" 
uto� 
riterion for sele
ting sen-ten
e pairs, in the sense that it helps minimize sele
ted num-ber of senten
e pairs without losing too many CST-relatedpairs (the re
all is 87.5%). We then applied this measure1http://www.newsinessen
e.
om



ID Relationship Des
ription Text span 1 (S1) Text span 2 (S2)1 Identity The same text appears in more thanone lo
ation Tony Blair was ele
ted for a se
ondterm today. Tony Blair was ele
ted for a se
ondterm today.2 Equivalen
e(Paraphrase) Two text spans have the same infor-mation 
ontent Derek Bell is experien
ing a resurgen
ein his 
areer. Derek Bell is having a "
omeba
kyear."3 Translation Same information 
ontent in di�erentlanguages Shouts of \Viva la revolu
ion!" e
hoedthrough the night. The rebels 
ould be heard shouting,\Long live the revolution".4 Subsumption S1 
ontains all information in S2, plusadditional information not in S2 With 3 wins this year, Green Bay hasthe best re
ord in the NFL. Green Bay has 3 wins this year.5 Contradi
tion Con
i
ting information There were 122 people on the downedplane. 126 people were aboard the plane.6 Histori
alBa
kground S1 gives histori
al 
ontext to informa-tion in S2 This was the fourth time a member ofthe Royal Family has gotten divor
ed. The Duke of Windsor was divor
edfrom the Du
hess of Windsor yester-day.7 Citation S1 expli
itly 
ites do
ument S2 An earlier arti
le quoted Prin
e Albertas saying \I never gamble." Prin
e Albert then went on to say, \Inever gamble."8 Modality S1 presents a quali�ed version of theinformation in S2, e.g., using \al-legedly" Sean \Pu�y" Combs is reported to ownseveral multimillion dollar estates. Pu�y owns four multimillion dollarhomes in the New York area.9 Attribution S1 presents an attributed version of in-formation in S2, e.g. using \A

ordingto CNN," A

ording to a top Bush advisor, thePresident was alarmed at the news. The President was alarmed to hear ofhis daughter's low grades.10 Summary S1 summarizes S2. The Mets won the Title in sevengames. After a grueling �rst six games, theMets 
ame from behind tonight to takethe Title.11 Follow-up S1 presents additional informationwhi
h has happened sin
e S2 102 
asualties have been reported inthe earthquake region. So far, no 
asualties from the quakehave been 
on�rmed.12 Indire
t spee
h S1 indire
tly quotes something whi
hwas dire
tly quoted in S2 Mr. Cuban then gave the 
rowd hispersonal guarantee of free Chalupas. \I'll personally guarantee free Chalu-pas," Mr. Cuban announ
ed to the
rowd.13 Elaboration(Re�nement) S1 elaborates or provides details ofsome information given more generallyin S2 50% of students are under 25; 20% arebetween 26 and 30; the rest are over30. Most students at the University are un-der 30.14 Ful�llment S1 asserts the o

urren
e of an eventpredi
ted in S2 After traveling to Austria Thursday,Mr. Green returned home to NewYork. Mr. Green will go to Austria Thurs-day.15 Des
ription S1 des
ribes an entity mentioned in S2 Green�eld, a retired general and fatherof two, has de
lined to 
omment. Mr. Green�eld appeared in 
ourt yes-terday.16 Reader Pro�le S1 and S2 provide similar informationwritten for a di�erent audien
e. The Durian, a fruit used in Asian 
ui-sine, has a strong smell. The dish is usually made with Durian.17 Change of per-spe
tive The same entity presents a di�eringopinion or presents a fa
t in a di�er-ent light. Giuliani 
riti
ized the OÆ
er's Unionas \too demanding" in 
ontra
t talks. Giuliani praised the OÆ
er's Union,whi
h provides legal aid and advi
e tomembers.18 Overlap (par-tial equiva-len
e) S1 provides fa
ts X and Y while S2 pro-vides fa
ts X and Z; X, Y, and Z shouldall be non-trivial. The plane 
rashed into the 25th 
oor ofthe Pirelli building in downtown Milan. A small tourist plane 
rashed into thetallest building in Milan.Figure 1: CST relationships and examples



Cluster Topi
 Arti
les Time span Ave. length (sent.) No. sour
es Clustering methodMilan9 Milan plane 
rash 9 2 days 30 5 manualDUC John Lennon biography 4 4 years 46 4 manualGulfair11 Bahrain plane 
rash 11 4 days 27 6 manualHKNews Air and water quality 8 2.5 years 32 1 manualNIE N. Korea nu
lear weapons 5 18 days 14 3 automati
Novelty Can
er and power lines 4 4 years 21 2 manualTable 1: Chara
teristi
s of the do
ument 
lusterson the other �ve 
lusters and sele
ted, from huge numberof possible senten
e pairs, a total of 4931 potentially \inter-esting" ones for human judges to annotate. This way thejudges' workload is signi�
antly redu
ed. Eight judges werehired; ea
h judge annotated at least one 
luster; ea
h 
lusterwas annotated by two judges. The judges were allowed toassign multiple CST types to a single senten
e pair, giventhe inherently ambiguous nature of the problem and the fa
tthat the CST types are not mutually ex
lusive.Noti
e that the lexi
al similarity measure is merely a heuris-ti
 to �lter out a large number of uninteresting senten
epairs. It is not suÆ
ient to be a CST relationship identi-�
ation algorithm by itself, be
ause it 
an only work as abinary 
lassi�er, and its pre
ision is very low (roughly 25%on the 
olle
ted data).
5. CLASSIFICATION USING BOOSTINGThe main goal of our study was to identify methods that
an identify the presen
e of CST relationships in senten
epairs.
5.1 Algorithm and FeaturesAmong a number of state-of-the-art 
lassi�
ation algo-rithms, we 
hoose to use boosting [20℄ for our task. The ba-si
 idea of this algorithm is to �nd a \strong" hypothesis by
ombining many \weak" or \base" hypotheses. Moreover,BoosTexter [20℄, the o�-the-shelf implementation of boost-ing, expli
itly supports multi-label 
lassi�
ation, whi
h isvery 
onvenient for the multi-label full 
lassi�
ation s
enarioin our problem.As dis
ussed in se
tion 2, lexi
al features by themselvesare probably not suÆ
ient for identifying CST relationshipsbetween senten
es. Therefore, we 
onsidered various fea-tures at three linguisti
 levels, details of whi
h follow. Thegeneral idea is to quantify the similarity or distan
e betweentwo senten
es at ea
h level.For most senten
e pairs, the pro
edures for 
omputing allfeatures, su
h as tokenization, part-of-spee
h (POS) extra
-tion, and head guessing, 
an dire
tly or indire
tly take ad-vantage of the parse trees produ
ed by the Charniak parser [1℄.For the very few senten
es on whi
h the parser fails, we usedheuristi
 ba
ko� pro
edures.
5.1.1 Lexical featuresAt this level, we are only interested in the surfa
e tokens.No stemming or stop-word deletion is done. Three featuresare of interest:� Number of tokens in senten
e 1� Number of tokens in senten
e 2� Number of tokens in 
ommon

5.1.2 Syntactic-level featuresAt the synta
ti
 level, we 
apture the overlap between twosenten
es with regard to 6 parts of spee
h: regular noun,proper noun, verb, adje
tive, adverb, and (
ardinal) num-ber, whi
h are 
onsidered to 
onvey relatively more substan-tial information than others.For ea
h x in the 6 POS types above, we 
ompute thefollowing 
ounts:� Number of tokens having POS x in senten
e 1� Number of tokens having POS x in senten
e 2� Number of 
ommon tokens having POS xA total of 18 features are therefore used at this level.
5.1.3 Semantic-level featuresObviously, a full 
omparison of what two senten
es \mean"at the semanti
 level is still an AI-
omplete problem, buthere we propose a heuristi
 approximation. The idea isto �nd the most prominent 
on
epts dis
ussed in ea
h sen-ten
e pair (by taking advantage of the synta
ti
 stru
ture)and 
ompute their lexi
al semanti
 distan
e by using Word-net [3℄. More spe
i�
ally, this is done through the followingsteps:1. Find the top level NP (noun phrase) and VP (verbphrase) in senten
e 1 and senten
e 2.2. Find the head tokens of both NP and VP by using thehead rules in [10℄ and [2℄.3. Align the heads 
orrespondingly (i.e., NP vs. NP, VPvs. VP).4. For ea
h head pair, 
ompute the semanti
 distan
e de-s
ribed in [8℄, [7℄, [17℄, [9℄, and [6℄, by using the seman-ti
 distan
e toolkit [15℄.For ea
h senten
e pair, we have two pairs of heads (headsof NPs and heads of VPs). For ea
h head pair, we 
omputethe �ve semanti
 distan
e measures above. Therefore wehave a total of 10 features at the semanti
 level.For example, given the following (very simple) senten
epair: (S(NP(NNS Birds))(VP(VBP fly)))(S(NP(NNS Humans))(VP(VBP think)))Five distan
e measures will be 
omputed for word pairsfbird, humang and f
y, thinkg respe
tively. In this 
ase,the heads of top-level NP and VP are trivial to �nd, but inmost 
ases we have to resort to the fairly sophisti
ated rulesin step 2 above.



5.2 Data treatmentAs mentioned in se
tion 4, ea
h do
ument 
luster is an-notated by two judges, and the judges are allowed to assignmultiple labels to a single pair.The judges don't always agree. They may either disagreeon whether two senten
es are CST-related at all or disagreeon the types of CST relationships between them. Insteadof asking the judges to resolve the disagreements, as wasdone in [5℄, we de
ided to only in
lude the data points onwhi
h the two judges at least agree on the existen
e of CSTrelationships (regardless of type). 3942 out of 4931 senten
epairs satisfy this 
ondition (kappa = 0:53). This is an im-portant de
ision based on our understanding of the underly-ing linguisti
 phenomenon, instead of te
hni
al inability ofdealing with noisy data. Sin
e the ability to determine theexisten
e of any CST relationships is important for manypotential appli
ations, we want the model to be as 
lean aspossible. On the other hand, on
e the CST-relatedness isknown, it is reasonable for multiple rhetori
al relationshipsto hold between two senten
es.Given the 
onstraint above, labels 
an be assigned to datapoints in the binary and full 
lassi�
ation s
enarios respe
-tively:� In the binary 
lassi�
ation 
ase, a label \1" is assignedto a pair if it is unanimously believed to be CST-related, and a label of \0" if it is unanimously believedto be not related. (These are the only two 
ases pos-sible due to the 
onstraint above.)� In the full 
lassi�
ation 
ase, ea
h senten
e pair is as-signed the union of the labels given by the two judges ifthey agree that the two senten
es are CST-related, ora label \0" if they agree that the two senten
es are notrelated. (Again, these are the only two 
ases possibledue to the 
onstraint above.)The whole data set is then split into a training set, a dev-test set, and a test set by uniform random sampling withoutrepla
ement in the proportion of 6:2:2.
5.3 Evaluation metricsFor binary 
lassi�
ation, besides the standard 
lassi�
a-tion a

ura
y, we also measure pre
ision, re
all, and F-measureas de�ned in the information retrieval literature [18℄.For the multi-
lass 
lassi�
ation, we 
ompute the follow-ing aggregate metri
s suggested by [20℄:� One-a

ura
y (whether the top-ranked label is amongthe 
orre
t ones)� Coverage (how far do we have to go down the rankedlabel list to �nd all the 
orre
t ones)� Average pre
ision (analogous to non-interpolated av-erage pre
ision frequently used to evaluate do
umentranking performan
e)We also measure pre
ision, re
all, and F-measure for ea
hindividual 
lass label.
6. EXPERIMENTS AND RESULTSNow we are ready to present the experimental results fromboth the binary 
ase and the multi-
lass 
ase. Noti
e thatin both 
ases, the baseline strategy is to assign the label \0"(i.e., no CST relationship) to all data points, whi
h a
hievesan a

ura
y of 75.13% on the test set.

6.1 Binary classificationFor the experiments in this subse
tion, we trained a bi-nary 
lassi�er that hypothesizes the existen
e of CST rela-tionship(s), regardless of type, between a pair of senten
es.
6.1.1 Rounds of boostingAn important parameter in boosting is the number ofweak hypotheses. We �rst try to �nd the optimal num-ber of rounds for boosting by optimizing the 
lassi�
ationa

ura
y on the dev-test set (see �gure 2).
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Figure 2: Dev-test performan
e vs. number ofrounds (binary 
lassi�
ation)It turns out that the a

ura
y �nds its maximum afteraround 500 boosting rounds. We then use this parameter totrain the binary 
lassi�er and evaluate the performan
e ofthe resulting model on the test set.
6.1.2 Effectiveness of featuresFeatures at di�erent linguisti
 levels may play di�erentroles in the 
lassi�
ation problem. To test this hypothesis,we evaluated various performan
e metri
s on the test set bytraining the 
lassi�er with three di�erent sets of features.The results are summarized in Table 2.By looking at the performan
e numbers in Table 2, one
an noti
e that the 
lassi�er using the full feature ve
tor(lexi
al, synta
ti
, and semanti
 features) wins by a big mar-gin over the one using lexi
al features only. This is reason-able be
ause the synta
ti
- and semanti
-level features aresupposed to provide valuable information about the topi
and meaning of senten
es. However, a little disappointingis the fa
t that the semanti
 features, whi
h were expe
tedto be useful, don't seem to help by themselves. We try toa

ount for this issue in the dis
ussion se
tion.
6.2 Full classificationIn this 
ase, we are not only interested in the binary de-
ision regarding the CST-relatedness of a senten
e pair, butalso the type(s) of relationship, if any. This is a multi-
lassmulti-label problem.
6.2.1 Rounds of boostingSimilar to the binary 
ase, we �rst try to �nd the optimalrounds of boosting by optimizing one-a

ura
y on the dev-test set (see �gure 3).This time the 
urve peaks at around 400 boosting rounds.We then use this parameter to train the full 
lassi�er and



Feature set A

ura
y Pre
ision Re
all F-measureFull feature ve
tor 0.8789 0.8278 0.6477 0.7267Lexi
al & synta
ti
 features 0.8775 0.8141 0.6580 0.7278Lexi
al Features only 0.8351 0.7560 0.4974 0.6000Table 2: Performan
e of 
lassi�er trained on di�erent sets of features (binary 
ase)
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Figure 3: Dev-test performan
e vs. number ofrounds (full 
lassi�
ation)CST type Pre
ision Re
all F-measureNo relationship 0.8905 0.9485 0.9186Equivalen
e 0.6000 0.2400 0.3429Subsumption 0.0667 0.0417 0.0513Follow-up 0.5088 0.3222 0.3946Elaboration 0.4000 0.1795 0.2478Des
ription 0.2608 0.2143 0.2353Overlap 0.5581 0.3529 0.4324Table 4: Classi�er performan
e on individual CSTtypesevaluate the performan
e of the resulting model on the testset.
6.2.2 Effectiveness of featuresSimilar to the binary 
ase, again, we measured variousperforman
e metri
s on the test set by training the 
lassi�erwith three di�erent sets of features. The result is summa-rized in Table 3.A similar observation holds as in the binary 
ase. Thistime the 
lassi�er without semanti
 features performs evenslightly better than the one with full feature ve
tor.
6.2.3 Performance on individual relationship typesWe are also interested in the performan
e of the multi-
lass multi-label 
lassi�er on ea
h individual CST type. There-fore we 
omputed pre
ision, re
all, and F-measure for allCST types that o

ur more than 20 times in the test data(see Table 4).As one 
an see, the 
lassi�er doesn't perform equally wellon all CST types. It does a de
ent job on \equivalen
e",\follow-up", and \overlap"; but on the other hand, \sub-sumption" appears fairly hard to identify. For the typesthat don't appear in Table 4, the performan
e is in
on
lu-

sive, sin
e they don't o

ur frequently enough in the data.
6.3 DiscussionThe performan
e of both 
lassi�ers is en
ouraging, how-ever, the near-ine�e
tiveness of semanti
 features 
omes asa surprise. Our 
onje
ture is that it 
an be a

ounted forby the following reasons:� Missing values: when either word in a word pair 
an-not be found in Wordnet, the 
orresponding semanti
distan
e features will be marked as missing values, ex-
ept in the 
ase of \hso" distan
e [6℄, where a valueof 0 is given. In our problem, roughly half of the datapoints are subje
t to this issue. Although most ma-
hine learning algorithms, in
luding boosting, 
an el-egantly deal with missing values in general, featureswith too many missing values may be 
onsidered use-less or even harmful.� Head guessing: the lexi
al heads of top-level NP andVP may not suÆ
iently 
orrelate with the key 
on-
epts. It might be helpful to investigate deeper repre-sentations su
h as the Prague Dependen
y Treebankstru
ture [4℄.� S
ope of semanti
 
omparison: 
omparing only headsof top-level NP and VP may not be suÆ
ient. Some-times the modi�ers make a big di�eren
e in meaningeven when the heads are the same. If we 
an 
ome upwith a way to align all 
ontent words (su
h as thosehaving the 6 POS's dis
ussed before) a
ross two sen-ten
es, a wider s
ope of semanti
 di�eren
es will be
omputed.We believe that the semanti
-level features are very usefuland merit further investigation, although they didn't showimmediate su

ess in the experiments above.
7. CONCLUSION AND FUTURE WORKThis paper des
ribes an empiri
al study that uses boostingto 
lassify 
ross-do
ument stru
tural relationships betweensenten
e pairs extra
ted from various do
uments. We showthat the binary 
lassi�er for determining existen
e of stru
-tural relationships signi�
antly outperforms baseline, andpromising results are also a
hieved on the multi-
lass 
asein whi
h the full taxonomy of relationships are 
onsidered.Looking into the future, on the one hand, there is plentyof room for improving the 
lassi�er performan
e, su
h asdesigning more sophisti
ated feature ve
tors (as dis
ussedabove) and experimenting with di�erent ma
hine learningalgorithms. On the other hand, although it is somewhatreasonable to attribute the unbalan
ed performan
e of thefull 
lassi�er on individual CST types to the inherent dif-feren
e among the underlying linguisti
 phenomena, it mayalso suggest that the label system, i.e., the CST taxonomy,



Feature set One-A

ura
y Coverage Average pre
isionFull feature ve
tor 0.8093 1.1070 0.8729Lexi
al & synta
ti
 features 0.8196 1.0722 0.8793Lexi
al Features only 0.7809 1.1830 0.8618Table 3: Performan
e of 
lassi�er trained on di�erent sets of features (multi-
lass 
ase)needs more standardization. If humans have diÆ
ulty dif-ferentiating them, there is probably little hope for a ma
hinelearned 
lassi�er to work strikingly well.The 
lassi�
ation problem studied in this paper is stilla somewhat simpli�ed version of the full CST relationshipidenti�
ation problem. Some relationships have dire
tional-ity, e.g., senten
e 1 following-up senten
e 2 is di�erent fromsenten
e 2 following-up senten
e 1. To be able to addressissues like this, more intelligen
e needs to be built into theCST identi�er.Another 
aveat is that the 
lassi�ers in the 
urrent experi-ments only look at \lo
al" information within ea
h senten
epair. In some 
ases, the \global" 
ontext plays an impor-tant role in determining the CST relationship(s) betweentwo senten
es.In this paper, we have made the �rst attempt to showthat automati
 identi�
ation of CST relationships is feasi-ble. Various IR-related appli
ations may expe
t to see im-provements by exploiting 
ross-do
ument stru
ture.
8. ACKNOWLEDGMENTSThis material is based upon work supported by the Na-tional S
ien
e Foundation under Grant No. 0082884.Any opinions, �ndings, and 
on
lusions or re
ommenda-tions expressed in this material are those of the author(s)and do not ne
essarily re
e
t the views of the National S
i-en
e Foundation.
9. REFERENCES[1℄ E. Charniak. A maximum-entropy-inspired parser.Te
hni
al Report CS-99-12, Computer S
i
en
eDepartment, Brown University, 1999.[2℄ M. Collins. Head-Driven Statisti
al Models for NaturalLanguage Parsing. PhD thesis, University ofPennsylvania, 1999.[3℄ C. Fellbaum, editor. WordNet: An Ele
troni
 Lexi
alDatabase. MIT Press, Cambridge, MA, 1998.[4℄ J. Haji�
. Building a Synta
ti
ally Annotated Corpus:The Prague Dependen
y Treebank. In E. Haji�
ov�a,editor, Issues of Valen
y and Meaning. Studies inHonor of Jarmila Panevov�a, pages 12{19. PragueKarolinum, Charles University Press, 1998.[5℄ V. Hatzivassiloglou, J. L. Klavans, M. L. Hol
ombe,R. Barzilay, M.-Y. Kan, and K. R. M
Keown.Sim�nder: A 
exible 
lustering tool forsummarization. In NAACL Workshop on TextSummarization, 2001.[6℄ G. Hirst and D. St-Onge. Lexi
al 
hains asrepresentations of 
ontext for the dete
tion and
orre
tion of malapropisms. In C. Fellbaum, editor,WordNet: An ele
troni
 lexi
al database, pages305{332. Cambridge, MA: The MIT Press, 1998.

[7℄ J. Jiang and D. Conrath. Semanti
 similarity based on
orpus statisti
s and lexi
al taxonomy. In Pro
eedingsof the Int'l Conf. on Resear
h on ComputationalLinguisti
s, Taiwan, 1997.[8℄ C. Lea
o
k and M. Chodorow. Combining Lo
alContext and WordNet Similarity for Word SenseIdenti�
ation. In C. Fellbaum, editor, WordNet: Anele
troni
 lexi
al database, pages 265{283. Cambridge,MA: The MIT Press, 1998.[9℄ D. Lin. An information-theoreti
 de�nition ofsimilarity. In Pro
. 15th International Conf. onMa
hine Learning, pages 296{304. Morgan Kaufmann,San Fran
is
o, CA, 1998.[10℄ D. Magerman. Statisti
al de
ision-tree models forparsing. In Pro
eedings of the 33th Annual Meeting ofthe Asso
iation for Computational Linguisti
s (ACL),pages 276{283, 1995.[11℄ W. C. Mann and S. A. Thompson. Rhetori
alStru
ture Theory: towards a fun
tional theory of textorganization. Text, 8(3):243{281, 1988.[12℄ D. Mar
u. The Rhetori
al Parsing, Summarization,and Generation of Natural Language Texts. PhDthesis, Department of Computer S
ien
e, University ofToronto, De
ember 1997.[13℄ D. Mar
u and A. E
hihabi. An unsupervised approa
hto re
ognizing dis
ourse relations. In Pro
eedings ofthe 40th Annual Meeting of the Asso
iation forComputational Linguisti
s (ACL), pages 368{375,2002.[14℄ K. Papineni, S. Roukos, T. Ward, and W.-J. Zhu.Bleu: a method for automati
 evaluation of ma
hinetranslation. In Pro
eedings of the 40th Annual Meetingof the Asso
iation for Computational Linguisti
s(ACL), pages 311{318, 2002.[15℄ S. Patwardhan and T. Pedersen. distan
e.pl: Perlprogram that measures the semanti
 relatedness ofwords (version 0.11).http://www.d.umn.edu/ tpederse/distan
e.html, 2002.[16℄ D. Radev. A 
ommon theory of information fusionfrom multiple text sour
es, step one: Cross-do
umentstru
ture. In Pro
eedings, 1st ACL SIGDIALWorkshop on Dis
ourse and Dialogue, Hong Kong,O
tober 2000.[17℄ P. Resnik. Using information 
ontent to evaluatesemanti
 similarity in a taxonomy. In IJCAI, pages448{453, 1995.[18℄ G. Salton and M. E. Lesk. Computer evaluation ofindexing and text pro
essing. Journal of the ACM(JACM), 15(1):8{36, 1968.[19℄ G. Salton, A. Singhal, M. Mitra, and C. Bu
kley.Automati
 text stru
turing and summarization.Information Pro
essing & Management, 33:193{207,1997.



[20℄ R. E. S
hapire and Y. Singer. Boostexter: Aboosting-based system for text 
ategorization.Ma
hine Learning, 39(2/3):135{168, 2000.[21℄ Z. Zhang, S. Blair-Goldensohn, and D. Radev.Towards CST-enhan
ed summarization. In Pro
eedingsof the 18th National Conferen
e on Arti�
ialIntelligen
e, Edmonton, Alberta, August 2002.


