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ABSTRACT

Motivation: With rapidly increasing amount of network and
interaction data in molecular biology, the problem of effec-
tively analyzing this data is an important one. Graph theoretic
formalisms, commonly used for these analysis tasks, often
lead to computationally hard problems due to their relation to
subgraph isomorphism.

Results: This paper presents an innovative new algorithm
for detecting frequently occurring patterns and modules in
biological networks. Using an innovative graph simplification
technique, which is ideally suited to biological networks, our
algorithm renders these problems computationally tractable.
Indeed, we show experimentally that our algorithm can extract
frequently occurring patterns in metabolic pathways extracted
fromthe KEGG database within seconds. The proposed model
and algorithm are applicable to a variety of biological networks
either directly or with minor modifications.

Availability: Implementation of the proposed algorithms in
the C programming language is available as open source at
http://www.cs.purdue.edu/homes/koyuturk/pathway/.
Contact: Mehmet Koyutirk, koyuturk@cs.purdue.edu.

INTRODUCTION
Increasing availability of experimental data relating tolb-

amounts of high-quality data is becoming available, effi-
cient analysis counterparts to BLAST and CLUSTAL are not
readily available for such abstractions.

It is possible to model biological networks using various
graph theoretic formalisms. Metabolic pathways, forinst
are naturally modeled using directed hypergraphs, witfesod
representing compounds (substrates and products), amd hyp
redges representing enzymes (reactions). It is possible to
reduce such a model into a general directed graph with nodes
representing enzymes, and a directed edge from an enzyme to
another implying that the product of the first enzyme is con-
sumed by a reaction catalyzed by the other. Depending on the
biological interpretation, if we are primarily interestetthe
existence of a producer-consumer relationship, we may also
omit the direction from the edges.

As is the case with sequences, two key problems on gra-
phs are: aligning multiple graphs, and finding frequently
occurring subgraphs in a collection of graphs. Analysis of
biological networks in terms of these problems provides
understanding of several interesting concepts such as com-
mon motifs of cellular interactions, evolutionary relatg&hips
and differences among cellular network structures of cffé
organisms, organization of functional modules, relatiops
and interactions between sequences, and patterns of gene
regulation.

gical sequences coupled with efficient tools such as BLAST In this paper, we address the problem of finding frequently
and CLUSTAL have contributed to fundamental understan-occurring subgraphs in a collection of metabolic pathways.
ding of a variety of biological processes (Altscletifl,, 1997;  This problem is particularly challenging because it redate
Thompsoret al., 1994). These tools help in understandingto the NP-hard subgraph isomorphism problem. Therefore,
relationships as well as differences between sequences aagpropriate modeling of biological networks is necessary i
associated organisms. They are used for discovering congrder to simplify the problem. We rely on a directed graph
mon subsequences and motifs, which can be used to derivaodel with unique node labelings, which simplifies the graph
functional, structural, and evolutionary information.deat ~ mining problem significantly while being able to capture
developments in molecular biology have resulted in a newhe underlying biological information accurately. We then
generation of experimental data that entails the relatipss ~ devise an efficient algorithm that is based on frequent isgms
and interactions between biomolecules (Hartwedl, 1999;  extractionto discover frequent subgraphs among theségrap
Oltvai and Barabasi, 2002). Biomolecular interaction gata Experimental results on metabolic pathways extracted from
generally referred to as biological or cellular networkse a the KEGG database demonstrate that our algorithm is able
frequently abstracted using graph models. Although vasto discover interesting patterns (to a user-specified Hulels

on frequency) very quickly (within seconds). Furthermore,
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it provides a framework for multi-level analysis of enzyma- genes and are generally inferred from gene expression data
tic interactions by adjustment of support (frequency) $hre through microarray experiments (Akutstial., 1998). A sim-
holds. The proposed model and algorithm are also applicablple and common mathematical model for gene regulatory
to other biological networks either directly or with minor networks is a Boolean network model. In this model, nodes
modifications. correspond to genes and a directed edge from one gene to
In the next section, we discuss the use of graph theoretithe other represents the regulatory effect of the first gane o
formalisms for biological networks. We then present the pro the second. The edge is labeled by either a + or - sign to
posed model for metabolic pathways and our algorithm forepresent the direction of regulation, namely up- or down-
analyzing these pathways. In the Discussion section, we preegulation, respectively. More sophisticated computstio
sentand evaluate the experimental results obtained bymrgnn models that capture the degree of regulation through weghht
the proposed algorithm on KEGG metabolic pathway datagraphs and/or differential equations have also been pezhos
base. Finally, we draw conclusions and outline avenues for Metabolic pathways have a relatively longer history compa-

future research. redto otherbiological networks. They characterize thepss
of chemical reactions that, together, perform a particular
MODEL metabolic function. With the recent progress in applica-

tion of computational methods to cell biology, there have
Peen successful attempts at modeling, synthesizing ared org
nizing metabolic pathways into public databases such as
KEGG? (Karp and Mavrovouniotis, 1994; Got al., 1997;
Krishnamurthyet al., 2003). Metabolic pathways are chains
of reactions linked to each other by chemical compounds
(metabolites) through product-substrate relationsiipstu-
. ral mathematical model for metabolic pathways is a directed
. . nhypergraph in which each node corresponds to a compound,
pathways, gene regulatory networks, and protein intevacti . .
4 - . and each hyperedge correspondsto a reaction (or equilyalent
networks. Efforts aimed at finding appropriate models for : S
. N an enzyme) (Krishnamurthst al., 2003). The direction of a
such networks have been motivated by significant advances -~ .
. . . n of a hyperedge indicates whether the compound is a sub-
in the understanding of genomics and have been the focus gt : : . :
X . Strate or product of the reaction. It is possible to replédis t
considerable research attention. odel by a more simple directed graph if, for instance, we
Protein interaction networks are comprised of groups of ! y P graph 1, '

. . . . . are only interested in relationships between enzymes.dh su
interacting proteins, observed experimentally. They fev
f . d a model, enzymes correspond to nodes of the graph and a
the experimental basis for the understanding of modular,. -
A . . directed edge from one enzyme to another indicates thata pro
organization of the cells as well as useful information for . .
- . . . o . duct of the first enzyme is a substrate of the second. Indeed,
predicting the biological function of individual proteirom-

- I . . metaboli thw re represented in terms of vari in
mon methods of obtaining protein interaction data include etabolic pathways are represented in terms of variousiina

two-hybrid experiments, mass spectrometry experiments, a relations in KEGG (Gotet al, 1997). Edges may also be
y per ' P . Y exp 77 labeled by the compound that relates the two corresponding
structural analysis such as phage-display @ial., 2002;

enzymes. An interesting property of metabolic pathways is
lto et aI.., 2001). .R.ecently,_ there have peen se\./era.l eﬁort?he structure of these networks, which reflects temporakinf
to organize protein interaction networks into publicly daa

ble databases such as BINRNd DIP. The experimental mation. Specifically, an enzyme may show up more than once

data may reveal either, pairwise interactions, as in two " the same pathway, implying that this enzyme takes part

hybrid experiments, or multi-way interactions betweentage in the whole process at different time instants. The implica
) : ' . -~~~ tion of this fact on graph models is that more than one node
proteins, as in mass spectrometry experiments. Pairwise in

actions are conveniently modeled by simple undirectedtgap of a g“?‘ph (pathway)' might ha\{e the same label (enzyme).
) . . One might either be interested in preserving these temporal
in which nodes represent proteins and an edge between twg, .. . : ;
. : .relations or only in general relations between pairs of enzy
nodes represents the interaction between the corresppndin . :
) ) . . . mes. In the latter scenario, one may merge nodes in the graph
proteins. Multi-way interactions are modeled using hyparg .-~ . : s
. . with identical labels. We note that merging nodes with ident
phs, in which edges are replaced by hyperedges that represen N : .
: . . cal labels simplifies our graph analysis problem substtiyntia
interactions between more than two proteins (Olken, 2003). L . .
; Furthermore, it is always possible to recover the existamg-t
Gene regulatory networks, also referred to as genetic net- )
: ; . oral patterns from the generic patterns extracted fromlgga
works, represent regulatory interactions between pairs o

with merged nodes.

Graph models are commonly encountered in computation
analysis of cellular interactions (Olken, 2003). In the tAul
layered organization of organisms, such interactions fibven
bridge between individual molecules.¢, genes, mRNA,
proteins and metabolites) and large-scale organizatidheof
cell through functional modules (Oltvai and Barabasi, 2002
Biological networks that represent cellular interactiaas

L http://ww. bl ueprint.org/ bind/
2 http://dip.doe- nbi.ucla. edu/ S http://ww. kegg. cont
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Graph-theoretic modeling of biological networks providesthese algorithms. Consequently, research on this vaniatio
a framework for the solution of various problems aimed atthe problemis mainly focused on efficient node and edge orde-
understanding of molecularinteractionsinthe cell. Thiee  ring schemes and related optimization techniques that help
blems include clustering, shortest-path computationpigra simplify the subgraph isomorphism problem (Kuramochiand
matching, graph alignment, subgraph homeomorphism, anlarypis, 2001; Han and Yan, 2002).
graph mining (Olken, 2003). Clustering, graph alignmendt,a  An alternate framework for graph mining defines the pro-
graph mining provide a suitable framework for identificatio blem as one of finding frequent patterns that have both the
of functional modules, which can be defined as a substructurentities (node labels) and relations between entitiespfgra
of a biological network that is separable from other modulesstructure) in common. This definition results in an easier
in terms of functionality. One approach to the identificatio problem and also suits the application of graph mining
of functional modules is graph clustering, or the discoveryto biological networks, since we are mainly interested in
of dense subgraphs based on the assumption that a groupa@dmmon relations between biomolecules. One of the exi-
functionally related entities are likely to densely intefravith  sting algorithms, Subdue, solves this problem with repkate
each other while being somewhat separated from the rest @numerations, which can be computationally expensive for
the network (Rives and Galitski, 2003). Another approach idarge-scale problems (Cook and Holder, 2000). Inokethl.
multiple alignment of graphs or mining frequent subgraphs(2001) extend the a-priori algorithm for frequent itemset
in order to discover common substructures in the networkmining to this problem on an adjacency matrix model. This
The basis for this is that functional modules can be expectethodel also tends to be expensive for large sparse graphs.
to repeat among several pathways and/or organisms (Tohsa@ur algorithm is based on frequent itemset mining as well.
etal.,, 2000). Graph alignment and graph mining also provideHowever, it takes advantage of the sparse nature of meta-
other opportunities for analyzing biological networks.eTh bolic pathways to reduce the associated computational cost
main focus of our study is on mining biological networks for significantly.

frequent connected subgraphs. Graph Formalism for Metabolic Pathways

APPROACH We start our discussion by formally defining a metabolic

Graph mining is a powerful tool for finding motifs and com- pathway.

monly occurring patterns in datasets that contain intévast Definition 1. A metabolic pathway P(M, Z, R) is a col-
With the progression of molecular biology from sequencedection of metabolited/, enzymeg, and reactionsk, where

to biological networks, motif and pattern discovery beceme each reactionr € R is associated with a set of enzymes
interesting and useful for such networks as for sequennes. 17(r) C 7, asetof substrates(r) C M, and a set of products
this study, we devise algorithms for mining pathway sulastru 7'(r) C M.

tures that are observed frequently over different orgasism . i , ,

and/or metabolic pathways. While our focus here is on meta- OUr 9oalin mining metabolic pathways is to discover com-

bolic pathways, the models and algorithms can be applieo" motifs of enzyme interactions Fhat are relatgd to. each
either directly or with slight modifications to other biolegl ~ Cther- Therefore, we model metabolic pathways with simple
networks as well. directed graphs that are able to capture the interactian-inf

mation efficiently. Furthermore, we represent each enzyme
Related Work on Graph Mining by a unique node, independent of the number of times the
Graph mining is a particularly challenging problem as it enzyme appears in the underlying pathway. The purpose of
relates to the NP-hard subgraph isomorphism problem. Thighis restriction is that it simplifies the graph mining prefi
problem has attracted considerable interest recentlyesincsignificantly while providing results that are biologigathea-
graph models appear in many scientific, commercial, andingful. Moreover, this simplification does not cause arsslo
technological applications. Existing graph mining algjums  of information and the model can be easily reverted to cap-
are generally based on frequent itemset mining, which is 4ure more detailed information on pathways once frequent
well-studied problem in the data mining literature. subgraphs are discovered.

T_he d_efin_it.ion and complgxity ofthe graph mining problem Definition 2. Given metabolic pathway (M, Z, R), the
varies S|gn|f|c|antly delgz)enqu]ng 03 the tar:get agf)hcatlcm. F sociated directed graphG(V, E) of P is constructed as
:cljsctigncg, ac ash§ of abg;)nt tms eﬁget edprot ?rl‘n;tsrone C1?I)Sllows: for any enzyme; € Z, there is a node); € V.
INdiNg 1ISomorphic sUbstructures (in epencdentotia giing There is an edge from; to vj, i.e., (v;,v;) € E if and only
ac'ollectlon ofgraphs,orgqU|vaIentI¥,mgsmgle largemr. if 371,15 € R, such thats; € Z(r1), z; € Z(ra), and
This approach is well suited to applications focused on th%(r )1 S(ra) # 0 :
structure of relationships between entities. Howevegatls ! 2 '
to a challenging computational problem since the hard sub- This means that there exists a directed edge from one
graphisomorphism problem needs to be solved at every step ehzyme to another in the graph if and only if the second
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2711 k in order to avoid redundancy. We say that a frequent subgraph
/ maximal if it is not contained by another frequent subgraph,
@\ Cooe68 i.e.,its edge set is not a subset of edges of any other frequent
2712 F subgraph.

Although graph mining is a hard problem in general, the
above framework, which is well suited to our target appli-
cation, simplifies the problem considerably. One reason for
this is that subgraph isomorphism is no longer an issue as
it is implicitly enforced by node labelings. Additionallyt,
is challenging to adapt existing data mining algorithms to
graph mining since most of the existing data mining algo-
rithms are based on problems with a single type of data unit
(e.g.,item), while graphs contain nodes and edges as different
types of data. In our model, uniqueness of nodes implies uni-
que labeling of edges, providing us with the opportunity of
reducing the problem to frequent itemset mining by specify-
ing edges as fundamental data units. Since frequent itemset
mining is extensively studied, and there exist many effecti
and well-tuned algorithms, we can adapt these algorithms to
graph mining taking into account the nature of our problem.

Since a node label cannot be repeated in our directed graph
model, every edge that may exist in a graph is uniquely spe-
cified by the labels of its incident nodes. This observation

(b) leads us to the idea of representing a connected subgraph by
a set of edges, since the uniqueness of each edge implies
Fig. 1. Directed graph model for metabolic pathways: (a) a portionuniqueness of a subgraph represented by a set of edges. We
of glycolysis reference pathway, (b) its directed graphespntation.  introduce the concept of aonnected edgesébr this pur-
pose to impose connectivity, since we are only interested in

] ) _connected subgraphs by our problem definition.
enzyme consumes a product of the first one. Figure 1 illu-

strates the directed graph model for metabolic pathways. In Definition 4. A unique edgee is a set of two node labels
the pathway, enzymes are shown by rectangular boxes whilg> v;- A set of unique edgdsS = {ei, e, ..., ex} is called
metabolites are shown by ovals. Nodes, each correspondirfyconnected edgeseif and only if all edges in the set are
to exactly one enzyme, are shown by ovals in the graphconnectedj.e., any subsefsS’ C ES shares at least one
Directions of the edges can be omitted to represent onlj?ode with the remaining set of edges' \ £5".

interactions between enzymes without effecting the mining \we can now establish the link between maximal frequent

algorithm described in the next section. connected subgraph discovery problem and frequent itemset

An Efficient Algorithm for Mining Metabolic mining problem, where graphs (pathways) correqundte tran
sactions and connected edgesets correspond to itemsets. In

Pathways . - ) :

) . . ) ~_ frequentitemset mining, transactions are sets of itemgteand
The graph model described in the previous section simplifieg,oplem is one of finding all frequent itemsets that exist in
the task of mining frequent subgraphs defined as follows: e than a specified number of transactions. The fundamen-

Definition 3. Given a collection of graph&,, G, ..., G, tal approach used by frequent itemset mining algorithms is t
and support threshold, the Maximal Frequent Subgraph construct frequentitemsets from smallerto larger setstan
Discovery problem is one of finding all maximal connected the fact that any subset of a frequentitemset must be frequen

subgraphs that are contained in at leastof the input graphs. 1S iS also true for edgesets in our problem. Consequently,
enumerating all itemsets in a bottom-up fashion providfs ef

The above definition implicitly defines suppor.,the sup-  cient pruning of the search space, since most large sets are
port of a subgraph that is contained hy of the graphs is eliminated without consideration.
n'/n. A subgraph is frequent if its support is greater than We adapt the basic idea of frequent itemset mining to fre-
Connectivity ensures that the discovered frequent interac quent subgraph mining with one additional constraint. 8inc
ons are related to each other. Formally, a graph is connecteadle are interested in connected subgraphs, it is more efficien
if there is a path of subsequent edges between any two nodés consider only connected edgesets throughout the search
in the graph. Maximality of discovered subgraphs is enfdrce process. While maintaining connectivity, it is also neeggs
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to avoid redundancy, in terms of considering the same set of ]

edges more than once in a different order. In order to handi@rocedure MinePathways{! S, Ex, Cy, D)
these two issues efficiently, we develop a depth-firstenamer > M F'S: Set of maximal frequent subgraphs
tion algorithm based on backtracking (Gouda and Zaki, 2001) > Ek: Frequent sgbgraph withedges

which extends each subgraph with only edges from a candidate > C: Set of cand|dat.e.edges

edge set. We maintain connectivity by only adding edges that > D: Sét of already visited edges

are connected to the current subgraph and avoid redundancy?smarimal « true

by keeping track of already visited edges. for all edges:; € Cj. do
Another reason for selecting depth-first enumeration it tha D «— DU {e;}
the major limitation in our application is memory size (as-ne Ej1 + B U {ei}
work databases become large). Since enumeration algarithm ~ if i1 is frequenthen
tend to require considerable memory, the time-space trade- ismazximal — false
off in the design of algorithms may be resolved in favor of C{c+1 — (Ck UN(ei)) \ D
memory for this reason. Note that this does not imply that  MinePathwaysi/ 'S, Ey..1, Cyy1, D)
we compromise completely on runtime efficiency. Indeed, we i ismazimal then _
show that our algorithm computes desired results withima fe if £} has no superset i/ F'S then
seconds for conventional databases. Note that adaptdtion o MFES — MFSU Ej

breadth-first data mining algorithms such as a-priori (Agra

wal and Srikant, 1994) might be faster provided that there is

sufficient memory. Fig. 2. Depth-first enumeration algorithm for mining maximal
The algorithm for frequent subgraph mining is shown in frequent subgraphs.

Figure 2. Upon each invocation, the algorithm tries to edten

the edgeset (subgraph) by all edges in the candidate set one

by one. If the extended edgeset is frequent, then the procextension of the edgesétc} with edgeab is not conside-
dure is again invoked for the extended edgeset. The algorith red since this edge has already been visited. In the end, the
stops whenever an edgeset cannot be extended further. Thigyorithm reports two maximal frequent subgraphsh, ac}
edgeset is then recorded, if it is not contained by any otheand{de}. Although edgeseftac} is also a leaf of the tree and
recorded frequent edgeset. In the algorithi(e;) denotes s frequent, it is not reported since it is contained in aroth
the neighbors of edge;, i.e, it is the set of frequent edges frequent edgeset.
that share at least one node with D, on the other hand,
is the set of edges that are already visited by the algorithm.
Therefore, while extending an edgeset, the neighbors of thPISCUSSION
newly added edge are added to the candidate set, while keblsing the proposed algorithm, we mine several pathway
ping the already visited edges out. The procedure is invokedollections extracted from the KEGG metabolic pathway-data
as MinePathwayd( F'S, {e;}, N(e;), {e1,ea,...e,_1}), for  base. KEGG currently has a fairly comprehensive database
each edge; thatis frequentin the collection of graphid./’S  of metabolic pathways. KEGG also has a base of reference
is empty at first invocation, and it is input to the procedurepathways that can be viewed as networks of enzymes, which
at each subsequent invocation, by which it is extended wittare constructed manually. Organism-specific pathways are
newly discovered frequent subgraphs. then constructed automatically with the help of identified
ExampleConsider the input graph collection of Figure 3(a). enzyme genes. By the end of 2003, KEGG contained pathway
This collection has five edges in all, ac, bd, ce, andde. maps of several metabolic processes, including carbobgdra
Figure 3(b) shows the enumeration tree for mining subgraphenergy, lipid, nucleotide, and aminoacid metabolism for 15
that exist in at least 3 of the input graphs. Procedure Mineorganisms.
Pathways is invoked fotib, ac andde, since these are the  We mine several pathways belonging to different metabo-
only frequent edges. Edgé¢ andce are not considered since lisms for different organisms. Sample frequent sub-pattswva
they are not contained in at least 3 graphs. The frequency afiscovered in pathway collections that belong to glutamate
each edgeset is shown in parentheses. At the first invogatioalanine-aspartate, and pyrimidine metabolisms are shown i
the algorithm starts with edgesgtb}, whose candidate set Figures 4, 5 and 6, respectively. The nodes of the displayed
is N(ab) = {ac} and extends it with edgec as the edgeset graphs are labeled by KEGG ID’s of enzymes, which can be
{ab,ac} is frequent. Since no further extension is possible,queried on KEGG web site for detailed information.
this edgeset is recorded as a maximal frequent subgraph. Not We are able to observe considerably large sub-pathways
that extension of the edgeset with edfyeis not considered that are frequent. For example, a sub-pathway of glutamate
since this edge is not connected to the edgeset under camsidemetabolism that contains 4 nodes and 6 edges occurs in 45
tion, so it never gets into the candidate edge set. Furthermo (29%) of the 155 organisms. This sub-pathway is shown
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/ J; \ Fig. 4. Frequent sub-pathways discovered for different support

values on glutamate metabolism among 155 organisms.
{ab} (4) {ac} (3) {de} (3)

l supergraph of the previous one, with gltX (6.1.1.17 - glughm
tRNA synthetase) added, which interacts bidirectionalthw
glnAthrough L-Glutamate. The self-loop for gltX impliesath
{ab,ac}(3) this enzyme takes part in two consecutive reactions, whieh a
part of the observed frequent sub-pathways.
(b) In Figure 5, largest of the frequent sub-pathways that are
discovered in alanine-aspartate metabolism for threemifft
Fig. 3. Sample execution of frequent subgraph mining. (a) Inputlevels of support threshold are shown. The bold sub-pathway
collection of graphs, (b) resulting enumeration tree ofgfrent  of 5 nodes and 8 edges occurs in 50 (32.1%) of the 156 orga-
edgesets. nisms, the solid one with 5 nodes and 11 edges occurs in 30
(19.2%) of the organisms, and the entire graph of 6 nodes
and 16 edges occurs in 18 (11.5%) of the organisms. Note
by bold nodes and edges in Figure 4. It is composed ofhat enzyme purB (4.3.2.2 - adenylosuccinate lyase) and its
enzymes glmsS (2.6.1.6 - glucosamine-fructose-6-phosphatinteraction with purA (6.3.4.4 - adenylosuccinate syrdise)
aminotransferase), guaA (6.3.5.2 - GMP synthase), nadErough adenylosuccinate (N6-(1,2-Dicarboxyethyl)-AMP
(6.3.5.1 - NH(3)-dependent NAD(+) syhthetase), and purFshown in dotted lines in the figure, is included in the most
(amidophosphoribosyltranferase). In this sub-pathwdly, afrequent sub-pathway of alanine-aspartate metabolisnsbut

enzymes are related by L-Glutamine. excluded from the larger sub-pathways of lower frequency,
Mining the pathways for different support thresholds abow which is interesting to note.
evaluation of frequent sub-pathways in a multi-level fashi Figure 6 shows the multi-level analysis of frequent sub-

For instance, when we reduce the required support thresholdathways for pyrimidine metabolism. The bold sub-pathway
to 19.3% (30 organisms) for glutamate metabolism, the Erge of 4 nodes and 5 edges occurs in 40 (25.6%) of the 156 orga-
sub-pathway we are able to discover consists of 5 nodes andsms, the solid one with 5 nodes and 7 edges occurs in 34
10 edges, which is indeed a supergraph of the previous on€21.8%) of the organisms, and the entire graph of 7 nodes and
This sub-pathway is shown in the figure by solid nodes and.1 edges occurs in 24 (15.4%) of the organisms.

edges. As seen in the figure, this pathway contains enzyme Table 1 shows the results obtained from mining different
glnA (6.3.1.2 - glutamine synthetase), which is also relate metabolic pathway collections for varying level of minimum
to the other enzymes by L-glutamine. Further reducing thesupport. In this table, we report the number of discovered
support threshold to 14.2% (22 organisms), we are able tonaximal frequent sub-pathways, number of edges in the lar-
discover a sub-pathway of 6 nodes and 13 edges, which igest discovered sub-pathway and the running time in seconds
the entire graph shown in the figure. This pathway is indeed #or the three metabolisms in discussion. Glutamate pathway




An Efficient Algorithm for Detecting Frequent Subgraphs in B iological Networks

{ pyrF

\

< -

Fig. 5. Frequent sub-pathways discovered for different supportFig. 6. Frequent sub-pathways discovered for different support
values on alanine-aspartate metabolism among 157 organism values on pyrimidine metabolism among 156 organisms.

Table 1. Time spenton mining different metabolic pathways for vagyfievel
of minimum support.

collection has a total of 2804 nodes and 11339 edges over
155 organisms, alanine-aspartate pathway collection®@ 2 Min. #Frequent Largest Runtime

nodes and 8481 edges over 156 organisms, and pyrimidine Metabolism Supp. (%) Subpathways # Edges (secs.)
pathway collection consists of 3375 nodes and 7218 edges

over 156 organisms. On a Pentium-1V 2.0 GHz workstation  Glutamate 10.0 34 15 0.52
with 512 MB RAM, we are able to mine these pathway collec- 12.5 39 13 0.17
tions in less than a second for relatively high support w&lue 15.0 21 11 0.03
to obtain meaningful results in terms of the size of the dis- 20.0 12 9 0.00
covered frequent sub-pathways. For lower values of support
many sub-pathways turn out to be frequent and the size of Pyrimidine 10.0 120 15 0.44
the frequent pathways also grows significantly. For this rea 12.5 78 15 0.19
son, it takes more time for the algorithm to return all freque 15.0 49 12 0.04
sub-pathways. This is still extremely fast since the nunatber 20.0 23 ! 0.00
possible sub-pathways grows exponentially with the size of _
the sub-pathway. We are able to discover a sub-pathway of Alanine 10.0 34 16 3.08
16 edges, which is considerably large, in only three seconds an 125 25 16 1.84
. . spartate 15.0 21 12 0.15
Therefore, we conclude that the proposed algorithm provi- 20.0 15 11 0.02

des near real-time response for practically interestireyigs
in much the same way as state-of-the-art sequence matching
algorithms such as BLAST.

The implementation of the proposed mining algorithms inCONCLUSION
the C programming language is available as open source &Yith the rapidly increasing amount of network and interac-
http://www.cs.purdue.edu/homes/koyuturk/pathway/.m8o tion data in molecular biology, the problem of mining pattgr
sample results for multi-level analysis of frequent sub-motifs, and modules in biological networks becomes increa-
pathways are also provided at this web site. singly interesting. This paper provides a framework forimgn
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which leads to efficient graph mining algorithms. The propo-Gouda,K. and Zaki,M.J. (2001) Efficiently mining maximaduent
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metabolic pathways providing interesting results and ¢pein Hartwell,L.H., Hopfield,J.J., Leibler,S. and Murray,A.\{1999)
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to other biological networks as well. . . Inokuchi,A., Washio,T., Okada,T. and Motoda,H. (2001) Kpp
The proposed framework can be furtherimproved by adding ing the apriori-based graph mining method to mutageness da
flexibility for capturing biologically meaningful informtan analysisJournal of Computer Aided Chemis{8; 87-92.

that helps in interpretation of discovered patterns. Andny  Ito,T., Chiba,T., Ozawa,R., Yoshida,M., Hattori,M. anck&id, Y.
antimprovementin this respectis the investigation of fiss (2001) A comprehensive two-hybrid analysis to explore teasy
probabilistic models and metrics to help the evaluatiortafs  protein interactomePNAS 98, 4569-4574.

tistical significance of the discovered patterns. Finalhg  Karp,P.D.and Mavrovouniotis,M.L. (1994) Representinglgsing,
concept of a matching subgraph can be extended to one ofand synthesizing biochemical pathwalfsEE Experf 11-21.

an “approximate match”. The notions of approximations and<rishnamurthy,L., ~ Nadeau,J., ~Ozsoyoglu,G., Ozsoydglu

distance would need to be formalized before such algorithms Schaeffer,G., Tasan,M. and Xu,W. (2003) Pathways databas
can be devised. system: An integrated system for biological pathwagminfor-

matics 19, 930-937.
Kuramochi,M. and Karypis,G. (2001) Frequent subgraphadisty,
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