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ed Undergraduate Proje
t:Generalized Conservative Visibility AlgorithmsPeter LukaMay 30, 20031 Introdu
tionThis AUP 
onsists of two spe
i�
 designs in the area of generalized 
onser-vative visibility algorithms for 
omputer graphi
s.First, a new algorithm for visibility 
omputation is introdu
ed. The basi
idea is similar to that used in the traditional Weiler-Atherton hidden surfa
eremoval algorithm, but we make use of a 
onstrained Delaunay triangula-tion (CDT) in view-spa
e to enable obje
t-pre
ision depth resolution. Wealso apply the notion of 
onservative visibility to obje
ts that may serve aseither o

luders and/or o

ludees, whether in fully detailed form or via var-ious bounding volume representations. The algorithm is further a

eleratedthrough use of a bounding volume hierar
hy.Se
ond, an outline is presented for the 
on
ept of VISAPI, a simple ap-pli
ation programming interfa
e (API) that would fa
ilitate exploration invisibility algorithms, by supplying an interfa
e between a rendering systemand a visibility 
omputation module. Given this API, di�erent renderingsystems and visibility modules 
ould be hooked together and tested for per-forman
e with relative ease.Both of these designs are presented with the intention that they willbe developed further and a
tually implemented during the 
oming summer.The 
ore fun
tionality of the CDT visibility algorithm is des
ribed fairlyrigorously here, but many suggestions for further exploration are in
luded.Thus the next phase of work on it 
an be expe
ted to in
lude 
reation of ana
tual usable implementation of the 
ore fun
tionality, plus further delvinginto the questions left open here. The VISAPI is presented primarily as1



a 
on
eptual whitepaper, with some depth at points, but without strong
ommitment to any details given yet. The next phase for VISAPI is topro
eed from the motivation and general dire
tions given here to 
reating a
areful, well-thought-out, detailed API design.2 CDT-Assisted Conservative VisibilityWe have developed a new algorithm for 
onservative visibility 
al
ulation.The intent is to make possible the rendering of extremely large datasetswhi
h 
an not be viewed eÆ
iently on even the latest graphi
s hardwareusing existing algorithms. We spe
i�
ally aim to deal with the \generalized"visibility 
ase, whereby we do not wish to assume any a priori knowledgeabout the indoor/outdoor nature of the s
ene. An algorithm is desired whi
hwill perform well in a mixed walkthrough environment, 
omposed of buildingswith high levels of both interior and exterior detail, and a viewer that 
antravel anywhere in the s
ene (both looking into and out of buildings, notably).The basi
 premise we are working on is that there is some existing ba
k-end whi
h is 
apable of rendering a reasonably sized s
ene, but not a s
eneof the magnitude we wish to explore. The ultimate bottlene
k is of 
oursethat on
e the s
ene data be
omes large enough that it 
annot �t in graphi
shardware memory (or even main system memory), performan
e will suddenlybe
ome intolerable as thrashing o

urs. Hen
e we wish to do some pro
ess-ing that 
an 
lassify large 
hunks of s
ene data as invisible from a givenperspe
tive, while pulling in as little of the a
tual s
ene data as it 
an (sin
eevery extra datum a

essed may be the one that leads to a disk hit), andthen retrieve and pass to the ba
k-end renderer only that (hopefully mu
hsmaller) portion of the s
ene data that is left.It is not at all important that the visibility 
lassi�
ation be exa
t. It isvital however that it be \
onservative." By this term, we mean that nothingmay ever be mis
lassi�ed as invisible. Classifying invisible items as visiblehowever is �ne, sin
e the ba
k-end renderer will deal with 
ulling them outwhen 
omputing the exa
t visibility solution on the remaining \
onservatively
ulled" data set.
2



2.1 Ba
kgroundThe algorithmwe have developed is super�
ially similar to the Weiler-Athertonhidden surfa
e removal algorithm [Weiler-Atherton, 1977℄. Spe
i�
ally, weutilize the notion of being able to 
ompute exa
t visibility on any datasetby starting with a rough front-to-ba
k ordering of s
ene geometry, and thentraversing it linearly, with re
ursion only to 
orre
t errors in the original sort.However, we will be applying that traversal to various abstra
tions other than\real" s
ene geometry and e�e
t a 
onservative visibility 
ull rather than anexa
t visibility 
omputation on the real s
ene.Also we will not be using the 
lipping algorithm presented by Weilerand Atherton at all. Rather, we suggest a novel method for 
lipping anddepth order resolution that requires only an eÆ
ient method for in
remen-tally tessellating a 2-d spa
e and indexing into that tessellation. For this, were
ommend using the high-eÆ
ien
y in
remental CDT program written byDani Lis
hinski [Lis
hinski℄.2.2 Core algorithm2.2.1 Simple CDT 
lipping and depth orderingThe �rst thing to des
ribe is how we 
an use the CDT to e�e
t obje
t-pre
ision 
lipping and depth ordering. To begin with, assume that we dohave a 
orre
t front-to-ba
k ordering for some set of polygons. Start withthe �rst polygon and enter it in a re
tangle representing the s
reen-spa
eproje
ted view at obje
t pre
ision, maintaining a CDT over that re
tangleas you do so. Then pro
eed on down the list of polygons doing likewise, butat ea
h step, �rst test the new polygon against the CDT. Any parts of apolygon whi
h end up in spa
es that have already been drawn in the CDTare o

luded and may be 
ulled. This 
on
ept is illustrated in �gure 1, wherepolygon A fully o

ludes polygon B and partially o

ludes C. Given 
orre
tdepth ordering, they are drawn in alphabeti
al order, and B 
an be safelyremoved sin
e it is tested and found to be fully within the area already drawnby A. C is tri
kier, sin
e it is not fully en
losed, and for 
onservative visibilitythere are two possible a
tions to take, both legitimate: subdivide C into twopie
es, one of whi
h is fully en
losed by A, and remove that one, or simplyleave C marked as 
onservatively visible.Next let's relax the 
onstraint that our initial ordering is perfe
t and seewhat impa
t that has. To handle the possibility of polygons being traversed3
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Figure 1: Depth resolution via front-to-ba
k bu�ering.out of order, there must be a method of dete
ting the misordering and 
or-re
ting it. In the original Weiler-Atherton algorithm, this is easy be
ause theoutput of their 
lipper is in the same domain as the input: polygons withholes, in 3-spa
e. For our method as des
ribed so far, however, informationis lost when writing the results into the CDT, sin
e only two dimensions areretained. To keep depth information for later testing, we need to store, forea
h triangular region, the depth values at ea
h of its 
orners. Note that we
annot simply store the depth value at ea
h 
orner a
ross the CDT, either,sin
e a single 
orner may represent a z dis
ontinuity and have multiple valuesfor the various triangles 
oming together at it. This is illustrated in �gure 2,where we see a single 
orner in a nominally 2-dimensional CDT is a
tuallyrepresenting a pair of 3-dimensional points with di�erent z values. Also notethat naively atta
hing the z values to the triangular regions will not work,sin
e while axially aligned polygons are shown in the �gure, this is seldomgoing to be the 
ase { 3 points determining the plane of a polygon mustbe stored, or more if 
omplex obje
ts are allowed. The best representationwill probably involve maintaining ba
k-referen
es to the original geometryfor ea
h triangular region as the CDT is grown.So far this seems like a heavyweight 
omputation, and in fa
t as a gen-eral purpose exa
t hidden surfa
e eliminator it is 
learly inferior to Weiler-Atherton. However our desire only for 
onservative visibility is what makesit worthwhile. Be
ause the goal is only 
onservative visibility, there are a
-4
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Figure 2: 3-d dis
ontinuities in the \2-d" viewspa
e.tually two ways out of the general depth ordering problem. We 
an solve theproblem as des
ribed above by noting z values in the CDT, or we 
an shame-lessly dodge the issue by simply marking as mutually visible any groups ofobje
ts for whi
h a known depth ordering was not previously as
ertainable.As we will see shortly, failing to impose depth order on even large amounts ofthe s
ene is not ne
essarily a loss, due to the prospe
t of region-based 
ulling.2.2.2 O

luders/O

ludees and Bounding VolumesThe CDT-based 
lipping and depth-ordering algorithm thus far is still tryingfairly hard to be a low-performan
e exa
t visibility algorithm, but given thesense of how it 
ould work in an exa
t manner, and what basi
 relaxationsare possible on ordering, we are ready to begin generalizing further to attainhigh-performan
e 
onservative visibility 
ulling.First note two fa
ts about simple bounding volumes for o

luders ando

ludees. When testing for whether a polygon is o

luded yet, it is permis-sible to use any exterior bounding volume for it, sin
e if that is o

luded thenso is the polygon whi
h is fully 
ontained inside it. Likewise, when drawingo

luders into the CDT, any inner bounding volume may be used. Doingeither of these does not yield a 
orre
t exa
t visibility solution any longer,but is perfe
tly valid for 
onservative visibility.Suddenly, we have the ability to speed up the algorithm greatly by 
hoos-ing bounding volumes 
leverly. In order of in
reasing 
omplexity, we shall5




onsider: polygon bounding areas, obje
t bounding volumes, multi-obje
t(region) bounding volumes, and hierar
hi
al spatial subdivision stru
tures.We look �rst at simple bounding areas (fully en
losing o

luders or fullyen
losed by o

ludees). These 
an be used as a basi
 measure to a

eler-ate our visibility algorithm when the polygons 
ould otherwise be arbitrarily
omplex shapes. Shapes originally possessing lots of verti
es, 
on
avity, andholes 
an be translated to simple axially aligned re
tangles, for example (atraditional 
hoi
e of bounding box), thereby making the 
lipping tests mu
hfaster and the CDT insertion 
ost mu
h lower. Note that a non-traditional
hoi
e of triangular bounds may be more appropriate for this algorithm how-ever, be
ause of the CDT insertion fa
tor. It is worth exploring di�erenttypes of bounding volume generation for this visibility algorithm.Next, it is very sensible given typi
al hierar
hi
al modeling te
hniquesto group polygons together into \obje
ts", for whi
h it then makes sense togenerate simpli�ed bounding volumes. Obje
ts 
an be in
redibly 
ompli
atedto provide a ri
h visual experien
e, but a mu
h 
oarser bound is often justas good as the real thing for determining 
onservative visibility.Above the level of obje
ts (whi
h are typi
ally something like 
onne
ted,
losed, 
omplex polyhedral surfa
es), it is also intuitively appealing to lookat bounding various groups of polygons, logi
ally related or not, to simplifythe geometry being pro
essed by our algorithm. (O

luding one of thesesimple bounding volumes is a rapid 
omputation if su

essful, whi
h then
ulls potentially huge amounts of 
ontained geometry immediately, nevereven tou
hing the data stru
tures for the a
tual 
ontents.)How to generate these groups is an open question, but a simple yet pow-erful observation is how these bounding volume visibility pro
essing 
on
epts
an be legitimately applied to arbitrarily deep and 
ompli
ated hierar
hies ofbounding \
ells" in a global spatial subdivision stru
ture. Many su
h stru
-tures have been explored and we will look next at applying some of them toreveal the full bene�ts possible with our visibility algorithm.2.2.3 Spatial Subdivision Cell Stru
turesCells in a spatial subdivision stru
ture (su
h as a BSP tree or kd-tree) arebasi
ally just spe
ially 
rafted bounding volumes. One desirable feature of-ten present is the ability to provide a guaranteed-
orre
t (and often unique)front to ba
k traversal from any viewpoint in the stru
ture. Another is ahierar
hi
al nature, su
h that large bounding volumes 
an be tested for a6



de
ision pro
edure �rst, that will either return true or false for the entirevolume (thereby a�e
ting all the 
ontents at on
e), or get applied to sub-volumes re
ursively if the parent volume's result was indeterminate. (Thesefeatures are ea
h true for both BSP and kd-trees.)Thus it is safe to make the following assumptions when using su
h asubdivision. We 
an get a valid front-to-ba
k ordering of 
ells from anyviewpoint, just from the tree stru
ture itself, and therefore any 
ontents ofthose 
ells whi
h are fully 
ontained in the 
ells will also be ordered 
orre
tly{ no further depth testing is needed! If it 
an be shown that a 
ell is fullyo

luded, then all of its sub
ells, and any fully 
ontained obje
ts in the 
ell,are known to be o

luded as well and do not need to be examined at all.If a 
ell is not deemed fully o

luded, it may still have sub
ells whi
h 
anbe examined before traversing further ba
k, and be subje
t to individualo

lusion, without violating our ordering assumptions.2.2.4 Core AlgorithmAssuming that all 
ell 
ontents are fully 
ontained, we 
an now propose avery simple 
ore visibility algorithm that integrates the observations madeso far. Start with the tightest 
ell around the 
urrent viewpoint, and tra-verse away from the viewer (possibly expanding into larger 
ells as you go).At ea
h step, take any obje
ts 
ontained in the 
urrent 
ell that are to betreated as o

luders (or an inner bounding volume thereof), and draw theirproje
tion into the s
reen-spa
e CDT. First, however, test the 
ell boundaryagainst the CDT so far: if it falls entirely within a drawn region (from previ-ous, ne
essarily more-forward 
ells) then it is o

luded and all its 
ontainedo

ludees may be dis
arded!Figure 3 illustrates this in two dimensions. Neither of the large lines o
-
ludes mu
h alone, but they are traversed in the �rst two 
ells, and theirsubsequent shadow volume (plus area automati
ally 
ulled outside the frus-tum) o

ludes the entire right half of the tree. The next volume to traverseshould be the parent volume 
overing the entire right half, whi
h tests asfully en
losed in the already drawn area of the view-spa
e proje
tion andgets removed. Impli
itly, all its 
hild nodes and their 
ontents get removedfrom visibility 
andida
y as well, without ever having to be expli
itly tra-versed. (If full o

lusion did not o

ur, re
ursive subdivision 
ould happen,and the sub-
ells would be tested for total o

lusion. Only failing o

lusionon all 
ells do we end up testing individual obje
ts { or de
iding to just pass7



them through as 
onservatively visible on
e it seems that too mu
h time isgoing into our 
al
ulations.)

Figure 3: Two polygons together o

lude all of the right hand parent 
ell.Note that this \
ore" algorithm impli
itly retains any in
ident (non-
ontained) o

ludees as 
onservatively visible, sin
e it 
an draw no 
on
lu-sions about them. This is an important 
ase for whi
h to look at alternatetreatments, as we do in the extensions below.2.3 Extensions to Core AlgorithmBeyond the 
ore algorithm des
ribed above, various extensions are possibleto the general idea. The following are some that we de�nitely intend toexplore during the next phase of development.2.3.1 Non-Contained O

ludersIt is not always possible or desirable to to make all obje
ts be fully 
ontainedin some reasonably tight 
ell boundary. If we wish to use su
h in
ident (notfully 
ontained) obje
ts as o

luders, then a naive implementation may yieldthe error illustrated (in 2-d) by �gure 4.In this �gure, we see a large polygon in
ident on the �rst (left-hand)
ell, and some small polygons both in front and behind it, fully 
ontainedin the se
ond (right-hand) 
ell. How to handle the in
ident polygon as ano

luder is not 
lear, even though it would be desirable to do so as it is largeand 
ould potentially o

lude lots of other things. If we en
ounter the largepolygon in the �rst 
ell, and treat it as a normal o

luder, writing it into theCDT, then the polygon in front of it will be in
orre
tly removed when the8



Figure 4: In
ident polygon. (Naive treatment yields in
orre
t results.)se
ond 
ell's obje
ts are explored and deemed fully en
losed by its shadowand impli
itly behind it (whi
h is the in
orre
t assumption). Simply notletting the in
ident polygon a
t as an o

luder (not writing it to the CDT)gives a 
orre
t 
onservative visibility solution, but makes the 
learly o

ludedobje
t behind it get passed through as visible, simply be
ause we were notsmart about dealing with the large in
ident o

luder in this parti
ular spatialsubdivision. The alternative to this 
hoi
e (given the existen
e of useful butin
ident o

luders) is to do the 
ompli
ated depth storage in the CDT. Thuswe pay a high pri
e be
ause suddenly we need to start maintaining andtesting depth in the CDT for everything whereas before we did not need todo so for anything.What follows is one possible way to 
ompare the relative value of ea
hmethod. If most o

luder geometry 
an be stored as 
ontained (perhaps withfragmentation into several 
ontained polygons), then we should try to avoidthe overhead of depth bu�ering at the 
ost of having a slightly looser visibilitybound. Notably if a suÆ
iently general spatial subdivision (e.g. BSP) is used,su
h that 
ontainment 
an be almost guaranteed (the ex
eption being 
aseslike 
y
li
 overlap), then depth bu�ering should not be done as it will gainalmost nothing and 
ost a lot in overhead.9



On the other hand, if for example an axially-aligned tree stru
ture is used,and an antagonisti
 geometry is present whi
h 
an not be separated at all,then 
learly depth bu�ering must be used to gain anything at all from thisalgorithm!It is worth testing the relative 
omputational weights of these methodsexperimentally. We should also see if we 
an 
ome up with a good heuristi
for swit
hing between them based on a pre
omputation pass over the 
ontentsof the spatial subdivision DB.2.3.2 Non-Contained O

ludeesSimilar analysis 
an be applied to in
ident o

ludee geometry. For now it issimply worth noting that su
h a 
onsideration exists, but when pro
eeding toimplement the 
ore algorithm for real, and analyze extensions more 
losely,it seems 
lear that 
oming up with a 
lever treatment for in
ident o

ludeeswould be a major performan
e gain (or loss, if done in
orre
tly).2.3.3 Silhouettes (and other advan
ed bounding reps)Various advan
ed bounding representations for geometry may be possiblethat 
ould signi�
antly assist this parti
ular algorithm in being highly eÆ-
ient. For example, it seems intuitive that if we 
an group geometry intoobje
ts, where one obje
t is known to be fully in front of another, then the2-d silhouette of the obje
t proje
ting in viewspa
e is entirely suÆ
ient forthe CDT update. It is desirable to explore the possibility of maintainingsilhouette data eÆ
iently. In addition to just dete
ting fully ordered 
ases,it may also be possible to atta
h \just enough" 
ontour information to asilhouette to make dynami
 depth testing highly eÆ
ient.3 Visibility APIThe se
ond major 
omponent of this AUP is the preliminary design andmotivation for a visibility API (VISAPI). Mu
h is left to be done on the realdesign for this, but it is important to see why the �nal goal is desirable, andwhat the overar
hing impa
ts of the high-level goal should be during the �rstreal design phase. 10



3.1 Abstra
t GoalsThe high-level purpose of VISAPI is to fa
ilitate exploration in visibilityalgorithms, by supplying an interfa
e between a rendering system and avisibility 
omputation module. Given this API, di�erent rendering systemsand visibility modules 
ould be hooked together and tested for performan
ewith relative ease. Currently no su
h API exists. Hen
e it is desirable for usto work on making su
h a thing exist at all, but also important to pro
eed
arefully and think hard about the design de
isions we make in the pro
ess,as there is not mu
h in the way of known good prior art to work from.3.2 Design ParadigmsProbably the biggest 
hallenge in designing VISAPI will be de
iding exa
tlywhere to put the abstra
tion barrier between the renderer and visibility mod-ule. We need something that has \obviously ne
essary" features dire
tly in-tegrated in the 
ore data stru
tures, for eÆ
ien
y, but we also do not wantto make too many assumptions about what is or is not going to be part ofany given user system. It will be ne
essary to say at some spe
i�
 point thata given visibility algorithm is strange enough that it 
an not be implementedeÆ
iently using this API, but that su
h an algorithm is unlikely enough tobe useful that it is okay.The 
urrent intention is to design a 
ore API that in
ludes dire
t supportfor various auxiliary data stru
tures that we 
onsider important to 
ommonvisibility algorithms, and for typi
al pro
edure 
alls. This 
ore fun
tionalityis only spe
ial in that support for it is hardwired in the API for maximaleÆ
ien
y though { a given user of the API may or may not �ll in and makeuse of all the stru
tures. It should also be possible to add any further dataand pro
edural support via a generi
 interfa
e.3.3 Early Design SuggestionsSome data that 
learly must always be passed in dire
tly on entry to the vis-ibility module are 
urrent viewpoint lo
ation and view frustum information.Spe
i�
 additional data stru
tures that we do also wish to have in the 
orespe
i�
ation in
lude: 
ells, 
ell portals, and winged-edge or silhouette data(for o

luder fusion algorithms). Pro
edural support should be in
luded forordered (front-to-ba
k or ba
k-to-front) traversal of the dataset, and should11



probably be implemented via a 
allba
k interfa
e { the user appli
ation wouldset up the visibility module by passing in a pointer to any traversal methodsit implements, and the visibility module 
an then 
all any that are availableas it needs them.Additionally, it is very desirable to have some way to preserve state be-tween 
alls to the visibility module in a way that allows reuse of existingdata and exploitation of temporal 
oheren
y in a typi
al walkthrough styleof appli
ation. How best to do this is not yet 
lear, but 
ertainly it wouldbe a bad idea to spe
ify the 
ore proto
ol su
h that the entire s
ene (evenby referen
e) must be passed in again on every 
all to the visibility module.Beyond that, referen
es should be used, the visibility module should be 
on-sidered internally stateful, and probably some 
ore methods for informing thevisibility module of 
hanges to the s
ene database would be good, therebyallowing it to maintain an internal pro
essing 
a
he, updated only when itdete
ts 
hanges in its working invariant, or when the appli
ation signals a
hange to the a
tual s
ene data.4 Summary Con
lusionsThis term has seen a lot of brainstorming over ways to atta
k the hard prob-lem of visibility a

eleration for generalized extremely-large-s
ale datasets.The results des
ribed here en
ompass the best ideas so far, in a form suÆ-
iently mature to be further developed by the graphi
s group over the 
ourseof the summer, with 
on�den
e that the results of pursuing them will bemeaningful and produ
tive. It is expe
ted that these methods will help ad-dress both the immediate problems inherent in rendering of the MIT andCambridge datasets, plus serve as a platform for more broad-based explo-rations in the long run, both at MIT and elsewhere.Referen
es[Lis
hinski℄ http://www.
s.huji.a
.il/ danix/
ode/
dt.tar.gz[Weiler-Atherton, 1977℄ K. Weiler and K. Atherton. Hidden surfa
e removalusing polygon area sorting. Computer Graphi
s (Pro
. of SIGGRAPH77), 11(2):214-222, 1977. 12


