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Abstract

In this paper, we introduce a scalable Video-on-Demand
(VoD) system called GloVE (Global Video Environment) in
which active clients cooperate to create a shareable video
cache that is used as the primary source of video content
for subsequent client requests. In this way, GloVE server’s
bandwidth does not limit the number of simultaneous clients
that can watch a video since once its content is in the co-
operative video cache (CVC) it can be directly transmitted
from the cache rather than the VoD server. Also, GloVE
follows the peer-to-peer approach, allowing the use of low-
cost PCs as video servers. In addition, GloVE supports
video servers without multicast capability and videos in any
stored format. We analyze preliminary performance results
of GloVE implemented in a PC server using a Fast Ethernet
interconnect and small video buffers at the clients. Our re-
sults confirm that while the GloVE-based server uses only
a single video channel to deliver a highly popular video si-
multaneously to N clients, conventional VoD servers require
as much as N times more channels.

1. Introduction

The growing interest in delivering video content to users
poses the need of devising new ways to distribute contin-
uous media in real time which demands large amount of
network bandwidth. From the client point of view, which
wants to watch the video content (e.g., entertainment, edu-
cational), the main requisite is to access it instantaneously
and at any time. On attempting to answer the user needs,
many research efforts have been made in the area of so-
called Video-on-Demand (VoD), which covers techniques
for storing, processing, accessing, and distributing video
content [10].�This work was partially supported by the Brazilian agenciesFINEP
and CAPES.

The VoD systems have three main components: (1) the
VoD server that stores videos; (2) the clients that request
and playback video content; and (3) the content distribution
network that is responsible for interconnecting clients and
server. We concentrate on VoD servers that work with con-
stant bit rate (CBR) videos, the maximum number of simul-
taneous streams aka the number of server’s logical chan-
nels that a given server can sustain is equal to its network
bandwidth divided by the video’s bit rate. For example,
a low-cost PC server with a Fast Ethernet NIC that stores
and transmits MPEG-1 videos1, supports mostly 66 logical
channels. At the client side, the hardware used can be either
a PC or a set-top-box. On assuming a packet communica-
tion network as the distribution medium, it becomes neces-
sary at least a small buffer at the client to hide the network
jitter.

When analyzing VoD systems, we must keep in mind
two main performance metrics: scalability - related to the
amount of simultaneous clients to which the VoD server can
deliver video and latency - characterized by the time interval
between a video request and starting the video playback.

In conventional VoD systems which are based on the
client/server paradigm, a unicast stream is established to
each client that requests a video, making the maximum
number of simultaneous clients proportional to the logical
channels available at the server. As an advantage, the la-
tency of this kind of system is minimum. However, if the
audience is larger than 66 clients connected to a VoD server
by a low-cost Fast Ethernet switch, that approach becomes
unfeasible even using just one MPEG-1 video.

One way to reach server scalability is to adopt broadcast-
ing techniques, where streams of the same video are trans-
mitted in different channels with delay intervals according
to a given sequence, allowing clients to access any chan-
nel. In this approach, Latency is a significant problem as
the time interval between the video request and the next
scheduled stream can be long, depending on the number of

1MPEG-1 normal bit rate is near 1.5Mbps.



channels being used to transmit the video. In the best case,
using all channels of a Fast Ethernet to transmit a two-hour
MPEG-1 video, with the time interval of approximately 110
seconds between streams, an average latency of 55 seconds
is generated, which may be intolerable. It also makes im-
possible the transmission of different videos because all the
channels are in use. In the opposite side, maximizing the
number of videos as much as the number of channels, the
time interval between video streams of the same video be-
comes its own complete playtime, resulting in an average la-
tency around 3600 seconds (one hour) for two-hour videos.

Many recent works focused on stream reuse techniques
that attempt to combine high scalability with low latency
such asBatching[5], Stream Tapping/Patching[4, 7] and
Chaining[14].

In the batching technique, video requests are queued un-
til the amount of requests reach a certain threshold or a timer
expires. At that moment, a multicast stream is initialized by
the server, feeding the members of the queue. Although
batching reduces the use of network bandwidth, it proba-
bly generates higher latency to the first clients that make
requests, privileging the late ones.

Two similar techniques, Stream Tapping and Patching,
follow the principle that clients have enough capacity to re-
ceive at least the double of the video bit rate. When a client
is the first to request a video, the server starts a complete
multicast stream to it. When a second client asks for the
same video, it will be inserted in the group of receivers of
the already active stream, and starts buffering the content
that has arrived. At the same time, the server establishes
a second stream to the new client, aka patch, with the ini-
tial video sequence lost in the complete stream. This patch
will be proportional to the interval between the newer re-
quest and the first request, so longer patches will be created
according to clients arrivals, which requires high capacity
buffers at the clients.

Although these techniques show good results, they do
not consider the possibility of reusing video content stored
at client’s local buffers. By exploiting this characteris-
tic it is possible to migrate the VoD system model from
the client/server to the peer-to-peer (P2P) model, so as to
solve the bandwidth problem of the server by retrieving as
much as possible video content from clients rather than the
server. Chaining takes advantage of this characteristic by
creating buffer chains, so that clients become video content
providers of other clients. However, chaining has two limi-
tations: the impossibility of clients to reuse the chain stream
when the initial part of the video was discarded by the last
client and lacking of a strategy to deal with a break in the
chain.

Based on a hybrid approach that uses concepts of Patch-
ing and Chaining, but emphasizing the peer-to-peer model,
we introduced in previous works the technique called Co-

operative Video Cache (CVC) [8, 9]. Essentially, CVC con-
sists of treating local buffers at the clients as components
of a global memory capable of offering video content in re-
sponse to client requests. In this way, clients become prefer-
ably providers of new multicast streams, reducing the de-
mand on the server. Whenever possible, patches to recover
lost initial video sequences are also sent by other clients in-
stead of the server (the Figure 1 illustrates main differences
between Patching, Chaining, and CVC).
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Figure 1. Difference between the techniques:
Patching, Chaining, and CVC

The original proposal of CVC assumes that the server
could deliver multicast streams following the push mode2

and the utilization of MPEG video. Instead of the simulated
approach used in the previous works, we developed at the
Parallel Computation Laboratory (LCP) of COPPE / UFRJ
a real prototype called Global Video Environment (GloVE)
to demonstrate that the main concepts of CVC can be used
to aggregate scalability to VoD servers without multicast,
adopting the pull mode, and using any compression pattern.
GloVE uses a central manager that is responsible for co-
ordinating the access to the distributed global memory of
video content made up by the local buffers at the clients,
alleviating the use of logical channels of the server.

In this paper, the main characteristics of GloVE imple-
mentation and operation are described as well as its prelim-
inary performance results. In particular, we address the vi-
ability of GloVE development and the economy of server’s
channels that can be obtained when employing CVC in
combination with conventional servers, paying attention to
the influence of the buffer size on the server’s occupation of
logical channels.

This paper is structured as follows. In section 2, we de-
scribe CVC and new extensions we propose to it. The most
important characteristics of the GloVE system are exposed
in section 3. Section 4 shows the performance of GloVE

2In push mode, the stream rate is set by the sender based on the video
playback rate. Otherwise, using pull mode, the receiver defines the rate
of the stream because it requests small parts of the content for a given
frequency, according to its need.



prototype under several workloads. Finally, our conclusions
and future work are presented.

2. Cooperative Video Cache (CVC)

The CVC technique employs a global management of
the client’s local buffers. To reuse the distributed content,
it uses the capacity of the technique Chaining [14] to create
buffer chains with the opportunity of applying patches to
multicast streams developed by Patching [7], allowing the
implementation of scalable and interactive VoD systems.

In this section, we describe briefly the main characteris-
tics of CVC’s original proposal and the extensions proposed
by us to make possible the usage of CVC with servers with-
out multicast support, operating in pull mode, and using any
continuous media format. We also show the aggregation
of Batching[5] concepts with CVC to upgrade the perfor-
mance when using this kind of servers.

2.1. Original proposal

In [8, 9], are defined the access granularity and the basic
operation of CVC based on multicast capable servers using
push mode.

Access granularity: The client’s buffers are managed
globally using as access unit the Group of Frames (GoF).
This group represents a self-contained set of frames defined
by the MPEG Standard, that has an associated timestamp
which allows random access to them.

Basic operation:When a client requests a given video3,
the manager looks for information in its metadata table of
active clients. If possible, depending on the interval be-
tween this video request and earlier one, it tries to: reuse
active multicast streams using another client, aka. collab-
orator, to send a patch stream recovering the lost GoFs; or
create a new chain establishing a new complete multicast
stream from an earlier client, aka. provider, that still have
in its local buffer the first GoF. If these two possibilities are
discarded, another channel of the server will be occupied to
send content to the requester.

According to the arrivals of clients in the system4, a
buffer chain tree like the one presented in Figure 2 takes
place.

2.2. Extended approach

Focusing on the existence of a significantly amount of
video servers that do not have multicast support, and the
possibility of usage of any continuous media format, we
propose these following extensions to CVC.

3In this paper we consider a video server storing only one video to make
easy the explanation.

4The time when the client issues a video request.

Server

BUFFER

BUFFER

BUFFER

BUFFER

BUFFER

BUFFER

BUFFER

BUFFER

BUFFER

time

multicast multicast

multicast

Figure 2. Buffer chains tree generated by CVC

Independence of continuous media format:The ma-
jority of servers treat the continuous media as a sequence
of bytes, grouping them in blocks [15]. This characteristic
must be taken into account when designing the CVC based
VoD system, trying to make compatible CVC’s and server’s
access granularity. In order to do so, we chose the block
instead of GoF as the system access unit (the Figure 3 illus-
trates the relationship between blocks and GoFs, showing
that one block may have pieces of two or more GoFs).
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Figure 3. Relationship between blocks and
GoFs

Support for unicast servers: In our approach, we mod-
ified the operation of CVC to accommodate the usage of a
unicast server working in pull mode. The resultant algo-
rithm works as follows:

1. Every transmission from the server to the client is done
through an unicast stream in pull mode, where the
client will request video blocks every time exists a free
position in its local buffer;

2. If in the moment that a second client issues a request
the first video block remains in its local buffer, it will
become the provider of a new multicast group com-
posed initially by the requester. Note that the block
transmission uses the push mode, synchronously to the
video exhibition occurring in the provider, so every
time one block is sent to the video decoder, another



is sent to the multicast group. Otherwise, the server
starts a new stream to the client.

3. When other clients arrive in the system, the manager
chooses the provider among: a) clients that do not
have discarded the first block of the video; and b)
clients already providing a stream to a multicast group.
Note that when a client that is already providing is
chosen, a patch stream must be created from server5.
The precedence order used by the manager have reper-
cussion on the number of clients that become content
providers. This total of providers, plus the streams
from the server, defines the amount of active streams
in the systems, and consequently, the aggregated band-
width used by the entire system.

Improving cooperation with Batching concepts: The
usage of synchronously transmission with exhibition has a
drawback: the client will be able to provide only when the
occupation of its buffer hits a min level, aka. prefetch limit.
Until the first client reaches this limit, later requests will be
handled by the server through unicast streams, due to the
usage of servers without multicast stream which do not al-
low patch. So if the client arrival rate6 is high, many streams
will be created, significantly occupying logical channels of
the server. To overcome this problem, aka. prefetch effect,
we introduced Batching concepts in the system as follows.
As clients arrive in the systems, the manager put them in
the multicast group that will be provided by the first client
(Figure 4).
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Figure 4. Buffer chains tree generated by the
extended approach

In this way, when its local buffer hits the min level of
occupation, it will start sending blocks to the video decoder

5The creation of patches from a collaborator client defined inthe orig-
inal proposal of CVC is not used in this paper.

6Frequency of client’s requests.

and also to its multicast group. This approach doubles the
max latency, however it is not a significant problem because
it still very short and the increase in its average is negligible.

In practice, this extended approach causes a simple shift
on the buffer chains tree so its source change from the server
to the first client that arrives in the system. This can be seen
comparing the Figures 2 and 4.

3. Global Video Environment (GloVE)

The GloVE prototype developed at the Parallel Compu-
tation Laboratory at COPPE / UFRJ implements the ex-
tended CVC approach described before. It behaves like a
P2P system with a centralized metadata component respon-
sible for monitoring the video content distributed among
client’s local buffers, allowing its reusage through streams
between clients. The main components of the system are
the CVC Manager (CVCM) and the CVC Client (CVCC),
but we also have to remind and define the other VoD com-
ponents: the server and the distribution network (the Figure
5 summarizes the system diagram).

CVCM - CVC Manager
CVCC - CVC Client
VS   - Video Server

CVCC(n)

Switch

CVCC(1)
CVCM

VS

Figure 5. Diagram of GloVE

In this section we present general issues of implementa-
tion of the prototype and the characterization of the system
components.

3.1. Implementation issues of the prototype

The system was developed in Linux, using RedHat 6.2
tools, with the kernel 2.2.14 running over X86 hardware.
The main language used in the code is ANSI/ISO C. Some
parts of CVCC’s code had to be written with C++ because
of video server’s API. Also, it employs the concurrent pro-
gramming model with POSIX threads to allow the overlap
of computation and communication. All network transmis-
sion uses the UDP protocol aggregated to an application
level acknowledgment protocol, and multicast streams pro-
vided by clients adopt the IP Multicast functionality [6].



3.2. System components

In this subsection we will describe the four components
of a GloVE VoD system: distribution network, server, CVC
Client, and CVC Manager.

Distribution network: The system was developed to
operate over Ethernet networks, using switches to intercon-
nect the clients to each other and to the server, offering the
wide bandwidth and predictable response times required for
multimedia applications. Note that its benefits and the re-
duction of costs are making it the default interconnection
solution in enterprise, academic and similar environments.
As explained before, GloVE uses IP Multicast which im-
proves the importance of switches in the system because
they will act as filters, delivering multicast packets only to
clients belonging to the group of receivers7.

Video server: The design of GloVE assumes the exis-
tence of three features in the video server: unicast streams,
pull mode, and continuous media management as a se-
quence of randomly accessible blocks. We adopted in our
experiments a modifyed version [3] of the Randomized I/O
(RIO) multimedia server [13], tuning it to operate as de-
scribed. RIO works with multimedia objects treating them
as a sequence of 128KB blocks. When a client wants con-
tent from server, it uses the RIO API to establish a ses-
sion with a given bit rate. RIO uses this value to make a
reservation of bandwidth to guarantee the content delivery
to the client in the given rate. After opening the session,
the client start to request blocks in sequence, one at a time.
If the block request rate is higher than the initial set rate,
the server sends the content in burst mode according to its
resources usage. The admission control is based on the ses-
sion set rates, so if the sum of all opened session rates reach
the server network bandwidth, no more session will be cre-
ated until some client closes its session.

CVC Client (CVCC): It works basically as a client side
buffer controller, having three main tasks: request / receive
blocks to feed the buffer, retrieve blocks from the buffer
and send them to the video decoder software, and also send
blocks through multicast when signalized by the CVCM
(Figure 6).

These tasks are executed by five threads:ReadRIO- es-
tablishes a session with RIO, retrieves blocks and puts them
into the buffer;ReadUDP- receives blocks from provider’s
send multicast group and stores them in the buffer, unblock-
ing the thread Recover if some block is lost;Play/Send-
still blocked until the buffer occupation reaches the prefetch
limit, then it starts sending blocks from the buffer to the
video decoder through a pipe and to its send multicast group
when warned by the thread Control;Control - stays blocked
waiting for a message from CVCM to start / stop provid-

7In many level 2 switches, the support for IP Multicast is given by the
technique called IGMP Snooping [1].
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Figure 6. Diagram of CVCC

ing; andRecover- still blocked until a block is not received,
when contacts CVCM asking for a new provider, so if some-
one is found it restarts the thread ReadUDP, on the contrary
creates a new session with RIO.

The control of concurrent accesses of these threads to the
buffer follows a bounded buffer semaphore based algorithm
[2] for producer-consumer. As the cited algorithm discards
the content consumed immediately, we lightly modified it
with a new discard policy so that the first block stays in
the buffer as long as possible, increasing the opportunity of
reusage.

We used in the design of GloVE the Linux video decoder
called MpegTV Player (MTV) [11], using its feature of re-
ceiving content from stdin. Once started, MTV will read
content from this file descriptor, which is linked to our ap-
plication through a pipe. Using this approach we can syn-
chronize all the system with its read rate, which is set by the
video bit rate.

CVC Manager (CVCM): The CVCM keeps a structure
with information relative to active clients, such as playing
block, sending block, and time related features. Based on
these data it categorizes the clients using the state machine
presented in Figure 7.

a
b c

d

e f

g

h
i

1

2 3

6

4 5

prefetching

playing
without

discarding

providing
reusable
stream

blocked
to

 provide

playing
and

discarding

providing
not reusable

stream

Figure 7. State transition of clients



The events that cause state transitions are: a) the client
requests the video; b) the occupation of the local buffer
reaches the prefetch limit without the reception of a mes-
sage asking to provide content; c) the client already received
the warning to start providing as soon as possible and the
prefetch limit is reached; d) the client is warned to send
content before discarding the first block; e) the client start
discarding blocks without providing; f) the stream provided
reaches the patch limit, where patch can not be applied; g)
all the previous receptors of the provided stream requested
its substitution; h) the client is warned to substitute a given
provider; and i) see g.

Based on this approach, a new video request can be satis-
fied by clients belonging to three states: 1 - using the Batch-
ing strategy proposed before; 2 - creating a new complete
multicast; and 3 - inserting the client into an active multi-
cast group plus a patch stream from server.

4. Performance results

This section describes the methodology adopted to eval-
uate the GloVE VoD system. First it characterizes the ex-
perimental environment and the workload, then later dis-
cusses the obtained results.

4.1. Experimental environment

Our environment has 6 PCs, configured as the Table 1,
interconnected by 3Com’s SuperStack II 3300 Fast Ether-
net switch8. One of these PCs runs the RIO server and
the CVC Manager using as storage device one Ultra2 SCSI
IBM Ultrastar 18ES hard drive, with 9,1GB and sustainable
transfer rate between 12.7 and 20.2MB. Another PC is used
for workload generation and system monitoring. The four
remainder run instances of clients.

Item Description

Processor Intel Pentium III 650MHz
RAM 512 MB
NIC Intel EtherExpress Pro 10/100
OS Linux 2.2.14-5.0

Table 1. Configuration of the machines

4.2. Workload definition

We used a Poisson Process to create a log with a se-
quence of intervals between client arrivals, ranging from

8This is a level 2 switch that uses IGMP Snooping to filter IP Multicast
traffic.

1 to 120 clients/min. So this log is read by the workload
generator machine, who sends rsh requests to the machines
responsible for the execution of clients on a round-robin
fashion. The video employed in the tests is composed by
the initial 3550 seconds of the Star Wars IV movie, codified
in MPEG-1 NTSC (352 x 240 resolution, 29.97 frames/s),
which has an average block play time of 0.69 s/block. Be-
cause of MTV’s high usage of CPU, we had to imple-
ment an decoder simulator to allow the execution of several
clients in each PC, where the amount become limited only
by RAM and network bandwidth. As like MTV, the simu-
lator reads 4KB at time from stdin, where the read time is
calculated using the average block play time.

4.3. Analysis of the results

This section discusses the performance results of GloVE
relative to a conventional VoD server and the influence of
the local buffer size. Extended results can be seen in [12].

Conventional server performance:As our base exper-
iment, we investigated the amount of simultaneous clients
supported by the RIO server, aka. the total of available log-
ical channels, over a Fast Ethernet network and MPEG-1
media. Initially, we used a network traffic tool to measure
the throughput of the server with only one client. The ob-
tained value was 1.7Mbps, demonstrating that RIO has an
overhead of 200Kbps per stream. The next test discovered
that the server can sustain 56 simultaneous clients, with a
96% occupation of the 100Mbps nominal network band-
width.

After that, we used this amount of clients to investigate
comparatively the performance of two operation modes of
GloVE, called CVC and CVC+Batching. The difference
between them is in CVCM’s choice policy, used to determi-
nate the provider of a new video request. While the former
limits the options of choice to clients in the states 2 and 3,
the latter can also choose clients in the state 1. The Table 2
presents the priority order of provider’s choice among dif-
ferent client states and the server used in this paper.

CVC CVC+Batching

newest client in state 2 newest client in state 2
newest client in state 3 newest client in state 3

server oldest client in state 1
- server

Table 2. Choice priority of GloVE’s modes

To compare the performance of GloVE with a conven-
tional VoD system, we adopted two metrics: occupation
rate and latency. The first is the percentage of utilization
of server’s logical channels which gives a feeling about



how scalable the system is. The second was previously
described. In the following topics, we present GloVE’s
and conventional server’s results using an intermediate lo-
cal buffer size at clients of 64 blocks (8MB), and the impact
of variations on the buffer size in the occupation rate with
CVCM running in CVC+Batching mode.

GloVE versus conventional servers:The effect of the
arrival rate (AR) on the occupation rate (OR) of the server
is demonstrated in Figure 8.
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While the OR of the conventional server remains unch
anged for all AR, the CVC mode has two different tenden-
cies, having as transition point AR=30. Until this value, OR
decreases according to the raise of AR, reaching its lowest
level (near 7%). However, to values of AR higher than 30,
OR starts to grow. This behavior is caused by the already
describedprefetch effect, which appears when the interval
between arrivals is higher than the prefetch time. As the first
client uses a server channel to request blocks as fast as pos-
sible until its buffer become full, the server sends the blocks
in burst mode to it, so that its buffer reaches the prefetch
limit (16 blocks9) in approximately 5 seconds. This is co-
herent to the occupation of 11 channels (OR=20) achieved
when AR=120, where the average interval among the ar-
rival of clients is 0.5 seconds, so that nearly 10 other clients
arrive in the system before the first could provide content.
When the CVC+Batching mode is used, the prefetch effect
disappears and just one channel of the server (OR=4) tends
to be used whenAR > 30.

The Figure 9 illustrates the effect of the arrival rate (AR)
on the latency (LT).

9We chose this value because it is equal to the half of the capacity of
the smallest local buffer tested (32 blocks).
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As described before, conventional server’s latency is
near to 5 seconds for all AR measured. The GloVE lightly
increases the latency to near 10 seconds for almost all mea-
sured AR. This happens because in the majority of the
cases, clients are provided by other clients, with a stream
rate proportional to the play rate, instead of the burst mode
used when receiving blocks from the server. Considering
that the block play time is 0.69 seconds, the prefetch of
these clients is equal to this value multiplied by the prefetch
limit (16 blocks), which is near to 11 seconds. As some
of the clients receive stream from server, the average la-
tency of the total clients become less than 11 seconds, which
confirms the figure’s curves. The small difference between
CVC and CVC+Batching is caused by the increase of server
streams needed by the first mode whenAR > 30 because
of the prefetch effect, which weakly reduces the average la-
tency.

Impact of the local buffer size: We analyze in this topic
the impact of the buffer size on the occupation rate (OR) for
arrival rates (AR) ranging from 1 to 60 clients/min, using
CVCM in the best performance CVC+Batching mode.

The Figure 10 shows that the buffer size defines the ini-
tial AR where the system become effective. For example,
taking OR=10 as the effective level, when using buffers
with 32 blocks that can store near 20 seconds of MPEG-1,
the AR must be 10 to get this level of channel saves. Using
the double capacity, 64 blocks, the minimal AR falls to near
the half, and the same proportion for 128 blocks buffer.

5. Conclusions and future work

In this work, we described the main concepts behind the
Global Video Environment (GloVE), a scalable and low-
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cost VoD system developed at the Parallel Computation
Laboratory at COPPE / UFRJ. GloVE is based on the CVC
stream reuse technique that creates a distributed repository
of video content using local buffers at the clients. In ad-
dition, GloVE implements extensions to CVC, by adding
support for conventional servers that works only with uni-
cast and by supporting any kind of continuous media as well
as using batching concepts to improve GloVE scalable per-
formance.

Overall, the experiments showed bandwidth reductions
near to 90% of channel occupation of the video server to
deliver a popular video for arrival intervals between re-
quests smaller than 20 seconds, using 16 MB buffers at the
clients (80 seconds of MPEG-1). The results also demon-
strated that our system needs just one channel to provide
a high popular movie with request rate higher than 30 re-
quests/min, even with small buffers of 4 MB. An disadvan-
tage was a slightly increase on the initial playback latency.
Furthermore, the total amount of clients is only limited by
the aggregated bandwidth of the distribution network.

Currently, we started the development of a new version
of the system to operate in heterogeneous environments,
where clients run under either Windows or Linux OS with
interoperability, and without multicast support at the level
of the distribution network. Also, we intend to extend the
experiments showed in this article considering MPEG-2 /
DIVX video titles in the server, with a given ZipF-like dis-
tribution of popularity, and mostly important to evaluate the
impact of VCR operations on the GloVE performance.

6. Acknowledgments

We would like to thank the rest of the Parallel Compu-
tation Laboratory team for the feedback on the write of this
paper. We also have to thank Adriane Cardozo and her advi-
sor, Edmundo Silva, for supporting us with the RIO server.

References

[1] 3Com.SuperStack II Switch Management Guide, May 2000.
[2] G. R. Andrews. Concurrent programming: principles and

practice, chapter 4. Benjamin/Cummings, 1991.
[3] A. Q. Cardozo. Mecanismos para garantir qualidade de

serviço de aplicações de vı́deo sob demanda. Master’s the-
sis, COPPE/UFRJ, Rio de Janeiro, RJ, Brasil, 2002.

[4] S. Carter and D. Long. Improving video-on-demand server
efficiency through stream tapping. InProceedings of the
Sixth International Conference on Computer Communica-
tions and Networks, pages 200–207, 1997.

[5] A. Dan, D. Sitaram, and P. Shahabuddin. Dynamic Batch-
ing Policies for an On-Demand Video Server.Multimedia
Systems, 4(3):112–121, 1996.

[6] S. Deering. Host Extensions for IP Multicasting.RFC 1112,
Network Working Group, August, 1989.

[7] K. A. Hua, Y. Cai, and S. Sheu. Patching: A Multicast Tech-
nique for True Video-on-Demand Services. InProceedings
of the ACM Multimedia, pages 191–200, 1998.

[8] E. Ishikawa and C. Amorim. Cooperative Video Caching
for Interactive and Scalable VoD Systems. InProceedings
of the First International Conference on Networking, Part 2,
Lecture Notes in Computer Science 2094, pages 776–785,
2001.

[9] E. Ishikawa and C. Amorim. Memória Cooperativa Dis-
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