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Abstra
tWe are 
on
erned with the problem of image segmentation, in whi
h ea
h pixel is assigned to oneof a prede�ned �nite number of labels. In Bayesian image analysis, this requires fusing together lo
alpredi
tions for the 
lass labels with a prior model of label images. Following the work of [5℄ we 
onsiderthe use of tree-stru
tured belief networks (TSBNs) as prior models. The parameters in the TSBN aretrained using a maximum likelihood obje
tive fun
tion with the EM algorithm, and the resulting modelis evaluated by 
al
ulating how eÆ
iently it 
odes label images.A number of authors have used Gaussian mixture models to 
onne
t the label �eld to the imagedata. In this paper we 
ompare this approa
h to the s
aled-likelihood method of [42, 31℄, where lo
alpredi
tions of pixel 
lassi�
ation from neural networks are fused with the TSBN prior. Our results show ahigher performan
e is obtained with the neural networks. We evaluate the 
lassi�
ation results obtained,and emphasise not only the maximum a posteriori segmentation, but also the un
ertainty, as eviden
ede.g. by the pixelwise posterior marginal entropies. We also investigate the use of 
onditional maximumlikelihood training for the TSBN, and �nd that this gives rise to improved 
lassi�
ation performan
e overthe ML-trained TSBN.1 Introdu
tionWe are 
on
erned with the problem of image segmentation in whi
h ea
h pixel will be assigned to one out ofa �nite number of 
lasses. Our work is applied to images of outdoor s
enes, with 
lass labels su
h as \sky",\road", \vegetation", et
. Su
h s
enes are typi
ally 
omplex, involving many di�erent obje
ts, and some ofthese obje
ts 
an be highly variable (e.g. trees). This means that model-based approa
hes are not readilyappli
able.Mu
h work on s
ene segmentation has been based on approa
hes whi
h �rst segment the whole imageinto regions, and then 
lassify ea
h region. To 
arry out this task su

essfully it is important to 
lassifyea
h region using not only its own attributes, but also to take a

ount of the 
ontext of the other regions.Taking a

ount of 
ontext 
an be handled in two ways; either by sear
hing for a 
onsistent interpretation ofthe whole s
ene, or by taking a

ount of the lo
al 
ontext in whi
h a region �nds itself [16℄. Examples of thewhole-s
ene method are [34, 29℄, while the lo
al-
ontext method is used in [50, 51℄. A major problem for these2



approa
hes is that the pro
ess of region 
reation 
an be unreliable, leading to under- or over-segmentations.An alternative approa
h allows the segmentation to emerge along with the 
lassi�
ation pro
ess. This
an be formulated in the Bayesian framework, using a prior model whi
h represents our knowledge aboutthe likely patterns of labels in the image, and a likelihood fun
tion whi
h des
ribes the relationship ofthe observations to the 
lass labels1. Two main types of prior model have been investigated, 
alled non-
ausal Markov random �elds (MRFs) and 
ausal MRFs in the statisti
al image modelling literature. Inthe graphi
al models 
ommunity these two types of models are known as undire
ted and dire
ted graphi
almodels respe
tively [21℄.Early work on Bayesian image modelling 
on
entrated on non-
ausal MRFs, see e.g. [3, 13, 27℄. Onedisadvantage of su
h models is that they su�er from high 
omputational 
omplexity, for example the problemof �nding the maximum a posteriori (MAP) interpretation given an image is (in general) NP-hard.The alternative 
ausal MRF formulation uses a dire
ted graph. The most 
ommonly used form of thesemodels is a tree-stru
tured belief network (TSBN) stru
ture, as illustrated in Figure 1. For image modellingthe standard dependen
y stru
ture is that of a quadtree. One attra
tive feature of the TSBN model is itshierar
hi
al multis
ale nature, so that long-range 
orrelations 
an readily be indu
ed. By 
ontrast, non-
ausal MRFs typi
ally have a \
at", non-hierar
hi
al stru
ture. Also, we shall see that inferen
e in TSBNs
an be 
arried out in a time linear in the number of pixels, using a sweep up the tree from the leaves to theroot, and ba
k down again. In the graphi
al models literature this inferen
e pro
edure is known as Pearl'smessage-passing s
heme [35℄. This algorithm is also known as the upward-downward algorithm [40, 24℄,being a generalisation to trees of the standard Baum-Wel
h forward-ba
kward algorithm for HMMs (see e.g.[37℄). One disadvantage of TSBNs is that the random �eld is non-stationary. For example, in Figure 1, the
ommon parent of the fourth and �fth pixels from the left in XL is the root node, whilst the third andfourth pixels share a parent in the layer above. This 
an give rise to \blo
ky" segmentations.TSBN models have been used by a number of authors for image analysis tasks. Bouman and Shapiro [5℄introdu
ed su
h a model using dis
rete labels in the nodes for an image segmentation task. P�erez et al [36℄have dis
ussed MAP and MPM (maximum posterior marginal) inferen
e on TSBNs for image pro
essing1Some early work in this dire
tion was 
arried out by Feldman and Yakimovsky [10℄.3



tasks. Lafert�e et al [19, 20℄ have extended this model using a multis
ale feature pyramid image de
ompositionand by using the EM algorithm for parameter estimation. Cheng and Bouman [6℄ have investigated trainablemultis
ale models, using de
ision trees to 
ompa
tly represent 
onditional probability tables (CPTs) in theirmodel.TSBN models 
an also be used for 
ontinuously-valued Gaussian pro
esses in one and two dimensions.These are the generalisation of Kalman �lter models from 
hains to trees. They have been studied by anumber of groups, notably Prof. Willsky's group at MIT, who have developed the theory and derived fastalgorithms for problems su
h as opti
al 
ow estimation, surfa
e re
onstru
tion and texture segmentation[2, 26, 11, 25℄; see also [17℄. Also, Crouse et al [7℄ have used a multis
ale TSBN to model wavelet 
oeÆ
ients,and DeBonet and Viola [9℄ have used an interesting tree-stru
tured network for image synthesis using non-Gaussian densities. However, we require a prior over 
lass-label images, and so the work on TSBNs withdis
rete-valued nodes is the most germane for our purposes.As mentioned above, exa
t inferen
e pro
edures for non-
ausal MRFs are, in general, NP-hard. However,we note that there has been important re
ent work on approximate inferen
e pro
edures for su
h graphs,using lo
al probability propagation s
hemes [46℄. These lo
al s
hemes (whi
h are guaranteed to give the
orre
t answer on graphs without loops, see [35℄) give only approximate answers for the grid-stru
turedgraphs typi
ally used in image analysis. Other work on message-passing s
hemes in \loopy" graphs in
ludesthe de
oding of error-
orre
ting 
odes [12℄. The work in [46℄ 
an be 
riti
ised on the basis that \
at" (i.e.non-hierar
hi
al) non-
ausal MRF models are used, although it should be possible to apply similar messagepassing s
hemes on loopy hierar
hi
al graphs (see se
tion 7 for further dis
ussion).Our work is 
arried out on a database of images of outdoor s
enes (see Se
tion 4 for details) for whi
h both
olour images and the 
orresponding label images are available. This paper makes a number of 
ontributions:� We investigate the e�e
ts of the adaptation (or training) of the parameters of the tree in response todata. Two methods are 
onsidered. In the �rst the tree is trained to maximise the probability of thelabelled images; we 
all this maximum likelihood (ML) training. This is similar to the work of Lafert�eet al in [20℄, but we allow a non-stationary parameterisation of the tree whi
h re
e
ts regularities inthe image database. In the se
ond method the tree is trained to maximise the probability of the 
orre
t4



label image given the raw input image; we 
all this 
onditional maximum likelihood (CML) training.� The quality of the ML-trained TSBN model has been evaluated by 
omparing how well it 
odes a testset label images. This performan
e is 
ompared with a number of other 
oding s
hemes in
luding theJPEG-LS lossless 
ode
. We also provide an analysis of TSBN 
oding whi
h allows us to quantify thebene�ts of using higher levels of the tree (whi
h 
orrespond to longer-range 
orrelations).� The TSBN 
omprises the prior aspe
t of the Bayesian model, and we also require a likelihood termwhereby the image data in
uen
es the segmentation. The dire
t approa
h is to produ
e a generativemodel of the probability density of pixel features given the image 
lass. For example in [5℄ the 
lass
onditional densities were modelled using Gaussian mixture models. We 
ompare this approa
h withan alternative one, where neural networks are used to make lo
al predi
tions given the pixel features.These predi
tions 
an then be 
ombined with the prior in a prin
ipled manner using the s
aled-likelihood method (see Se
tion 2.2 for further details). The e�e
ts of 
ombining these methods withthe ML and CML trained trees are also investigated. We evaluate the performan
e of the segmentationalgorithms not only using pixelwise 
lassi�
ation rates, but also through the analysis of posteriorpixelwise entropies and through the 
onditional probabilities of the label images given the 
olourimages.The remainder of this paper is organised as follows: In Se
tion 2 we des
ribe the TSBN model and thes
aled-likelihood method in more detail, and explain how the inferen
e 
an be 
arried out. In Se
tion 3 wederive equations for training the TSBN using maximum likelihood (ML) and 
onditional maximum likelihood(CML) methods, and image 
oding using TSBNs. In Se
tion 4 we give details on the data and the trainingof various models. In Se
tion 5 results are presented 
on
erning image 
oding and the estimation of theCPTs and in Se
tion 6 we analyse the 
lassi�
ation results.
5



2 Belief network and neural network models for image segmenta-tion2.1 Generative modelOur model for the data is illustrated in Figure 1. The observed data Y is assumed to have been generatedfrom an underlying pro
ess X, where X is a TSBN. The network is arranged in layers. At the highest level(level 0) there is one node X0, whi
h has 
hildren in level 1. The lower levels are denoted X1;X2 and soon, down to XL in level L. The fundamental property of belief networks is their en
oding of 
onditionalindependen
es [35, 15℄. The layered stru
ture means that the distribution of Xn, for 1 � n � L, given all
oarser s
ale nodes is only dependent on Xn�1. Indeed, the tree-stru
ture of the network means that anynode in Xn is only dependent on a single node in Xn�1. Typi
ally in our experiments ea
h parent node hasfour 
hildren, giving rise to a quadtree-type ar
hite
ture.Ea
h node is a multinomial variable, taking on one of C 
lass labels. These labels are those used for thesegmentation, e.g. road, sky, vehi
le et
2. The links between the nodes are de�ned by 
onditional probabilitytables (CPTs). As it does not have any parent, the root node has an un
onditional prior distribution insteadof a CPT.The nodes in XL have a one-to-one 
orresponden
e with the observed data Y . (The observed datain our 
ase will be features derived from blo
ks of pixels, rather than individual pixels in the raw image.)The model for the observations illustrated in Figure 1 is that the observation Yi is dependent only on the
orresponding variable XLi , i.e. P (Yi = yijX = x) = P (Yi = yijXLi = xLi ). The overall model for P (X ;Y )is P (X ;Y ) = P (X) KYi=1P (YijXLi ): (1)2Note that it is not ne
essary for the hidden nodes to be C-
lass multinomial variables. We have used this for 
onvenien
e,and be
ause it gives rise to a simple initialisation of the TSBN-training, as des
ribed in Se
tion 4.5.
6
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Figure 1: A 1-D graphi
al model illustrating a small tree-stru
tured belief network. The layers in X aredenoted X0, X1 and so on, down to XL; in this 
ase L = 3. Y denotes the raw image information.2.2 Likelihood modelAbove we have des
ribed a fully generative model for Y , de�ned by CPTs from the root downwards. Sin
eea
h pixel is 
omposed of a number of 
omponents in feature spa
e, P (Yi = yijXLi = xLi ) is a multivariatedensity fun
tion. One method is to use Gaussian mixture density, as used in [5℄ and des
ribed in se
tion 4.4.However, the database we are using provides both the raw data Y and labelled segmentations XL.Given this information it is natural to train 
lassi�ers (e.g. neural networks) to predi
t XLi given Yi, and itis well known that neural networks trained with various error fun
tions (in
luding 
ross-entropy and mean-squared error) approximate the posterior probabilities P (XLi jYi)[38℄. Fusion of these predi
tions into thebelief network for X 
annot then be a
hieved immediately, as this requires P (YijXLi ) and not P (XLi jYi)terms. However, by using Bayes' theorem we obtainP (YijXLi ) = P (XLi jYi)P (Yi)P (XLi ) : (2)For inferen
e on X, the data Y is �xed and so the fa
tors P (Yi) need not be 
onsidered further. De�ningthe s
aled likelihood L(XLi ; Yi) for a parti
ular lo
ation i asL(XLi ; Yi)def= P (YijXLi )P (Yi) = P (XLi jYi)P (XLi ) ; (3)
7



we obtain P (X jY ) / P (X) KYi=1L(XLi ; Yi): (4)By repla
ing L(XLi ; Yi) with L̂(XLi ; Yi) = P̂ (XLi jYi)=P̂ (XLi ) we obtain a prin
ipled method for the fusion ofthe lo
al predi
tions P̂ (XLi jYi), i = 1; : : : ;K with the global prior model P (X). (The notation P̂ denotes thatP̂ (XLi jYi) and P̂ (XLi ) are estimates of the desired probabilities.) This method of 
ombining neural networkswith belief networks has been suggested (for HMMs) in Smyth[42℄ and Morgan and Bourlard[31℄. There isan interesting 
onne
tion between the s
aled likelihood and the mutual information I(Xi; Yi) between therandom variables Xi and Yi, where I(Xi; Yi) = EXiYi [logP (XijYi)=P (Xi)℄. The mutual information is theexpe
ted value of the log s
aled likelihood.As des
ribed above, we would need to have and train a separate neural network to predi
t P (XijYi)for ea
h pixel. This is 
learly undesirable, both in terms of the 
omputational e�ort and in the amount ofdata required. The solution we have adopted is to train just one neural network, but to make the position
oeÆ
ients of the pixel be a part of the inputs to the neural network.To use the s
aled likelihood, we require not only P̂ (XijYi) but also P̂ (Xi). In our images it will turnout that P (Xi) should depend on the position of pixel i, as we know that in the ensemble of imagesthere are regularities su
h as the sky appearing at the top. There are a number of ways to approa
h theestimation of P (Xi). One is to train a network to predi
t the 
lass labels given the position of the pixel. Analternative would be to use the relationship P (Xi) = R P (XijYi)P (Yi) dYi and to approximate the integralwith an average over appropriate feature ve
tors. In our experiments (see Se
tion 6) we 
ompared a spatiallyinvariant P̂ (Xi) to one derived from the pixelwise marginals of the ML-trained TSBN; the results obtainedwere very similar.A potential advantage of the s
aled-likelihood method is that the generative model for P (YijXi) may bequite 
omplex, although the predi
tive distribution P (XijYi) is a
tually quite simple. This means that thegenerative approa
h may spend a lot of resour
es on modelling details of P (YijXi) whi
h are not parti
ularlyrelevant to the task of inferring X.
8



2.3 Inferen
eGiven a new image Y = y we wish to 
arry out inferen
e on XL, given the probabilisti
 model. Computingthe posterior P (XL = xLjY = y) would be highly expensive, as it would require enumerating all possibleCK states in XL. There are two alternatives that are 
omputationally feasible, (i) the 
omputation ofthe posterior marginals P (XLi = xLi jY = y) giving rise to a segmentation based on maximum posteriormarginals (MPM) and (ii) the MAP interpretation of the data x� = argmaxxP (X = xjY = y)3. These 
anbe a
hieved by Pearl's �-� message passing s
hemes, as des
ribed in [35℄. These s
hemes are non-iterativeand involve one upward and one downward pass through the tree. Details are given of the MPM 
omputationin Appendix A, along with a method for s
aling the 
al
ulation to avoid under
ow, and the 
omputation ofthe marginal likelihood P (xL).3 Training the TSBNAbove it was assumed that the parameters used to de�ne P (X) are known. In fa
t we estimated these fromtraining data. Let � denote these parameters, whi
h are the prior probabilities of the root node and theCPTs in the tree. Let xil, l = 1; : : : ; C denote the possible values of Xi, and let paik, k = 1; : : : ; C denotethe set of possible values taken on by Pai, the parent of Xi. The parameter �ikl denotes the CPT entryP (Xi = xiljPai = paik). Note that Pl �ikl = 1. For simpli
ity the symbols Xi and Pai are dropped, andthe probability is written as P (xiljpaik).For training the prior model it is assumed that a number of observation images ym and asso
iated labelledimages xLm are available, where m = 1; � � � ;M is the index to the images in the training set. Let � denotethe parameters in the likelihood model P (yjx;�).We dis
uss in turn maximum likelihood training (x3.1) and 
onditional maximum likelihood training(x3.2).3Note that �nding the 
on�guration x� is not likely to be equivalent to �nding the 
on�guration that maximises P (XL =xLjY = y).
9



3.1 Maximum likelihoodIn maximum likelihood training the parameter ve
tor, �, is estimated so that�̂ML = argmax� MYm=1P (xLm;ymj�;�) = argmax� MYm=1P (ymjxLm;�)P (xLmj�): (5)We 
an see that the likelihood model parameters � and the TSBN model parameters � 
an be estimatedseparately by 
hoosing the likelihood model parameters to maximiseQm P (ymjxLm;�) and the prior modelparameters to maximise Qm P (xLmj�). Assuming that the likelihood model is �xed, we obtain �̂ML =argmax�QMm=1 P (xLmj�). The optimisation 
an be 
arried out using the EM algorithm. It uses bottom-upand top-down message passing to infer the posterior probabilities of the hidden nodes in the E-step, andthen uses the expe
ted 
ounts of the transitions to re-estimate the CPTs [40, 24, 21℄.The re-estimation formulas 
an be derived dire
tly by maximising Baum's auxiliary fun
tion Q(��;�) =PMm=1Pxmh P (xmh jxLm;�) log [ P (xmh ;xLmj��) ℄ over �� (the new estimated parameter ve
tor), where xmhdenotes the \hidden" variables xmnxLm on pattern m. The update for ea
h entry in a CPT is given by��ikl = PMm=1 P (xmil ; pamikjxLm;�)PMm=1Pl0 P (xmil0 ; pamikjxLm;�) : (6)The joint probability P (xmil ; pamikjxLm;�) 
an be obtained lo
ally using the �-� message passing s
heme (seeAppendix A for details).This update gives a separate update for ea
h link in the tree. Given limited training data this is un-desirable. If the set of variables sharing a CPT is denoted as XI , then the EM parameter update is givenby ~�Ikl = PMm=1PXi2XI P (xmil ; pamikjxLm;�)PMm=1PXi2XI Pl0 P (xmil0 ; pamikjxLm;�) : (7)If only the Y information is available, one 
an still 
arry out maximum likelihood training of the model;both parameter sets � and � would be adapted in this 
ase. This is known as unsupervised learning, and isdes
ribed for TSBNs in [20℄. A disadvantage of the s
aled-likelihood method is that it 
annot be used forunsupervised learning as P (Y ) is not available. 10



In [5℄ (Se
tion III C), it appears that the parameters are re-estimated on the test image, whi
h is unusualfrom the standard pattern re
ognition methodology, where model parameters are estimated from trainingdata and then �xed when applied to test images. We follow the standard methodology.3.2 Conditional maximum likelihoodIn the CML pro
edure, the obje
tive is to predi
t 
orre
tly the labels xL asso
iated with the eviden
e y.The parameters are then estimated by maximising the probability of the 
orre
t labelling given the eviden
ey, �̂CML = argmax� MYm=1P (xLmjym;�;�) = argmax� MYm=1 P (xLm;ymj�;�)P (ymj�;�) : (8)By analogy to the Boltzmann ma
hine, we observe that 
omputing the 
onditional probability requires
omputation of (1) the probability P (xLm;ymj�;�) in the 
lamped phase (i.e. with xLm and ym �xed), and(2) the probability p(ymj�;�) in the free-running phase (with only ym �xed)4.Below we assume that the likelihood model P (yjxL;�) is �xed, so that the obje
tive fun
tion is viewedas a fun
tion of � only. To 
arry out the optimisation in Equation 8 we take logarithms and de�neLf (�) = MXm=1 log P (ymj�;�) and L
(�) = MXm=1 log P (xLm;ymj�;�): (9)Here we have used the subs
ripts 
 and f to mean \
lamped" and \free". Using the de
omposition ofP (x;yj�;�) = P (xj�)P (yjxL;�), L
(�) 
an be further simpli�ed asL
(�) = MXm=1 log[ P (ymjxLm;�)P (xLmj�) ℄ = MXm=1 logP (ymjxLm;�) + MXm=1 logP (xLmj�): (10)Then, to �nd �̂CML in Equation 8 we need to maximiseL(�) = MXm=1 log P (xLm;ymj�;�)P (ymj�;�) = L
(�)� Lf (�): (11)4The use of the terminology 
lamped and free-running here follows that in [18℄.11



Unfortunately the EM algorithm is not appli
able to the CML estimation, be
ause the CML 
riterion isexpressed as a rational fun
tion[14℄ . However, maximisation of Equation 11 
an be 
arried out in variousways based on the gradient of L(�). In spee
h analysis [18, 39℄, methods based on gradient as
ent have beenused. The s
aled 
onjugate gradient optimisation algorithm [30, 4℄ was used in our work. To use this sear
hmethod we need to 
al
ulate the gradient of L(�) w.r.t. �.Letting nmikl = P (xmil ; pamikjym;�;�) and mmikl = P (xmil ; pamikjxLm;�), it 
an be shown (see Appendix Bfor details) that �L(�)��ikl = PMm=1(mmikl � nmikl)�ikl ; (12)where mikl and nikl 
an be obtained by propagating ym and xLm respe
tively, see Equation 23.When maximising L(�) it must be ensured that the probability parameters remain positive and properlynormalised. The softmax fun
tion is used to meet these 
onstraints. We de�ne �ikl = ezikl=Pl0 ezikl0 wherethe zikl's are the new un
onstrained auxiliary variables and �ikl always sums to one over the l index by
onstru
tion. The gradients w.r.t. zikl 
an be expressed entirely in terms of �ikl, mnikl and nnikl,�L(�)�zikl = � NXn=1"mnikl � nnikl � �iklXl0 (mnikl0 � nnik0)# : (13)3.3 Image 
odingA TSBN provides a generative, probabilisti
 model of label images. We 
an evaluate the quality of amodel for the label pro
ess by evaluating the likelihood of a test set of label images under the model.By 
al
ulating � log2 P (xL)=(#labelled pixels in the image) we obtain the 
oding 
ost in bits/pixel. Theminimum attainable 
oding 
ost is the entropy (in bits/pixel) of the generating pro
ess. As the 
omputationof P (xL) is intra
table in MRF models, we 
ompare the TSBN results to those from the lossless JPEG-LS
ode
 [44, 45℄, available from http://www.hpl.hp.
om/lo
o/.
12



3.3.1 Coding 
ost under a TSBN modelUsing a TSBN to model the distribution of images, the marginal likelihood of a label image xL 
an be
al
ulated eÆ
iently at the root node X0 of the tree (see Appendix A.2).Below we will also 
onsider the e�e
t of trun
ating the tree at a level below the root of the tree. In this
ase, instead of having one large tree, the image model 
onsists of a number of smaller trees (and 
orrelationsbetween the di�erent trees are then ignored). This allows us to quantify the bene�ts of using the higherlevels in the tree, whi
h 
orrespond to longer-range 
orrelations. The priors for ea
h of the smaller trees are
al
ulated by propagating the prior �(x0) through the downward CPTs to obtain a prior for ea
h root. Thelikelihood of an image under the trun
ated model is simply the produ
t of the likelihoods of the subimagesas 
omputed in ea
h of the smaller trees.4 Experimental details4.1 DataColour images of out-door s
enes from the Sowerby Image Database5 of British Aerospa
e are used in ourexperiments. The database 
ontains both urban and rural s
enes. They feature a variety of every-dayobje
ts from roads, 
ars and houses to lanes and �elds in various pla
es near Bristol, UK. All the s
eneswere photographed using small-grain 35mm transparen
y �lm, under 
arefully 
ontrolled 
onditions. Ea
himage of the database has been digitised with a 
alibrated s
anner, generating a high quality 24-bit 
olourrepresentation.Both 
olour images and their 
orresponding label images are provided in the database. The label imageswere 
reated by over-segmenting the images, and then hand labelling ea
h region produ
ed. There were 92possible labels, organised in a hierar
hi
al system. We 
ombined labels to produ
e seven 
lasses, namely\sky", \vegetation", \road markings", \road surfa
e", \building", \street furniture" and \mobile obje
t".For instan
e, the 
lass \street furniture" is a 
ombination of many types su
h as road sign, telegraph pole5This database 
an be made available to other resear
hers. Please 
onta
t Dr. Andy Wright or Dr. Gareth Rees, Advan
edInformation Pro
essing Department, Advan
ed Te
hnology Centre - Sowerby, BAE SYSTEMS Ltd, PO Box 5 Filton, Bristol,BS34 7QW, UK, email: gareth-s.rees�baesystems.
om for details.13
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Mobile ObjectFigure 2: A rural and an urban s
ene and their hand-labelled 
lassi�
ation. (a) Original images. (b) Hand-labelled
lassi�
ation. On the right is a key des
ribing the labels used.and bounding obje
t.Figure 2a shows two s
enes from the test image set of the database, one rural and one urban. Figure2b shows their hand-labelled 
lassi�
ations; di�erent grey-levels in the label image 
orrespond to the sevendi�erent possible 
lasses. The original 104 images were divided randomly into independent training andtest sets of size 61 and 43 respe
tively. The full-resolution 
olour images of size 512 by 768 pixels weredownsampled into 128 by 192 regions of size 4 by 4 pixels. The label of the redu
ed region was 
hosen bymajority vote within the region, with ties being resolved by an ordering on the label 
ategories. From nowon we will refer to the redu
ed label images as label images be
ause the original label images will no longerbe used.4.2 Feature extra
tionAn important step in 
lassi�
ation is that of feature sele
tion. Initially forty features were extra
ted fromea
h region. Among them, six features were based on the R, G, B 
olour 
omponents, i.e., the mean andvarian
e of overall intensity in the region, the 
olour hue angle (sine and 
osine) [1℄, (R-B) and (2G-R-B)/214



(as used by [34℄), where R, G and B indi
ate the means of the red, green and blue 
omponents respe
tively.The texture features are the grey-level di�eren
e ve
tors (GLDV) textural features [48, 47℄ of 
ontrast,entropy, lo
al homogeneity, angular se
ond moment, mean, standard deviation, 
luster shade and 
lusterprominen
e. The GLDV features were extra
ted based on the absolute di�eren
e between pairs of graylevels at a distan
e d = 1 apart at four angles � = 0Æ; 45Æ; 90Æ; 135Æ. The (x; y) lo
ation of the region wasalso in
luded in the feature spa
e, as des
ribed in Se
tion 2.2. Ea
h feature was normalised by using a lineartransformation to have zero mean and unit varian
e over the training set.It is useful to limit the number of features used be
ause in
reasing the number of features in
reases thefree parameters whi
h need to be optimised in neural network training phase. A generalised linear model(GLM) using the normalised features as inputs and softmax outputs [4℄ was used in feature sele
tion. Forea
h input, the sum of the absolute values of the weights 
oming out of that input in the trained GLMwas 
al
ulated, and the twenty-one features for whi
h this sum was larger than unity were retained. Thissele
tion pro
edure is based on the idea that more important features will tend to give rise to larger weights(
f the Automati
 Relevan
e Determination idea of Ma
Kay and Neal [32℄).4.3 MLP trainingMulti-Layer Per
eptrons (MLPs) were used for the task of predi
ting P (XLi jYi). As explained in Se
tion 2.2,these probabilities were estimated by a MLP that takes as input both the non-positional feature ve
tor andposition of pixel i. The retained features produ
ed a feature ve
tor for ea
h region and were fed to a MLPwith 21 input nodes, 7 output nodes and one hidden layer whi
h was trained to 
lassify ea
h region intoone of the seven 
lasses. The a
tivation fun
tions of the output nodes and hidden nodes were the softmaxfun
tion and tanh sigmoid fun
tions respe
tively. The error fun
tion used in the training pro
ess was 
ross-entropy for multiple 
lasses (see [4℄). A s
aled 
onjugate gradient algorithm was used to minimise the errorfun
tion. The training is performed using over 51,000 regions extra
ted from the training image dataset,and validating on an independent validation dataset of over 15,000 regions. The validation dataset was usedin order to 
hoose the optimal number of hidden nodes in the MLP; eventually the best performan
e on thevalidation set is obtained for a MLP with 30 hidden nodes.15



The training dataset for MLP training was formed by 
hoosing randomly up to 150 regions for ea
h 
lassfrom ea
h single image. By doing so we tried to use equal numbers of regions from ea
h 
lass in the trainingset of the MLP. The aim of this rebalan
ing of the training set is to give the net a better 
han
e to learn aboutthe infrequent 
lasses (see [4℄, p 224). The probabilities for ea
h 
lass in the training set of the MLP, denotedby ~P (
k); k = 1; � � � ; C, were estimated simply by evaluating the fra
tion of the training set data points inea
h 
lass. The 
orresponding probabilities for all pixels in the whole of the training set images are denoted byP (
k); k = 1; � � � ; C. These turned out to be ~P (
k) = (0:2089; 0:2122; 0:0453; 0:2122; 0:1549; 0:1140; 0:0525)and P (
k) = (0:1468; 0:3665; 0:0023; 0:4205; 0:0491; 0:0078; 0:0070). The ordering of the 
lasses is \sky",\vegetation", \road markings", \road surfa
e", \building", \street furniture" and \mobile obje
t". Thesetwo sets of prior probabilities are very di�erent; ~P (
k) is almost uniformly distributed over all 
lasses, butP (
k) is biased towards 
lasses two and four, 
orresponding to \vegetation" and \road surfa
e" respe
tively.Sin
e the training set for the MLP reweights the 
lasses a

ording to P̂ (
k), it is ne
essary to 
onsiderwhat e�e
t this will have on the s
aled likelihood. In fa
t, following [4℄ (p. 223) we �nd thatP (
kjyi) = 1Z ~P (
kjyi)~P (
k) P (
k); (14)where yi is the input to the network at pixel i, ~P (
kjyi) is the network output for 
lass k, P (
kjyi) is the
ompensated network output and Z is the normalising fa
tor used to make Pk P (
kjyi) sum to one. Hen
ewe see that the s
aled likelihood P (
kjyi)=P (
k) is equal to ~P (
kjyi)= ~P (
k) up to an unimportant 
onstant.We 
all ~P (
kjyi) the raw MLP predi
tion, and P (
kjyi) (as given by Equation 14) the 
ompensated MLPpredi
tion. A segmentation 
an be obtained by 
hoosing the most probable 
lass at ea
h pixel independently.We 
all these the raw MLP and 
ompensated MLP segmentations, when using the un
ompensated and
ompensated predi
tions respe
tively.4.4 Gaussian mixture model trainingIn se
tion 4.3 we have des
ribed howMLPs were trained to relate the image features to labels. The alternativeapproa
h is to build 
lass-
onditional density estimators for ea
h 
lass, and to use this along with Bayes'16



rule to make predi
tions. Following [5, 20℄ we have used Gaussian mixture models (GMMs) for this task.Spe
i�
ally the 
luster program available from http://www.e
e.purdue.edu/~bouman was used. Thesame training set was used as for the MLP. We 
onsidered three di�erent feature sets (i) the average R, G,B values in a region, (ii) the 21 features used to train the MLP and (iii) all 40 features. In addition twodi�erent settings of the 
luster program were used, allowing for either diagonal or full 
ovarian
e matri
esfor the Gaussians. The program sele
ts the number of mixture 
omponents automati
ally using a MDL
riterion; the re
ommended initialisation of starting with three times as many 
omponents as features wasused.The GMMs for ea
h 
lass were 
ombined with the prior probabilities for ea
h 
lass (the P (
k)'s given inse
tion 4.3) to produ
e pixelwise 
lassi�
ations. The overall 
lassi�
ation a

ura
ies were 68.72%, 49.76%,75.95%, 71.38%, 77.45%, 71.92% for the 3-full, 3-diag, 21-full, 21-diag, 40-full, 40-diag models respe
tivelyon the test set. The GMM model with highest pixelwise performan
e (namely 40-full) was then used infurther experiments (see se
tion 6 for further details). The number of mixture 
omponents in the 40-fullmodel for ea
h of the seven 
lasses was 9; 9; 4; 9; 8; 7; 6 respe
tively.We have found that the trained GMM sometimes makes very 
on�dent mis
lassi�
ations and that this
an 
ause under
ow problems when evaluating the 
onditional probability PTSBN (xL�jy), the 
onditionalprobability of the \ground truth" labelling xL� given the image y (see se
tion 6.4). For this reason werepla
ed the likelihood term P (YijXLi ) with max(P (YijXLi ); "), where " was set to 10�29, the minimumvalue needed to avoid under
ow in the ML-TSBN.4.5 TSBN trainingThe TSBN used was basi
ally a quadtree, ex
ept that there were six 
hildren of the root node to take intoa

ount the 2:3 aspe
t ratio of the images. For a down-sampled image with a total of 128� 192 pixels, wetook ea
h pixel in the down-sampled image as a leaf node in a belief network and built up an eight-levelTSBN with a total of 32756 links between nodes at adja
ent levels. If ea
h link had a separate CPT, a verylarge training set would be needed to ensure the CPTs were well determined, and this in turn implies thathuge 
omputational resour
es 
ould be needed in order to �nd a suitable minimum of the CML obje
tive17



fun
tion. In pra
ti
e su
h an approa
h is 
learly impra
ti
al. One te
hnique for dimensionality redu
tion inthis 
ase is to tie CPTs. In our experiments all of the CPTs on ea
h level were 
onstrained to be equal, ex
eptfor the transition from level 0 to level 1, where ea
h table was separate. This 
exibility allows knowledgeabout the broad nature of s
enes (e.g. sky o

urs near to the top of images) to be learned by the network,as is indeed re
e
ted in the learned CPTs (see se
tion 5).For training the ML-TSBN, the network parameters were initialised � in a number of di�erent ways. Itwas found that the highest marginal likelihood in the training data was obtained when the initial values of �were 
omputed using probabilities derived from downsampled version of the images. The sparse-data problemappeared in the initial values of the CPTs be
ause some pairings do not o

ur in the training data6. Wedealt with the problem by adding a small quantity � to ea
h 
onditional probability p(
kj
i) for k = 1; � � �C,then normalising the modi�ed probabilities. We have used � = mink(p(
kj
i))=100 for the 
ase that at leastone p(
kj
i) 6= 0, otherwise � = 1=C. The plot of likelihood against iteration number levelled o� after 30iterations. In the database some pixels are unlabelled; assuming these values are \missing at random", wetreated them as uninstantiated nodes, whi
h 
an easily be handled in a belief network framework.The CML training was initialised at the ML-TSBN solution. The plots of 
onditional likelihood againstiteration number had levelled o� after 44 iterations of CML training by s
aled 
onjugate gradient optimisationfor both the GMM and MLP predi
tors.The upward (�) propagation in the tree takes around 10s, and the downward (�) propagation around40s on a SGI R10000 pro
essor; the tree has over 30,000 nodes.We have made available the C++ 
ode for TSBN training and inferen
e, along with a MATLAB demon-stration whi
h 
alls these fun
tions at http://www.dai.ed.a
.uk/daidb/people/homes/
kiw/
ode/
bn.html.4.6 Combining pixelwise predi
tions with treesWe now have GMM and MLP lo
al predi
tors, and ML and CML trained TSBNs. This gives rise to a largenumber of possible 
ombinations of pixelwise predi
tors with trees. The ones that we have investigated are6The reason why it is important to 
onsider this is that if a CPT entry is set to zero, the EM algorithm will not move itaway from zero during training. 18



1. raw GMM pixelwise predi
tions2. 
ompensated GMM pixelwise predi
tions (spatially-uniform 
ompensation)3. 
ompensated GMM pixelwise predi
tions (using marginals of ML-TSBN)4. GMM likelihood + ML-TSBN5. GMM likelihood + CML-TSBN6. raw MLP pixelwise predi
tions7. 
ompensated MLP pixelwise predi
tions (spatially-uniform 
ompensation)8. 
ompensated MLP pixelwise predi
tions (using marginals of ML-TSBN)9. MLP s
aled-likelihood + ML-TSBN10. MLP s
aled-likelihood + CML-TSBNThe TSBN methods 
al
ulated the s
aled likelihoods as des
ribed in Se
tion 4.3, and MAP inferen
e wasused for the pixelwise predi
tions. For entries 3 and 8 (
ompensation using the marginals of the ML-TSBN)note that di�erent 
ompensation probabilities are used in the six regions of the image de�ned by the sixCPTs from the root to level 1. The performan
e of these methods is investigated in se
tions 5 and 6.5 Results from TSBN trainingIn this se
tion we des
ribe the results from training the TSBN using both ML and CML training. We �rstdis
uss label-image 
oding results using the ML-trained tree, and then inspe
t the learned CPTs from theML-trained TSBN and the CML-trained TSBN.5.1 Image 
oding resultsIn this se
tion we present results 
omparing the ML-trained TSBN and lossless JPEG 
oding. The relevanttheory has been des
ribed in Se
tion 3.3 and the details of the TSBN training are given in Se
tion 4.5.19
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Figure 3: Bit rate (bits/pixel) as a fun
tion of the trun
ation level in the TSBN.The average bit rate for the TSBN model was 0:2307 bits/pixel (bpp). For 
omparison purposes theJPEG-LS 
ode
 gave an average bit rate of 0:2420 bpp. We also tried 
ompressing the label images usingLempel-Ziv 
oding using the Unix utility gzip; this gave 0:3779 bpp. The fa
t that a similar level of
ompression performan
e is obtained by JPEG-LS and the TSBN suggests that the TSBN is a reasonablygood model of the label images.Using the \trun
ated tree" s
heme dis
ussed in Se
tion 3.3, we 
an analyse the TSBN results further.Figure 3 shows the bit rate (in bits/pixel) evaluated as a fun
tion of trun
ating the tree at levels 0 to 7. Bythe time level 4 has been rea
hed (
orresponding to a 8 � 8 blo
k size), almost all of the bene�t has beenattained.5.2 The learned CPTsThe CPTs derived using ML training are shown in Figure 4. Note that six separate CPTs were used for thetransition from the root node to level 1, as explained in Se
tion 4.5.We 
an also 
al
ulate the prior marginals at ea
h node in the tree, by simply taking the prior from the rootnode and passing it through the relevant CPTs on the path from the root to the node under 
onsideration7.The fa
t that there are six CPTs for the root to level 1 transition means that there are, in e�e
t, six di�erentprior marginals in levels 1 to 7, de�ned by the 2:3 aspe
t ratio of the image. These prior marginals are shownin Figure 5. It may not be easy to interpret the CPTs/marginals as a permutation of the state labels at7This 
an also be a
hieved using Pearl's propagation s
heme outlined in Appendix A, with every leaf node uninstantiated.20



a node and 
orresponding permutations of the in
oming and outgoing CPTs would leave the overall modelun
hanged; however, it appears that the downsampling initialisation means that this is not a large problem.Analysing Figures 4 and 5, we see that (1) The prior marginals at level 7 re
e
t the overall statisti
s ofthe images. The sky, vegetation and road surfa
e 
lasses are the most frequently o

urring, the sky 
lass ismore likely to be found in the top half of the images and road surfa
e in the bottom half. Similar patternsare dete
table at level 1 of Figure 5, although the vegetation label is less prevalent in the upper half at thislevel. (2) The trained CPTs in levels 1 to 7 exhibit a strong diagonal stru
ture, implying that the 
hildrenare most likely to inherit their parent's 
lass. (3) The level 0 to level 1 CPTs need to be read in 
onjun
tionwith the root's prior distribution to provide a good explanation of the level 1 prior marginals.Although Lafert�e et al [20℄ have 
arried out EM training of a TSBN, we note that they only estimatedCPTs that were tied on a layer-by-layer basis. For our data Figures 4 and 5 show that relaxing this 
onstraint
an be useful.The CPTs and prior marginals obtained with CML training were similar to those shown in Figures 4 and5 respe
tively. This is probably due to the fa
t that CML training was initialised at the ML-TSBN solutionfor both GMM and MLP predi
tors.6 Segmentation results and performan
e evaluationWe now turn to the 
lassi�
ation of the testing images. Often 
lassi�
ation performan
e is evaluated onpixelwise a

ura
ies. However, for 
omplex real-world 
lassi�
ation task, su
h as ours, this does not tellthe whole story. There are a number of other fa
tors that 
on
ern us, most notably the fa
t that we arepredi
ting the labels of pixels in an image, and that spatial 
oheren
e is important. We also note that thefra
tions of pixels from di�erent 
lasses are tremendously di�erent, and that the ground-truth labels usedin assessing performan
e are not 100 per
ent 
orre
t be
ause of both the downsampling pro
ess, and alsobe
ause of ina

ura
ies in the hand-labelling pro
ess. Therefore, it is a diÆ
ult task to assess the qualityof 
lassi�
ation derived from the various methods, whi
h may also depend on the uses the 
lassi�
ation willbe put to. An early referen
e to assessing the quality of segmentations is [22℄. More re
ently, there has21



(a) Prior for root node:(b) From root node to Level 1:
(
) From Level 1 to Level 2:
(d) From Level 2 to Level 3:
(e) From Level 3 to Level 4:
(f) From Level 4 to Level 5:
(g) From Level 5 to Level 6:
(h) From Level 6 to Level 7:

Figure 4: Estimated prior for the root and CPTs (ML training) of an eight-level belief network after being trained on trainingimages. The area of ea
h bla
k square is proportional to the value of the relevant probability. (a) The prior probabilities at theroot node. (b) The six independent CPTs on the links from root node to its six 
hildren on the �rst level. (
)-(h) CPTs for thelinks between adja
ent levels from Level 1 to Level 7 respe
tively. The seven labels are 1-Sky, 2-Vegetation, 3-Road marking,4-Road surfa
e, 5-Building, 6-Street furniture, 7-Mobile obje
t. The CPTs have entry (1,1) in the top left-hand 
orner, and areread with \from level l" indexing the rows and \to level l + 1" indexing the 
olumns.22
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ObjectFigure 5: The prior marginals after training with the ML algorithm. The area of ea
h bla
k square isproportional to the value of the relevant probability. See text for further details.
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been some realisation that the aim of segmentation may not be to return just a single segmentation, butmultiple solutions [33℄, or a probability distribution over segmentations P (xLjy). This posterior distribution
an be explored in many ways; below we des
ribe two, namely (i) posterior marginal entropies and (ii) theevaluation of the 
onditional probability P (xL� jy), where xL� is the \ground truth" image for given inputdata y.In this se
tion we 
ompare the performan
e of 
lassi�
ation based on the smoothness of the segmentedimage in Se
tion 6.1, the pixelwise predi
tion a

ura
ies in Se
tion 6.2, the marginal entropies in Se
tion 6.3and the 
onditional probability in Se
tion 6.4.6.1 SmoothnessFor the rural s
ene in Figure 2, Figure 6 shows 
lassi�
ations using most of the 
ombinations outlined inse
tion 4.6. The 
lassi�
ations obtained from the single-pixel methods typi
ally have a lot of high-frequen
ynoise, due to lo
ally ambiguous regions. Both the ML- and CML-trained trees tend to smooth out this noise.A similar smoothing 
an be obtained using a majority �lter [23℄, where one simply 
hooses the most
ommon 
lass within a window 
entered on the pixel of interest. However, one drawba
k with this is thatmajority-�lter smoothing with a reasonably-sized window tends to remove �ne detail, su
h as road markings;in 
ontrast it seems that the TSBN methods yield something like an adaptive smoothing, depending on thestrength of the lo
al eviden
e. Also, note that majority-�ltering does not return a probability distributionover segmentations.6.2 Pixelwise 
lassi�
ation a

ura
yTable 1 shows the pixelwise 
lassi�
ation a

ura
y for ea
h 
lass, and the overall a

ura
y for ea
h of the tenmethods listed in Se
tion 4.6. For the TSBN methods the MAP segmentation result is reported; the MPMresults were similar, although they were generally worse by a few tenths of one per
ent. The most noti
eablefeature is that the performan
e obtained with the MLP methods is superior to that from the GMM methods.Looking at the results in detail, we noti
e that the raw results for both the GMM and MLP (
olumns 1and 6) are improved by 
ompensation (
olumns 2 and 7 resp). The 
ompensated methods simply give more24
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(vii)
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(viii)

Figure 6: Classi�
ation of a rural s
ene. (i) raw GMM pixelwise predi
tions, (ii) raw MLP pixelwise predi
tions,(iii) 
ompensated GMM pixelwise predi
tions, (iv) 
ompensated MLP pixelwise predi
tions, (v) MAP segmentationfor GMM + ML-TSBN, (vi) MAP segmentation for MLP + ML-TSBN, (vii) MAP segmentation for GMM + CML-TSBN, (viii) MAP segmentation for MLP + CML-TSBN.
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weight to the more frequently o

urring 
lasses, as 
an be seen by 
omparing 
olumns 1 and 2, and 6 and7. There are only small di�eren
es between the spatially uniform 
ompensation of 
olumns 2 and 7, and theML-TSBN marginal 
ompensation s
heme of 
olumns 3 and 8.Columns 4 and 8 
ombine pixelwise eviden
e with the ML-TSBN. For both GMM and MLP lo
al models,it is perhaps surprising that the performan
e de
reases as 
ompared to 
olumns 3 and 7 respe
tively. (Thisis a fair 
omparison as the methods of 
olumns 3 and 7 use the marginals of the ML-TSBN, but not the
orrelation stru
ture).Columns 5 and 10 show the performan
e of the GMM and MLP lo
al models 
ombined with trees trainedusing the CML method on the relevant data. In both 
ases the performan
e is better than fusion with theML-TSBN and for the MLP this method obtains the best overall performan
e.For 
omparison, we note that M
Cauley and Engel [28℄ 
ompared the performan
e of Bouman andShapiro's SMAP algorithm against a pixelwise Gaussian 
lassi�er on a remote sensing task, and found thatthe overall 
lassi�
ation a

ura
y of SMAP was a 3.6% higher (93.4% vs 89.8%).The reasons for the superior performan
e of the MLP in our experiments are not entirely 
lear. However,we note that the test images are a relatively diverse set of images (although drawn from the same distributionas the training images). It may be that features that are important to the MLP 
lassi�er are similar in thetraining and test images, while other features (whose distribution has to be modelled by the GMMs) do varybetween training and test sets. In 
ontrast, some other evaluations in the literature (e.g. [28℄) use only asingle test image with training data drawn from a subset of the pixels; in this 
ase the issue of inter-imagevariability does not arise. We also note that the 
omparison of the GMM and MLP 
lassi�ers was 
arriedout using a training set of a parti
ular size and 
omposition; di�erent results might be obtained if thesefa
tors were varied.6.3 Pixel-wise entropyWe are interested in understanding the un
ertainty des
ribed by P (xLjy). It appears that the 
omputationof the joint entropy of this 
onditional distribution is intra
table, however posterior marginal entropies arereadily 
omputable from the posterior marginals P (xLi jy), i.e. H(xLi jy) = �PCk=1 P (xLi = kjy) log2 P (xi =26



Table 1: Performan
e of the 10 methods, showing the per
entage 
orre
t for ea
h 
lass and overall. These
ond 
olumn in the table gives the overall per
entage of ea
h 
lass in the test images.Class Overall 1 2 3 4 5 6 7 8 9 10per
entagesky 12.10 91.85 94.72 94.87 93.74 92.74 95.90 95.66 96.19 94.69 96.30vegetation 40.12 61.04 78.92 77.46 67.92 75.72 79.32 92.41 90.40 81.67 90.45road markings 0.17 55.14 42.26 44.33 43.09 27.36 78.61 68.97 67.91 70.04 67.91road surfa
e 39.5 62.14 78.18 80.45 70.10 73.45 94.52 97.16 96.26 94.99 96.85building 6.11 44.19 46.98 49.67 63.70 74.92 67.69 44.43 52.73 79.40 64.60street furniture 1.35 28.58 14.05 13.77 20.97 8.58 24.89 3.96 4.62 10.07 6.63mobile obje
t 0.57 58.85 43.05 43.10 72.76 76.23 49.13 28.83 32.15 78.89 44.74overall 63.71 77.45 77.94 71.00 75.85 85.72 90.16 89.38 87.38 90.68kjy) 8. Images displaying these posterior marginal entropies are shown in Figure 7, pertaining to the originalimage shown on the right in Figure 2. As expe
ted, the pixelwise entropy is redu
ed by the use of the TSBN;this is parti
ularly e�e
tive for the CML trees. Noti
e that the pixels whi
h have signi�
ant posteriormarginal entropy are good indi
ators of the pixels that are mis
lassi�ed; this is espe
ially true of the CML-TSBN + MLP 
ombination in Figure 7. This property 
ould well be useful information for a later stage ofpro
essing.6.4 Conditional probabilityIf the model we have developed is a good one, then P (xLjy) should as
ribe high probability to the \groundtruth" labelling xL� . Di�erent image models 
an be 
ompared in terms of the relative values of P (xL� jy).In parti
ular we 
ompare the TSBN image models against independent pixel models.Ignoring spatial 
orrelations we obtain PMLP (xL� jy) =Qi P (xL�i jyi) for the MLP lo
al predi
tion, andsimilarly for GMM lo
al predi
tion. For a TSBN P (xL� jy) 
an be 
al
ulated as follows:PTSBN (xL� jy) = P (xL� ;y)P (y) = P (xL�)Qi P (yijxL�i )Px P (x)Qi P (yijxLi ) (15)= P (xL�)Qi L(xL�i ; yi)P (yi)Px P (x)Qi L(xLi ; yi)P (yi) (16)= P (xL�)Qi L(xL�i ; yi)Px P (x)Qi L(xLi ; yi) : (17)8During the revision of this paper we be
ame aware that the 
al
ulation of posterior marginal entropies had been proposedindependently by P�erez et al [36℄ to determine \
on�den
e maps".27



(a) 0.2021 (b) 0.1094
(
) 0.0487 (d)Figure 7: Posterior marginal entropies for the MLP predi
tor. (a) 
ompensated pixel-wise predi
tions, (b)ML-TSBN, (
) CML-TSBN. The greys
ale is su
h that bla
k denotes zero entropy, white denotes 2.45 bits.The number underneath ea
h plot is the average pixelwise posterior entropy. (d) Binary image showingmis
lassi�ed labels (bright) and 
orre
tly-
lassi�ed labels (dark).Equation 16 follows from Equation 15 as P (yijxL�i ) = L(xL�i ; yi)P (yi). P (xL�) and the denominator 
an beevaluated by the methods outlined in Appendix A.2.A 
omplexity arises in this 
al
ulation when there are pixels whi
h do not have a label. For PMLP (x�jy),these pixels were simply ignored. For PTSBN (xL� jy), the unlabelled pixels were ignored in both the numer-ator and denominator of Equation 17. This is a
hieved by setting the �-ve
tor at the appropriate nodes tobe the ve
tor of ones (see Appendix A for details).In Figure 8 we plot 1N logP (xL� jy) under various models. Panel (b) shows that in all 43 test images,the posterior probability under the MLP+CML-TSBN method is larger than that under the 
ompensatedMLP using an independent-pixel model. Panel (a) shows that for a similar 
omparison using the GMMpredi
tor, the CML-TSBN method is better in 41 out of 43 
ases. Noti
e also the relative s
ales of the plots,and espe
ially that the GMM model makes 
on�dent mistakes on some pixels, thereby dragging down theaverage posterior probability. 28



−6 −5 −4 −3 −2 −1 0
−6

−5

−4

−3

−2

−1

0

log(P) for GMM
lo

g(
P

) 
fo

r 
G

M
M

 +
 C

M
L−

T
S

B
N

−1.5 −1 −0.5 0
−1.5

−1

−0.5

0

log(P) for MLP

lo
g(

P
) 

fo
r 

M
LP

 +
 C

M
L−

T
S

B
N

(a) (b)Figure 8: Comparison of log P (xL� jy)=N for (a) 
ompensated GMM vs GMM + CML-TSBN (b) 
ompensated MLPvs MLP + CML-TSBN.There are a large number of similar plots that 
an be made. A 
omparison of the posterior probabilitiesunder the ML-trained TSBN and independent models 
omes up with roughly equal numbers being better
oded under the two models, for both GMM and MLP predi
tors. The CML-trained TSBN with MLPpredi
tion is better than all other methods on 39 out of the 43 test images; on the remaining four theML-TSBN with MLP wins.7 Dis
ussionThis paper has made a number of 
ontributions:� We have used the EM algorithm to train the ML-TSBN and have observed that the learned parametersdo re
e
t the underlying statisti
s of the training images. The quality of the probabilisti
 modelhas been evaluated in 
oding terms and found to be 
omparable to state-of-the-art methods. The\trun
ated tree" analysis shows over what s
ales 
orrelations are important.� We have 
ompared the performan
e of GMM and MLP pixelwise 
lassi�ers on a sizable real-worldimage segmentation task. The performan
e of the dis
riminatively-trained MLP was found to besuperior to the 
lass-
onditional GMM model. We have also shown that the s
aled-likelihood method
an be used to fuse the pixelwise MLP predi
tions with a TSBN prior.29



� We have 
ompared 
onditional maximum likelihood (CML) training for the tree against maximumlikelihood (ML) training on a number of dimensions in
luding 
lassi�
ation a

ura
y, pixel-wise entropyand the 
onditional probability measure P (xLjy).The problem of evaluating segmentations is an old one, and a full answer may well depend on a de
ision-theoreti
 analysis whi
h takes into a

ount the end-use of the segmentation (e.g. for an automated drivingsystem). However, one attra
tive feature of the TSBN framework is that some aspe
ts of the posteriorun
ertainty 
an be 
omputed eÆ
iently, e.g. the posterior marginal entropies dis
ussed in Se
tion 6.3.Clearly quadtree TSBN ar
hite
tures are not the ultimate image model, as we know that run generativelythey give rise to \blo
ky" label images. There are a number of interesting resear
h dire
tions whi
h try toover
ome this problem. Bouman and Shapiro [5℄ suggest making a more 
omplex, 
ross-linked model. Theproblem with this is that inferen
e now be
omes mu
h more 
omplex (one needs to use the jun
tion treealgorithm, see e.g. [21℄). One interesting idea (suggested in [5℄) is to retain Pearl-style message passing eventhough this is now not exa
t; this idea is analysed in [12℄ and [46℄. Another approa
h to inferen
e is to usealternative approximation s
hemes, su
h as the \re
ognition network" used in Helmholtz ma
hines [8℄, or\mean-�eld" theory [41℄.An alternative to 
reating a 
ross-linked ar
hite
ture is to retain a TSBN, but to move away from a rigidquadtree ar
hite
ture and allow the tree-stru
ture to adapt to the presented image. This 
an be formulatedin a Bayesian fashion by setting up a prior probability distribution over tree-stru
tures. Initial results of thisapproa
h are reported in [49, 43℄. We believe that the general area of 
reating generative models of (image)data and �nding e�e
tive inferen
e s
hemes for them will be a fruitful area for resear
h.Appendix A: Pearl's probability propagation pro
eduresBelow we des
ribe Pearl's s
heme for probability propagation in trees, the 
omputation of the marginallikelihood P (xLj�) and a s
aling pro
edure for this algorithm to avoid under
ow.
30



A.1 Pearl's s
hemeWe �rst 
onsider the 
al
ulation of the probability distribution P (xje) at node X in a TSBN, given someinstantiated nodes (\eviden
e") e.Consider the tree fragment depi
ted in Figure 9 (based on Figure 4.14 in [35℄). P (xje) depends on twodistin
t sets of eviden
e; eviden
e from the sub-tree rooted at X , denoted as e�x , and eviden
e from the restof the tree, denoted as e+x . We shall assume that ea
h node has a �nite number of states C (ea
h node 
anhave a di�erent number of states but this adds some extra notation and is not ne
essary in our appli
ation).Bayes' rule, together with the independen
e property in the TSBNs, yields the produ
t rule,P (xje+x ; e�x ) = P (e�x jx)P (xje+x )P (e�x je+x ) def= �(x)�(x)�(x); (18)where �(x) = P (e�x jx), �(x) = P (xje+x ) and �(x) = [P (e�x je+x )℄�1. Partitioning e�x as e�x = [ni=1e�yi , �(x)is de�ned re
ursively by �(x) = nYi=1 �yi(x) (19)�yi(x) = P (e�yi jx) = CXk=1P (yikjx)�(yik) (20)where we have assumed that node X has n 
hildren and yik is the kth value of node Yi. �yi(x) is known asthe �-message sent to node X from its 
hild node Yi.�(x) is given re
ursively by�(x) = CXk=1P (xjzk)�x(zk) (21)�x(z) = P (zje+x ) = � P (zje+z ) Yz02s(X)P (e�z0 jz) = � �(z) Yz02s(X)�z0(z) (22)where zk is the kth state of node Z, and s(X) denotes the siblings of X (i.e. the 
hildren of Z ex
ludingX itself) and � is the normalising fa
tor so that the values of �x(z) sum to 1. In fa
t ��1 = P (e�s(X)je+z ),where e�s(X) denotes the eviden
e below the siblings of X . �x(z) is known as the �-message sent to node X31
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Y Y1Figure 9: Fragment of 
ausal network showing in
oming message (named �-message, shown as solid arrows) and outgoingmessage (�-message, broken arrows) at node X.from its parent Z.The propagation pro
edure is 
ompleted by de�ning the boundary 
onditions at the root and leaves ofthe tree. The �-ve
tor at the root of the tree is equal to the prior probabilities for ea
h of the 
lasses. Atthe leaves of the tree, the �-ve
tor is the ve
tor of ones if the node is uninstantiated, and equal to the ve
torwith a single entry of 1 (and all other entries 0) 
orresponding to the instantiated state. The 
omputationof P (xje) at ea
h node in the tree 
an now be performed using an upward phase of �-message passing, anda downward phase of �-message passing.To �nd the maximum a posteriori 
on�guration of the hidden variables X given eviden
e e, we 
an usea similar message passing s
heme, as des
ribed in Se
tion 5.3 of [35℄.The posterior marginal required for the EM updates and CML derivatives is given byP (xmil ; pamikjxLm;�) = 1Pk0 �(pamik0 )�(pamik0 ) �(xmil ) �ikl �(pamik) Yy2s(Xi)�y(pamik); (23)where s(Xi) is the set of nodes that are siblings of node Xi and �y(:) denotes the �-message sent to nodePai by node y. To show this, we partition e�pai as e�s(Xi)[e�xi and �rst 
al
ulate P (xil; paik; e�s(Xi); e�xi je+pai).Using the 
onditional independen
es des
ribed by the tree we obtainP (xil; paik; e�s(Xi); e�xi je+pai) = P (paikje+pai)P (xiljpaik)P (e�xi jxil)P (e�s(Xi)jpaik) (24)= �(paik)�ikl�(xil) Yy2s(Xi)�y(paik): (25)32



P (xil; paikje�s(Xi); e�xi ; e+pai) is then 
omputed by dividing through both sides of the equation by P (e�s(Xi); e�xi je+pai) =P (e�pai je+pai), whi
h 
an be 
al
ulated as Pk0 �(paik0 )�(paik0 ).A.2: Marginal likelihoodNow we 
onsider the pro
edure for 
omputing P (ej�). Assuming X0 is the root node, we have,P (ej�) = Xx0 P (e+x0 ; x0; e�x0 j�) = P (e+x0 j�)Xx0 P (x0je+x0 ;�)P (e�x0 jx0;�) =Xx0 �(x0)�(x0); (26)where we have used P (e+x0 j�) = 1 sin
e x0 is the root node and e+x0 is empty.A.3 S
aling Pearl's probability propagationIn order to understand where and why s
aling is required for implementing the message propagation, we
onsider the two distin
t message passing s
hemes separately.Firstly, 
onsider the de�nition of �(x) in Equation 21. �(x) is the probability of X = x given the eviden
ee+x , this givesPCk �(xk) = 1 as long as the normalising fa
tor � is applied in ea
h time of the 
al
ulation of�-message. In this 
ase, no s
aling is needed for �(x).We now 
onsider the de�nition of the �(x) in Equation 19 and �yi(x) of Equation 20. �-values of nodeX are the produ
t of all �-messages sent to it by its 
hildren. Ea
h 
hild node forms a weighted sum ofits �-values to form the �-message sent to its parent. The element-wise multipli
ation of the �-messages inEquation 19 and the weighted sum 
al
ulation in Equation 20 
ause the numeri
al values of the �-ve
tors tode
rease exponentially with distan
e from the leaves of the tree.We s
ale �(x) with three goals: (1) keeping the s
aled �(x) within the dynami
 range of the 
omputer forall nodes in the tree, (2) maintaining the lo
al propagation me
hanisms of Pearl's probability propagation,(3) re
overing the true values at the end of the 
omputation.This is a
hieved by the re
ursive formulae�̂(x) = nYi=1 CXj=1 P (yikjx)�(yik); �(x) = dx�̂(x) (27)33



where Y1; : : : ; Yn are the 
hildren of X . These equations are initialised with �̂(x) = �(x) at the leaves. dx
an be any value that gives a reasonable s
aling; dx = 1=Px �̂(x) was used in our work. The uns
aled value�(x) is 
omputed using �(x) = D�1x �(x), where Dx is the produ
t of the s
aling 
oeÆ
ients in the subtreerooted at X (and in
luding dx).In fa
t if we are only interested in the 
al
ulation of P (xje), then it is not ne
essary to worry undulyabout s
aling fa
tors; the �-ve
tor 
an simply be res
aled at ea
h node as required, and P (xje) 
an be
al
ulated from the s
aled �-ve
tor and the �-ve
tor by requiring that P (xje) sums to 1. However, s
aling isimportant if we wish to 
al
ulate the marginal likelihood P (ej�) 9. Referring ba
k to Equation 26, we �ndthat Xx0 ��(x0)�(x0) = DX0Xx0 �(x0)�(x0) = DX0P (ej�); (28)where DX0 is the produ
t of all of the s
aling fa
tors used in the propagation pro
edure. Sin
e DX0 
ouldbe out of the ma
hine dynami
 range we 
ompute logP (ej�) = log �Px0 ��(x0)�(x0)�� logDX0 .Appendix B: Cal
ulation of derivatives for CML optimisationIn this appendix we 
al
ulate the gradient of L(�) = L
(�)� Lf (�) w.r.t. �. As in se
tion 3.2 we suppressthe dependen
e of P (yjx) on � for notational 
onvenien
e.First note that P (ymj�) 
an be written as P (ymj�) = Px P (xj�)P (ymjx), where the sum is over allpossible values of x in the TSBN. Using the 
onditional independen
e relations, P (xj�) is easily de
omposedinto a produ
t of the transition probabilities on all links.Following the ideas in Krogh[18℄ for HMMs, the derivative of Lf (�) w.r.t �ikl is�Lf (�)��ikl = MXm=1 1P (ymj�) �P (ymj�)��ikl (29)= MXm=1Xxm 1P (ymj�) �P (ym;xmj�)��ikl (30)9S
aling issues are dis
ussed in P�erez et al [36℄. It appears that they addressed the issue of s
aling for the 
omputation ofposterior marginals in their paper but not expli
itly s
aling for the 
omputation of P (ej�).34



= MXm=1Xxm 1P (ymj�) P (ym;xmj�)�ikl Æ(xmi ; l)Æ(pami ; k) (31)= MXm=1Xxm P (xmjym;�)�ikl Æ(xmi ; l)Æ(pami ; k) (32)= MXm=1 P (xmil ; pamikjym;�)�ikl def= PMm=1 nmikl�ikl : (33)The step from equation 30 to equation 31 is derived from the fa
t that �ikl will only appear in the produ
tP (ym;xmj�) if Xmi is in state l and Pami is in state k.The derivative of the other term, L
(�), 
an be 
al
ulated in a similar manner, ex
ept that the sum-mation over variables in the tree is now only taken over the hidden variables xh = xnxL. If mmikl =P (xmil ; pamikjxLm;�), then we obtain �L
(�)=��ikl =PMm=1mmikl=�ikl:A
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