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tionIn this talk I want to review the area of Information Retrieval (IR) from a 
ompu-tational semanti
ist's point of view. There have been several attempts to integrateNatural Language Pro
essing (NLP) te
hniques into IR and I want to dis
uss someof those attempts and point out some opportunities and 
hallenges for 
omputa-tional semanti
s.Resear
h in IR is aimed at designing and evaluating systems that try to ful�ll auser's information need. Often, this is a user posing a query to a database. An IRsystem 
an rea
t in a variety of ways. For instan
e, it 
an present a list of do
umentspresumably 
ontaining the information the user is looking for (ad-ho
 retrieval), orit 
an dire
tly answer a user's question by generating natural language senten
es orextra
ting senten
es from the database (Question-Answering). The database itselfis simply a 
olle
tion of natural language do
uments. From an abstra
t point ofview, a do
ument d is relevant to a query q if d `is about' q. De�ning `is about' isa non-trivial task and several approa
hes have been proposed, 
f. Baeza-Yates andRibeiro-Neto (1999) for an overview.One of the hallmarks of the �eld of IR is its emphasis on testing and evaluation.Experiments are usually 
arried out on standard 
olle
tions, su
h as the TREC
olle
tions (Harman, 1995), where the relevant do
uments for a query are known inadvan
e. To evaluate the quality of an IR system standard measures su
h as pre
i-sion and re
all are used. Pre
ision 
ompares the number of relevant do
uments thathave been retrieved to the number of non-relevant do
uments. Re
all indi
ates thenumber of relevant do
uments that have been retrieved to the number of do
umentswhi
h are 
onsidered to be relevant.2 Semanti
 RepresentationUsually, information retrieval systems do not work on the do
uments themselves,but on a (semanti
) representations. Therefore, de
iding whether a do
ument isrelevant to a query depends on the kind of representation that is being used for thedo
ument and for the query. Almost all existing IR systems simply represent do
-uments and queries as a `bag-of-words'. From a formal semanti
ist's point of viewthis may seem hopelessly inadequate, but for simple retrieval tasks su
h as ad-ho
retrieval this way of representing the 
ontent of a do
ument turns out to be surpris-ingly e�e
tive. It may seem intuitively obvious that exploiting linguisti
 stru
turewill help to improve retrieval e�e
tiveness, and that deeper or ri
her representations,1



although perhaps more 
omputationally 
ostly, will lead to a substantially higherpre
ision. Indeed, there have been several attempts to add multi-word phrases todo
ument representations, see e.g. Strzalkowski (1995), Mitra et al. (1997), but theexperimental �ndings on retrieval with su
h enhan
ed representations do not reallysupport the hypothesis that added linguisti
s stru
ture improves e�e
tiveness. Insome 
ases, it indeed does improve retrieval, but the results are not uniform enoughto speak of a signi�
ant improvement.Despite its su

ess, there are several problems tied to the simple bag-of-words'presentation of do
uments. Two of these problems are of parti
ular relevan
e to
omputational semanti
ists: word-sense ambiguity and synonymy. If a query 
on-tains a word whi
h is lexi
ally ambiguous, it may happen that do
uments are re-trieved whi
h 
ontain this word, but not in its intended meaning. Conversely, itmay happen that a do
ument is not retrieved be
ause it does not share a word withthe query, although it does 
ontain words whi
h are synonymous to words in thequery.Most approa
hes to word-sense disambiguation or to �nding synonyms employword taxonomies like WordNet (Miller, 1995). To disambiguate word-senses aword is tagged with one of its senses, for instan
e a WordNet synset, indu
edby the 
ontext of the o

urren
e of the word, 
f. Sanderson (2000). And syn-onyms 
an be exploited by a te
hnique 
alled query expansion, where synonymousterms are added to the query terms, 
f. Voorhees (1994). As in the 
ase of usingmulti-word phrases, experimental �ndings do not indi
ate a signi�
ant improvementin e�e
tiveness when retrieving with disambiguated word senses or synonyms, seeVoorhees (1994). Those experimental results suggest that employing NLP te
h-niques for extra
ting linguisti
 stru
tures and using them for ad-ho
 retrieval willnot signi�
antly improve retrieval e�e
tiveness.It 
ould be argued that the failure of NLP te
hniques here is simply due tothe very shallow and limited 
hara
ter of ad-ho
 retrieval. Maybe, less shallowinformation needs that require a deeper analysis of the do
uments and queries
an pro�t from the use of NLP te
hniques. A prime example here are Question-Answering systems; see Kupie
 (1993) and Voorhees and Ti
e (1999). Su
h systemsdo not return full do
uments but return a single (partial) senten
e whi
h is supposedto be an answer to the user's input question. To get an impression what typi
alquestions look like 
onsider examples (1{3), whi
h are questions that have beenposed to AskJeeves (AskJeeves, 2000), an on-line Question-Answering system.(1) What movie took the longest to �lm?(2) What is a mashuganas?(3) How many members of the U.S. Congress and Senate are graduates of BobJones University? And what are there names?In 
ontrast to ad-ho
 retrieval, Question-Answering is a task that seems to bemu
h more sensitive to linguisti
 stru
tures like multi-word phrases and argumentstru
ture, thus potentially raising a whole series of interesting 
hallenges for NLPin general and 
omputational semanti
ists in parti
ular.To fo
us on the latter, one of the prime issues that has to be addressed is: Howdo we represent argument stru
ture? One way to represent argument stru
turesis to use des
ription logi
 formulas. Des
ription logi
s are a family of knowledgerepresentation languages originating from work on semanti
 networks and frame-based formalisms, see Donini et al. (1996). For reasons of robustness and eÆ
ien
y,partial parsing te
hniques are used to 
onstru
t des
ription logi
 representations.While this makes it impossible to provide a deep semanti
 representation, for mostinformation retrieval tasks, in
luding Question-Answering, this is not ne
essary2



anyway. Sin
e typi
al wh-questions are of the form \Who did what to whom andwhen?", the information that we do need to 
apture in the representation in
ludesthemati
 information, su
h as whi
h NP is the agent and whi
h one is patient et
.,see Litkowski (1999). Des
ription logi
al formulas 
apturing this information 
anlook like (4) and (5).(4) a. Industry sour
es put the value of the a
quisition at $100 millionb. 9agent:(sour
eu industry)u 9event:putu9patient:(a
quisitionu 9value:(100; 000; 000u dollar))(5) a. John Blair was a
quired last year by Relian
e Capital Group In
.b. 9agent:relian
e 
apital group in
 u 9event:a
quireu9patient:john blair u 9time:last yearThis way of using des
ription logi
 to provide only a shallow semanti
 represen-tation is based on Meghini et al. (1993).3 Inferen
eOn
e we have representations, we 
an perform inferen
es with them. What kindsof inferen
e tasks these will be, will depend both on the representations themselvesand on the information need. In the 
ase of ad-ho
 retrieval, the representationsare bags of words and the 
orresponding inferen
e task is simply term mat
hing.As we move to retrieval tasks that require deeper representations, su
h asQuestion-Answering, the 
orresponding reasoning tasks be
ome more 
omplex. InQuestion-Answering, the user's information request is more spe
i�
 than in ad-ho
retrieval. For instan
e, wh-questions ask for information 
on
erning a parti
ularargument position, and a Question-Answering system has to be able to identifyargument positions in the do
uments to answer the question properly. In the 
on-text of wh-questions, inferen
e amounts to 
omparing the argument stru
tures inthe do
uments to the argument stru
tures of the query and in 
ase of a mat
hreturning the value of the wh-argument.The simplest way of performing inferen
e is to use template mat
hing, where atemplate is an argument stru
ture and the wh-argument is left empty. A short
om-ing of this approa
h is that perfe
t mat
hes 
an be expe
ted to be rather rare. Thevalues of arguments 
an be 
omplex phrases and it is ne
essary to split the phrasesinto their simpler 
onstituents su
h as head-modi�er pairs. Comparing only theheads in
reases the 
han
e of mat
hing.But even then, we are still fa
ing problems like word-sense ambiguity and syn-onymous words | just as in ad-ho
 retrieval. Given the quite disappointing exper-imental results of applying word-sense disambiguation and query expansion withsynonyms to ad-ho
 retrieval, the obvious question is whether 
omparable results
an be expe
ted if these te
hniques are applied to Question-Answering. The an-swer is un
lear as this has not been 
arefully investigated so far. Similarly, if twoargument values do not mat
h, but one is a hyponym of the other, should this be
onsidered as a mat
h?It seems 
lear that we have to investigate the opportunities of hierar
hi
al in-feren
es further. This supports the use of des
ription logi
 for representing argu-ment stru
tures be
ause it allows for a more 
exible manipulation than templates.To manipulate the proposed semanti
 representations (des
ription logi
 formulas),many highly optimized high-quality tools su
h as FaCT (Horro
ks, 1999) and RACE(Haarslev and M�oller, 1999) are available. Using des
ription logi
 for manipulatingsemanti
 representations has the added advantage that it 
an be easily integrated3



with hierar
hi
al reasoning tasks, be
ause drawing hierar
hi
al inferen
es is at thevery heart of des
ription logi
.4 Con
lusionsWhile I think that there is a role to be played by 
omputational semanti
s in infor-mation retrieval, spe
ial attention should be paid to the balan
e between suitablerepresentations and 
orresponding inferen
e tasks on the one hand, and the retrievaltasks for whi
h they are being put to use on the other hand.This position should be 
ontrasted with logi
-related work in information re-trieval that was 
arried out in the early days of information retrieval. Van Rijs-bergen (1986) de�ned `about-ness' of a do
ument d in terms of logi
al entailment,where d `is about' q if d j= q. Logi
al entailment 
ould then be 
he
ked auto-mati
ally by using theorem proving te
hniques. Thus, to retrieve the do
umentsrelevant for a query q, one has to 
he
k whether d ` q for ea
h do
ument d in the
olle
tion. Although there are eÆ
ient theorem provers like Bliksem (de Nivelle,2000) and SPASS (Weidenba
h et al., 1996), applying them to standard data 
olle
-tions like TREC (Harman, 1995) whi
h 
onsist of several hundreds of thousands ofdo
uments, this turns out to be 
omputationally very 
hallenging, 
f. Crestani et al.(1995). The latter illustrates on
e again the importan
e of experimental testing inIR | an important methodologi
al hallmark whi
h should prove instru
tive or evenrefreshing for Computational Semanti
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