Communications Through Virtual Technology:
Identity Community and Technology in the Internet Age
Edited by G. Riva and F. Davide, 10S Press: Amsterdam, 2001 - © 2001, 2002, 2003

10

10.1

10.2

10.3

10.3.1
10.3.2
10.3.3
10.3.4
10.3.5
10.3.6
104

104.1
10.4.2
10.4.3
104.4

10.4.5
10.4.6
10.5
10.6
10.7

10.8

Virtual reality and adaptive
technology

Richard WALKER

Abstract. In modern societies and economies human beings are faced with
forms of “artificial complexity which are very different from those to which the
forms of complexity they face in more traditional societies. To handle their inter-
action with Complex Artificial Systems they require new technologica tools.
These tools, it is argued, could be based on the same “adaptive technologies’
which we have used to assist us in our interactions with natural complexity, in
particular, Artificial Neural Networks, Evolutionary Computing, the Ecologi-
cal/Embodied approach to artificial cognition as well as swarm computing. The
essay suggests ways in which these technologies could be used to produce practi-
cal systems for Adaptive Artificial Perception and for the bottom-up simulation
of Complex Artificial Systems. The human interface to such a system, it is ar-
gued, could be provided by integration with soft Virtual Reality Technologies.
The paper describes a hypothetical “Market Browser” based on this strategy.

Contents

Natural and artificial complexity ..........ccocoeevveeieniieneeeee, 150
Adaptation as a strategy to manage complexity ...........cccceennee. 151
Adaptive TeChNOIOGIES........c.eeiiiiiiieiie e 152
Artificial Neural NetWOrKS..........ocoviieeiiierieeeeseee e 152
Evolutionary COMPULING ........coorueerieerieiieesieesiee e 154
Ecological and “embodied” approaches............ccoveevvvenieennee. 154
Collective or “Swarm” COMPULING .........eereerrierreeenieeieeeneeenns 156
Learning from the current generation of adaptive technologies 156
BOttom-up SIMUIBEION. .......eoieiiiierie s 157
Technologies to handle artificial complexity ..........ccceveveennnenn 157
Initial requirements for handling artificial complexity .............. 157
Artificial PErCeption.........ccooceeiieeiie e 158
Data mining as primitive artificial perception...........c.cceveenee. 159
Weaknesses in current data mining software/ further

requirements for artificial perception..........c.ccceeceeveeiieennenne 159
Adaptive Artificial Perception .........c.cccovcveviiiiieniieneceee 160
Simulating the behavior of artificial complex system............... 161
Integrating Adaptive and Virtual Reality technologies............ 162
A “Market Browser” using Adaptive Virtual Redlity............... 163
Conclusions — fULUre ProSPECES. ........eevveerieeriiee e 164
REFEIENCES ... 164

149



10.1 Natural and artificial complexity

It is often claimed, that modern societies and economies are more complex than the socie-
ties and economies of the past. This is, or should be, a controversial point. What is cer-
tainly true however is that the forms of complexity modern human beings have to deal with
are qualitatively different with respect to more “traditional” forms.

In traditional societies the main forms of complexity encountered by individuals are
complexity in the physical, biological and socia worlds. The complex systems humans
have to dea with include predators, prey, the weather, anima and human disease and —
perhaps a tougher challenge than anything else - complex social and political structures.
None of thisis simple. Yet in practice biological intelligence has proved to be remarkably
effective in dealing with natural complex systems. Human beings (and other animals) rou-
tinely produce adaptive behaviors which today’s artificial systems are very far from
matching.

Modern societies however are different. In these societies individuals have to deal not
just with natural but also with artificial complex systems such as markets, large techno-
logical systems, and the World Wide Web. These systems are not necessarily more com-
plex than natural complex systems. In cognitive terms however they pose new challenges.
In particular:

. Human beings have poor sensory access to artificial systems. Our eyes alow us to
evauate the body language of an adversary (or a mate) or to judge and predict the
movements of a predator but we have no sensory system equipped to sense a negative
trend in market demand or a subtle malfunction in a nuclear power station. To detect
such events we first need to process large sets of numerical and/or textual data. Hu-
man beings have no inbuilt cognitive system to perform this task
The rules governing the behavior of artificial systems can change very rapidly. The
laws determining the behavior of natural complex system change — when they change
a al - over periods of time far longer than the life of individuals. Whereas the dy-
namic of a market or a nuclear power station can change from year to year — some-
times from second to second.

Human beings and animals relate to natural complex systems directly via biologica
sensory-motor systems. With unnatural complex systems, on the other hand, they require
technological interfaces to help them perceive the characteristics and behavior of these
and to think about the consequences of their own actions. In other words, to deal with this
new kind of Virtual Redlity human beings require Virtua Reality Technology (VRT).
Where what is meant is not just 3-D displays or data gloves but a complete set of tools fa-
cilitating interaction with an increasingly virtual world. The tools which exist today, data
mining software for instance, are still extremely primitive. In this paper | will describe
ways in which it might be possible to create a new generation of Virtua Redlity tools
based on what | will call “Adaptive Technology”.

In Section 10.2 of this essay | will argue that from a mathematical point of view natural
and artificial complexity are essentialy similar. This implies that the techniques we have
developed to handle natural complexity may have additiona applications in Virtual Real-
ity. In Section 10.3 | will briefly review some of the relevant technologies. These include
Artificial Neura Networks, Evolutionary Computation, so-called Ecological and
Embodied Approaches to Artificial Cognition and what, for want of a better name, | will
cal “collective” or “swarm” computing. | will also briefly describe the *bottom-up
smulation” strategy which researchers have used to develop these technologies. In
Section 10.4 | will speculate about ways in which we can use these different technologies
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to handle artificia complexity. In section 10.5 | will suggest a possible strategy for
integrating and conventional VRT. Section 10.6 describes a hypothetical “Market
Browser” incorporating this strategy. Section 10.7 concludes.

10.2 Adaptation as a strategy to manage complexity

Despite their obvious differences natural and artificial complex systems have at least two

key pointsin common.

: Both classes of system are, by definition, analytically intractable. There exists no
simple mathematical formula or engineering solution which alows us to precisely
predict their behavior.

Both classes of system display statistical regularities in their behavior which humans
and animals can detect and exploit. The way in which naturaly intelligent systems
acquire this ability is via adaptation.

Biologists portray adaptation as a process of exploration on an adaptive landscape] 1]
(see Figure 10.1). Imagine that an organism’s cognitive system can be described by n pa
rameters. The ability of the organism to adapt to a given environment is described by an
additional variable. In this set up every possible “configuration” of the organism can be
pictured as a point on an n+1 dimensiona “landscape”’ with valleys standing for unfit con-
figurations of the organisms and pesks representing configurations which are effective at
performing the task. Adaptation can be modeled as “hill climbing”. “Hill-climbing” or-
ganisms explore their environment by systematically moving up-hill, thereby improving
their fitness. Sometimes exploration involves whole populations whose tragjectory across
the landscape lasts for many generations; in other cases an individual climbs adaptive
peaks via “learning”. Biological adaptation nearly always uses both evolution and learning.
No-one, to date, has proposed a better way of generating systems with the ability to inhabit
complex environments. It is for this reason that researchers trying to build autonomous ro-
bots have founded much of their work on adaptive technologies which attempt to simulate
some of the adaptive methods used by biological intelligence.

Figure 10.1. Hill climbing on an adaptive landscape
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Before examining these technologies, however, it is useful to return to our initial dis-
tinction between natural and artificial complexity. The description of adaptation given
above is an abstract one. In this picture the ability of a population or an individual to adapt
to a specific environment depends exclusively on the topological characteristics of the
landscape [2]. It can be easily shown that adaptation is much easier on “smooth” land-
scapes — where al paths lead to a single “fitness peak” - than on “rugged” ones — where it
is difficult for organisms to locate truly optimal configurations. It follows that unless artifi-
cia complex systems produce adaptive landscapes which are topologically different from
those produced by natural complex systems — and we have no reason to suspect they do -
the same processes of adaptation should work on both. This implies we can apply similar
adaptive technologies in both domains.

10.3 Adaptive Technologies

Over the last forty years scientists and technologists have developed a number of different
techniques which model or simulate the way biological organisms use learning or evolu-
tion to adapt to their environments.
In what follows | will concentrate on four specific areas of development, namely:

Artificial Neural Networks

Evolutionary Computing

The Ecological/Embodied approach to artificial cognition

Collective or Svarm computing

As we will see a the end of this section al of these areas share a common epistemo-
logical approach. All are based on the attempt to understand the dynamics of complex
natural systems using what | will call bottom-up simulation. Later on in this essay | will
argue that we can use the same approach when trying to penetrate the workings of artificial
complex systems.

10.3.1 Artificial Neural Networks

Artificial Neural Networks (ANNSs) were originally proposed by McCullough and PFitts in
the early 1940s [3], and further developed by Rosenblatt with his Perceptron model in the
late 1950s [4],,ANN models represent an attempt to incorporate knowledge about the
workings of biological neurons and synapses in (extremely simplified) models of animal
perceptual systems. ANNs perform computations using a network of processing units,
conventionally known as “neurons’. Neurons are interconnected via “synapses’ (see figure
10.2). Each “neuron” is characterized by a state; each synapse by a “weight”. The state of a
neuron at timet is a (usually non-linear) function of the states of the neurons to which it is
connected at time t-1 and the weights of its connections to these neurons.

In most ANNS a subset of neurons are defined to be “input neurons’; a second subset
are “output neurons’. When the network performs a computation the experimenter pro-
vides the system with an input by defining the states of the input neurons. The network
then computes the values of all neurons to which these neurons are connected. This process
is repeated recursively until it is possible to determine the state of the output neurons. This
is the result of the computation.

Different classes of network are characterized by different patterns of connectivity. So-
caled feed-forward networks are based on a layered architecture where the input neurons
represent the top layer of the network and output neurons the bottom layer. All connections
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flow from the top of the network towards the bottom. In so-called Recursive Networks on
the other hand [5] there are no restrictions on the direction of connections. Both feed-for-
ward and recursive networks can be fully or sparsely connected.

Input Neurons

Output Neurons

Figure 10.2. A simple feed-forward ANN — the Perception

A key characteristic of ANNSs is their ability to “learn” — a form of single-generation
adaptation. Given a set of predefined examples (e.g. a set of vectors representing the goods
purchased by individual customers in a store, sets of diagnostic data from a machine)
certain kinds of ANN can “learn” to classify input vectors into categories defined by the
experimenter (e.g. to assign the customer to a market segment; to categorize a malfunction
of the machine). This is called “supervised learning”. Other classes of ANN perform
“unsupervised learning” developing their own spontaneous categorizations.

ANNSs have a number of desirable properties. The ability to learn from examples re-
moves the need to write programs for problems which do not lend themselves to easy for-
malization. The number of neurons required to implement a specific computation can often
be surprisingly smal. Many systems (particularly feed-forward networks) can perform
their computations extremely fast. This does not mean however that ANNS are necessarily
a valid model of biological cognition, still less that ANNSs on their own can represent a
complete solution to our problems in interacting with complex artificial systems

ANNSs are known to suffer from a number of weaknesses. In particular, while research-
ers have had great success in teaching ANNSs to solve a number of relatively well-defined
problems (e.g. recognition of phonemes in continuous speech [6], generation of continuous
speech from text [7] generation of the past tense of English verbs [8]) it has not been pos-
sible to develop ANNs with the ability to perform more complex cognitive tasks (e.g.
automatic dictation). There are many reasons for this. Neural network architectures are
designed by hand. While for simple cognitive tasks this can be relatively ssimple no one has
yet developed an anaytical method capable of discovering the optimal architecture for
complex tasks. It is also known that at least for feed-forward networks the training problem
is NP-complete[9] This implies that as the size of the network increases the time necessary
to train it increases exponentially. Last but not least ANNSs are dependent on the training
input provided by the experimenter. This last characteristic contrasts with the ability of
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relatively simple living organisms to autonomously explore their environment and to
“train” using the information they find there.

10.3.2  Evolutionary computing

An aternative “adaptive” technology, developed over the last thirty years, is so-caled
“evolutionary computing” ( a cover-al term encompassing Genetic Algorithms [10], Ge-
netic Programming [11] and a number of other techniques). While ANNs model learning
by individua organisms during a single lifetime, evolutionary computing borrows its basic
principles from the much slower processes of Darwinian evolution.

In evolutionary computing, solutions to problems (or machines capable of generating
solutions) are represented as the genomes of “organisms’ belonging to a “population”.
Genomes and organisms can be modeled in many different ways. In some instances the
genome is a string of bits representing the weights of connections in an ANN; in other
ANN-based models weights are represented as vectors of real numbers; in certain ago-
rithms the genome is a table specifying a Finite State Machines; in so-called Genetic Pro-
gramming it is a computer programs written in a high-level symbolic language.

Despite these differences the various techniques used by practitioners of evolutionary
computing depend on what is, in essence, a single agorithm. All evolutionary techniques
are based on three key principles: selection, replication and variation.

At the beginning of a computation based on evolutionary computing the system gener-
ates a population of randomly generated genomes, specifying “digital organisms’. Every
individual is evaluated for specific abilities specified by a “fitness formula’. Using the re-
sults of this evaluation a sub-set of organisms is selected for replication. Selected organ-
isms produce new copies of their genomes (“offspring”). Replication may be either sexual
(two — occasionally more — parents contribute to the genome of the offspring) or asexual
(offspring are clones of the parent). When copying genomes from “parents’ to offspring
the replication process introduces random “mutations’ and “cross-overs’ thereby intro-
ducing variation within the population. Offspring are, in other words, similar but not iden-
tical to their parents. The process of selection, replication and variation is repeated for
many generations. In each generation it is the “fittest organisms” which produce the most
offspring. In this way the mean fitness of the population increases steadily, exactly as the
fitness of biological organisms is supposed to increase during Darwinian evolution.

Like Artificial Neural Networks evolutionary computing algorithms have been success-
fully applied to a broad range of different domains. These range from the optimization of
throughput on a manufacturing line [12] to the generation of school time tables [13] and
the automated creation of electronic circuits [14]. Unfortunately evolutionary computing
also shares many of the weaknesses of ANNS. Like ANNSs it has proved hard to “scale up”
evolutionary agorithms to tackle “hard problems’. Just like ANNS the time necessary to
“evolve’ a system increases exponentially with the complexity of the function the system
is supposed to perform. And evolutionary algorithms, like ANNS, depend critically on in-
put from the designer. It is the designer who defines the kind of organism and the genomic
coding technique to be used for any specific problem. And again it is the designer who
chooses the problems — unlike living systems — who to some extent are able to choose their
own.

10.3.3 Ecological and “ embodied” approaches

The techniques described above belong to what can be called the “information processing
paradigm”. In this paradigm cognition is modeled as a mathematical function mapping an
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“input space” to an “output space”. In the opinion of many modern psychologists this ap-
proach excludes key features of biological cognition. Biological organisms, they point out,
are physica organisms inhabiting environmental niches with specific physical properties.
This has a number of implications for the workings of their cognitive systems. In particu-
lar:
. Biological organisms are not abstract mathematical problem solvers. An animal, for
instance, does not need to classify every possible image which might appear on its
retina but only those images which are in some way of ecological importance (images
of food, predators, mates, obstacles etc.).

Biological organisms do not need to compute a complete, “objective” representation
of their environment. Very often they exploit very simple signals as triggers for com-
plex behavior. A fledgling, to cite just one example, will open its beak in response to
any shadow passing at a certain angle above its line of sight [15]. Given the ecology
of the fledgling's nest there is no need to perform complex information processing to
discover whether or not the shadow represents the fledgling’ s parent.

Physical organisms and environments contain large amounts of implicit information
which the organism can exploit in performing its functions. To program a virtua ro-
bot to shift a brick from the top of a pile and place it on the floor the programmer has
to compute every movement of the brick. In a physical robot it is enough to ensure
that the brick looses its balance. Gravity will do the rest.

When organisms move around their environment the input they receive from their
sensors changes continuously as a function of their position. Living organisms, unlike
ANNSs or evolutionary organisms, automatically select their own input every time
they move.

And above al organisms are autonomous. No living organism has to resolve an ab-
stract problem set by an external experimenter. All it has to do is survive and repli-
cate. If an anima or a population finds it hard to live in a particular environment it
can often colonize another. At least to some extent living animals choose their own
adaptive problems.

Recent years have seen the development of a new school of psychological thinking
which has attempted to incorporate these insights into their models [16]. In order to
achieve this goal researchers in “ecologica” and “embodied intelligence” moded not only
the “brain” but the sensors feeding the brain its information, the motor systems it uses to
move and the physical environment it inhabits. In some cases these models take the form
of “animats’ or software simulations. In others researchers have hand-designed physica
robots or have used hybrid techniques to “evolve’ computers on a computer and “validate”
the resulting machines in a physical world [17]. The behaviors exhibited by these real or
simulated machines have included walking (with six legs) [18], obstacle avoidance [19],
imitation of the mating behavior of the male cricket [20] and simulating the behavior of
laboratory rats in classic animal psychology experiments [21] There can be little doubt that
the machines produced by researchers in “evolutionary robotics’, while till relatively
primitive, have a far greater ability to deal with the complexity of the physica world than
any ANN or evolutionary algorithm.

And yet even here there are problems in evolving models or robots with the ability to
tackle the “hard” problems which animals successfully resolve in their everyday lives.
Most researchers working in the field would agree that current robots have roughly the
same level of intelligence as a simple insect. It seems, in other words, that even with rap-
idly growing computational power there are severe, perhaps fundamental obstacles to the
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creation of genuinely complex systems using the technologies described in this and the
previous paragraphs.

10.3.4 Collective or “Swvarm” computing

In the ANNs and evolutionary computing and often even in work by the ecologi-
ca/embodied school the emphasis is on “individua computational units’. Complexity
theorists have noted however that a knowledge of the workings of individual computation
units is usually insufficient to explain the complex functionality of large complex systems.
It isimpossible, for example, to predict the properties of the genome from the sequences of
individual genes or those of the brain from the characteristics of a neuron or those of an ant
nest from the limited behavioral repertoire of individual ants. Complex behavior is usualy,
perhaps aways, an “emergent” result of interactions among (relatively) ssmple compo-
nents. There is strong evidence that major transitions in biological (and cultural) evolution
(e.g. the emergence of the eukariotic cell, the evolution of insect societies, the emergence
of new forms of human socia organization following the Neolithic revolution) have often
been due not to major change in individuals but to new forms of aggregation among them .
It follows that if we wish to design systems exhibiting genuinely complex behavior the best
strategy might be to build systems in which large populations of individual units interact,
both on evolutionary and single generation timescales. This has been called swarm intelli-
gence.

In a Svarm system complexity derives from the interaction among individual computa-
tional units In Ray’s Tierra [22], for instance, a population of “computer programs’ —
written in an evolution-friendly Assembly Language — compete to absorb CPU cycles. Ray
has observed how, in the course of this process individual programs acquire the ability to
exploit other programs, as “subroutines’. The system spontaneously evolved parasitism
and even hyperparasitism (parasites which live off other parasites). L. Steels has created
“societies’ of robots which spontaneously develop their own languages to describe objects
with which they interact [23], M. Dorigo et a. have developed “ant colony techniques’ in
which populations of “artificial ants’ spontaneously find solutions to complex optimization
problems [24]; other researchers have developed “artificial immune systems’ in which arti-
ficia anti-bodied “compete’ to attack “antigens’ from the outside world [25]. Interestingly
some of the techniques developed in the field of collective computing have been shown to
have important practical applications in dealing with artificial complexity. In particular Ant
Colony techniques have suggested new routing algorithms for telecommunications while
artificial immune systems are applied to detect and respond to attacks on the security of
computer networks.

10.3.5 Learning from the current generation of adaptive technologies

The current generation of adaptive technologies have limited (though real) practica appli-
cations. They nonetheless provide important conceptua insights which we can apply in de-
sgnl ng technologies to handle artificial complexity.
The design of systems to handle complexity is an exploratory rather than an analyti-
cal process. When trying to build such systems it is much often easier to “train” or
“evolve’ a system than to design it from scratch. System designers have only a very
limited ability to hand-design systems to resolve arbitrary problems. Successful
adaptive systems are themselves the product of adaptation.
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Successful adaptive systems are always adapted to the requirements and characteris-
tics of a specific environment. This implies, on the one hand, that we should not ex-
pect to be able to create general purpose technologies capable of dealing with every
possible kind of artificial complexity, on the other that in many cases it may be pos-
sble to exploit specific characteristics of individual environments so as to grestly
simplify the computational tasks the technology is asked to perform.

Successful adaptive systems display a high degree of autonomy. They “live’ in their
environment, make their own decisions how to move around the environment, select
their own inputs and to a large extent choose their own problems.

Successful adaptive systems are themselves complex. Swarm systems comprising
large numbers of interacting components have emergent behaviors which cannot be
predicted from the properties of these components. It can often be useful to design for
emer gence.

10.3.6 Bottom-up simulation

The adaptive technologies developed by workers in the fields of ANN, evolutionary com-
puting, the ecological/embodied school and swarm computing are all based on attempts to
simulate the working of complex systems found in nature. ANNS are a primitive model of
the brain (or of perceptua systems within the brain); evolutionary computing is inspired by
Darwinian evolution; the ecological/embodied school attempts to reproduce the way in
which whole, embodied organisms interact with a physical environment; swarm computing
simulates the complex interactions found in eco-systems, ant-nests and other animal socie-
ties.
Viewed from a highly abstract point all the techniques share a similar bottom-up strat-

egy which can be briefly summarized as follow:

The system designer views the system to be simulated as a collection of interacting

subsystems. Brains are viewed as a collection of neurons, evolutionary algorithms

and swarm computing use populations of “organisms’; the ecological/embodied ap-

proach use elements from both of these views.

The simulation effort concentrates on reproducing the (relatively smple) behavior of

individual sub-systems (neurons, organisms etc.) in their interactions with other sub-

systems.

Specific system behaviors are produced by general purpose “training agorithms’ de-

signed to modify the interactions among sub-systems (neural networks, swarm sys-

tems) and/or to select subsystems with desirable characteristics.

Complex behaviors are “shaped” one step at a time. Systems with the ability to

generate a specific behavior are used as “building blocks’ to build other more com-

plex behaviors.

As will be seen later on in this essay these techniques are applicable to the simulation of
artificial aswell as natura complex systems.
10.4 Technologiesto handle artificial complexity
10.4.1 Initial requirements for handling artificial complexity

From the point of view of human beings Complex Systems are black boxes. Humans do
not know what is going on in the head of the tiger as it waits for them in the bushes; work-
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ers have only limited insight into the workings of the equipment they operate; traders lack
the knowledge to penetrate the mechanisms which determine the rise or fall of stock prices.
When human beings attempt to predict, manage or control the behavior of a complex sys-
tem the data they have to work with is mainly data about the behavior of the system. Al-
though a pilot has no knowledge of micro-fractures within an engine or a strut she can
sense if the plane is vibrating in an unusua way; a manager knows next to nothing about
the psychology of individual consumers but can tell if they begin to shift their purchasing
patterns. To interact effectively with a complex system it is necessary to analyze its be-
havior and decide one's own best reactions. To do this however we do not need data but
information. From the point of view of surviva it is not important to note the exact ge-
ometry of atiger's spots; it is vital to distinguish a tiger from other, less dangerous ani-
mals.

Cones and rods in the human retina provide a very detailed low-level description of
patterns of light, shadow and color in the visua field. In order to be useful this data has to
be categorized and organized into forms which can be used to guide behavior. In natura
cognitive systems this is the role of perception. Perception transforms sensor- level de-
scriptions of redlity into information which the organism can use to further its goals. Com-
plex artificial systems pose similar problems. Modern information systems contain ex-
tremely high volumes of data. We can record changes in hundreds or thousands of stock or
bond prices minute by minute or even second by second; stores, banks and credit card
companies record details of every individual customer transaction; modern machinery can
produce vast volumes of diagnostic data; telecommunications networks keep track of every
individual call or, in theory, even of individual data packets. Yet thisis low level data. To
be useful it needs to be transformed into a form suitable for processing by the human cog-
nitive apparatus. In short we need artificial perception.

10.4.2 Artificial perception

The role of perception in natural cognitive systemsisto “map” the high-dimensional, noisy
input from sensors onto simpler “low-dimensiona” representations (for instance a two di-
mensional image, a phoneme, a smell) which can be used as a basis for decision-making.
The perceptual systems we need to deal with artificia complexity have to perform the
same tasks identifying and signaling significant information (e.g. customer preferences,
system malfunctions or overloads, trends in stock prices) present in large volumes of noisy,
incomplete and largely irrelevant data.

When researchers seek to simulate animal perceptua systems they often use Artificial
Neural Networks. Like biological perceptual systems the networks they use have large
numbers of input neurons and a much smaller number of “outputs’. When the network is
“trained” on a given data set it “learns’ to “categorize” the data. Hand-written characters,
for instance, can be classified according to the letters they represent. Frequency spectra
from mass spectrographs can be used to identify specific chemical compounds. In some
cases output neurons are organized into “maps’ [26]. If one input activates a specific neu-
ron on the map similar inputs will activate neurons which are close to this neuron; inputs
which are dissmilar will activate neurons which are further away.

Artificial Neural Networks are an extremely effective and parsmonious way of per-
forming artificial perception. There is, what is more, nothing which restricts their applica-
tion to natural environments. From the very early days of Neural Network research they
have been used not just to gain insight into biological cognitive systems but also for practi-
cal engineering applications (e.g. in the field of Optical Character Recognition). There can
be very little doubt that Artificial Neural Networks will play a key role in systems of Arti-
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ficial Perception designed to facilitate our interactions with artificial environments. The
first of these applications are, in fact already with us, in the form of so-called “data mining
software’.

10.4.3 Data mining as primitive artificial perception

Data Mining [27] is a technique to extract commercialy or scientifically useful informa
tion from data collected for other purposes. Using data mining a supermarket can analyze
data collected at the till to detect associations between the purchases of certain products
and thus to optimize the layout of the store. A disease management team in a hospital can
analyze data about symptoms, treatments and outcomes to select the best treatment proto-
col for a specific clinical condition. The till or the hospital records system provide raw
data. The data mining system generates information. It can thus be seen as aform of artifi-
cial perception.

Data Mining software uses an eclectic range of techniques including ANNSs. In each
case the analyst provides the system with a set of “training data” including a set of predic-
tors and a target variable. The system then attempts to generates a model (e.g. a trained
ANN) with the ability to predict the value of he target variable.

Let us suppose that a telecommunications operator wishes to predict the probability that
a particular customer will “churn”, canceling her contract and choosing a different opera-
tor. A typical operator will possess large volumes of data describing the characteristics
(age, sex, profession, address) and behavior (number of cals, destinations of calls, weekly
and daily distribution of calls, requests to customer care, technical problems, delays in
payment) of past customers who have “churned” and of those who have remained loyal to
the company. In order to predict the behavior of its current customers the company can use
the data about the past behavior of customers to train an ANN to predict whether or not a
customer will churn. Once this has been achieved the company can then feed the network
with data about its current customers, read out the predicted probability of churn. Thisis
the kind of information which it is possible to produce with current state-of-the-art artifi-
cial perception.

10.4.4 Weaknesses in current data mining software/ further requirements for artificial
perception

Using the concepts developed by the ecological/embodied school it is easy to see the dif-

ferences between the primitive artificial perception just described and genuine “natural

perceptl on”. Four of these are of particular importance.
Natural perception is senditive, above al, to change and movement. What matters
most to the gazelle is not the bushes but the unexpected movement in the bushes
which might signal the presence of a predator. The artificial perception provided by
current data mining systems (and other forms of data analysis) is, on the contrary, es-
sentially static. The software identifies unchanging relationships among predictor and
target variables. No mechanism is provided for alerting the user to the unexpected. In
many application areas this is a critical weakness. In the specific case of telecommu-
nications, for example, the appearance of a new competitor, a new technology or a
new pricing mechanism can herald extremely rapid changes in market dynamics.
Natural perception adapts to changes in the environment. As an organism develops it
learns to recognize the features of the environment which are most important to its
survival. Changes in the environment are matched by changes in the behavior of the
perceptual system. Currrent data mining systems, on the other hand, use a single set
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of static training data. The ANN is trained once. Tacitly it is assumed that future be-
havior will be determined by the same factors that have determined behavior in the
past.

In natural perception the organism actively selects the information which is most
relevant to its current needs — choosing from a much larger volume of information
generated by the perceptual system. It is the presence of this apparently superfluous
information — and the ability to select information that allows biological organisms to
respond to novelty in the environment. In contrast data mining software produces
predictive models for single variables, or very small sets of variables selected by an
analyst. It is the analyst who chooses the questions. The software gives the answers.
This means that if the analyst has not chosen the right questions the software is of
very little use.

All of which suggests that more effective systems for artificial perception should:
detect potentially significant changes in the environment;
adapt to changes in the user needs and/or in the underlying dynamic governing the
behavior of the environment;
present the user with a broad range of different information, allowing her to select
the information most relevant to her current needs.

No system currently present on the market comes close to meeting these requirements.
We can nonetheless imagine ways in which imaginative use of adaptive technologies — and
of the lessons of the ecological/embodied school - could help us to produce systems which
are much closer to meeting the requirements than those currently in use.

10.4.5 Adaptive Artificial Perception

Current Data Mining uses a static training set to produce a single model to represent the

relationship between predictor variables and a single target variable. From what we know

of adaptive technology it is not difficult to imagine changes in this paradigm which might

enable us to implement new forms of Adaptive Artificial Perception

: In data mining systems the “training set” is a static data file. In future systems on the
other hand the data available to the system could be updated on a continua basis. All
analytical activities would thus be based on up to date information.
In the current generation of systems training is “batch” process conducted at periodi-
cal intervas. In future systems data would be analyzed on a continuous basis — en-
suring that information concerning new trends in the environment becomes available
asrapidly as possible.
Current systems usually take little or no account of the dates and times at which data
was recorded. In a new generation of system al data would be characterized by the
time at which it was recorded. Systems would be provided with automatic mecha-
nisms to detect short or longer term changes in critical variables. Predicting change
would be treated as a significant goal of the system
Current systems capture regularities in the data set in a single “model”. Future sys-
tems are likely to borrow from the evolutionary paradigm alowing the “evolution” of
multiple competing models. Data Mining has already developed techniques for auto-
matically measuring the reliability of models. These techniques could be used to
measure the “fitness’ of the models produced by competing agents. As the environ-
ment changes older models will be replaced newer, more reliable ones. Adaptation to
change will be automatic
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The models produced by present data mining software predict the value of a single
target variable. While a new generation of systems would obvioudly retain this ability
the goal will be to present the user with a broad range of different information, de-
scribing as many aspects as possible of the environment with which she is interact-
ing. The user will be able to explore the environment, selecting the information of
greatest interest to her. The fitness formula used to evaluate competing models will
be designed in such a way as to reward the models producing information of the
greatest interest to the user. In this way the user will become “part of the loop” guid-
ing the development of the system in the same way as researchers in artificial robot-
ics “shape” the behavior of their creatures in successive rounds of evolution.

The models created by current data mining software are monalithic entities: a single
ANN isresponsible for all computational work performed by the model. Such models
may include tens or even hundreds of predictor variables many of which are later
shown to have no influence on the value of the target. As we have seen the time nec-
essary to train an ANN grows exponentialy with the size of the network. It is not
therefore surprising that the training of this kind of model is a computation-intense
task which often requires many hours. Future systems, | would suggest, are likely to
take an aternative approach incorporating insights from Svarm Computing. In future
systems, based on multiple competing agents, individual agents may be relatively
simple with the ability to use only a limited range of information from the environ-
ment (a limited number of predictor variables). The time required to train such agents
would be short. At the same time however each agent would view the other agents as
part of its environment. In this model every agent would use the categorizations and
predictions produced by other agents as input for its own categorizations and predic-
tions, just as the programs in Ray’s Tierra use other programs as sub-routines. Com-
plexity (and the ability to react to complexity) would arise not from the sophistication
of individua agents but from their interactions. As the system evolved it would de-
velop the ability to perceive information at ever higher levels of abstraction.

With the exception of the proposed use of Swvarm Computing — which might require a
significant effort in basic research — the ideas just described require no fundamental
breakthroughs in theory or technology. In the majority of cases all that is required is
imaginative use of technologies and algorithms which already exist. It is not hard to predict
that in coming years adaptive technologies will play a key role in new, flexible systems of
artificial perception designed to help humans in their interaction with complex artificia
systems.

10.4.6 Smulating the behavior of artificial complex systems

Artificial perception can provide human operators with the ability to detect, classify and
react to significant information hidden in very large volumes of data. It would however be
a mistake to believe that this is the only contribution which adaptive technology can make
to our interaction with complex artificial systems.

An important (if somewhat over-valued) characteristic of human cognition is the ability
to plan. Human beings have the ability to “mentally smulate” the consequences of their
actions. By examining alternative scenarios they can choose tactics and strategies likely to
lead to favorable outcomes. The human brain is well equipped to plan actions in the natural
environments where human beings and their ancestors evolved. Human beings are, for in-
stance, extremely skilled in predicting the movements of physical objects, the behavior of
animals or that of other human beings. But when dealing with artificial complexity this
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ability can break down. A city planner may build a new road hoping to reduce traffic bur-
den and find that actua traffic increases; the operator of a complex technological system
may make a tiny adjustment to a single parameter and find the system spiraling out of con-
trol. To effectively manage artificial complex systems we need technological tools to help
us predict their behavior. To achieve this goal we have to simulate the working of the sys-
tems we are attempting to manage. This brings us back to the underlying research strategy
of adaptive technology and to its use of bottom-up simulation.

Artificial complex systems, like their natural counterparts, are made up of large num-
bers of interacting sub-systems. Financial markets are constituted by large numbers of
buyers and sellers; patterns of traffic in a city or on a highway are determined by the inter-
actions between large numbers of vehicles; the spread of human and animal disease is the
result of interactions between hosts and disease vectors and the ways these move across
geographical space. In al of these cases it is possible to build bottom-up simulations ap-
plying the same basic strategies developed by researchers in adaptive technology. Today
bottom up smulation is aready used in the planning of urban transport systems, the
evaluation of exotic financial instruments and environmental impact assessments. As the
cost of computing power continues to fall the range of domains where bottom up simula-
tion can provide an effective management tool can be expected to increase steadily. In
short in the future adaptive technology will provide us not only with technological tools to
perceive the state and dynamics of complex artificial systems but with new strategies to
simulate and predict their behavior.

10.5 Integrating Adaptive and Virtual Reality technologies

In the previous sections | have tried to show that adaptive technologies have significant
potential for assisting us in our interactions with complex artificial systems. At this point
however the reader has the right to ask what has all this has to do with Virtua Reality —the
central theme of this book.

It is true that complex artificial systems are all, in a weak sense, “virtual” — a share price
or a network malfunction does not have the same perceptual impact as atiger or afall from
a great height. But Virtual Reality — in the normal usage of the word — means more than
this. When we talk about Virtual Reality what we are normally talking about are technolo-
gies which allow the user to explore a Virtual World — which she can sense with her visual,
auditory and perhaps her tactile and olfactory systems. This sort of technology appears, at
least at first sight, to have very little relationship to “artificial simulation” or “bottom-up
simulation”. To perceive the link it is necessary to take a closer look at the tools human
beings will need if they are to interact effectively with complex artificial systems.

The ultimate goal of a human being interacting with an artificia environment is to
achieve the same kind of intuition and fluidity of action which humans and animals display
in their interactions with natural systems. This is what VRT achieves when a pilot flies a
virtua jet fighter or a surgeon performs a virtual operation or a child explores a dinosaur-
infested idand. The problem with the kind of virtual environment | have been describing
here is that it has no physical counterpart — even in the imagination. Taken in its raw form
there is nothing for Virtual Redlity to visualize and nowhere for the user to explore. The
role of adaptive technology, | have argued, is to provide us with tools to map this kind of
abstract, high dimensiona world into the kind low dimensional representation which the
human cognitive system is capable of processing and to simulate the way in which the
world might react to particular actions by the user. But here again the idea of a low-dimen-
sional representation is an abstract one. A key element is missing. Adaptive technology
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does not allow usto “see’ the information it provides; it lacks a “human interface”. Virtual
Redlity, | would suggest can help to fill this gap.

First of al a proviso. It is obvious that not al aspects of Virtual Reality Technology are
relevant to the kinds of system we have been discussing in this paper. | can, for example,
see few applications for “immersive” virtua redlity, stereoscopic vision and 3D sound and
even fewer for data gloves and artificial olfaction. It is likely that in the design of systems
to help us interact with complex artificial systems the most important contribution of Vir-
tual Redlity will not be hard technologies such as advanced 3D rendering but soft tech-
niques such as ergonomics and user-interface design.

To conclude, therefore, | would like to sketch out an example of how Virtual Reality
and Adaptive Technologies could be merged in an integrated system enabling human be-
ings to interact with some kind of large artificial system. My example system — a “Market
Browser” - will again be tailored to the needs of a large Telecommunications company — or
more specifically to the needs of a marketing manager working for the company.

106 A “Market Browser” using Adaptive Virtual Reality

In our hypothetical system the goal of the marketing manager is to increase her company’s
profits by taking the initiative in the market and by reacting rapidly and effectively to the
initiatives of competitor companies. The “Market Browser” | will describe uses Adaptive
Artificial Perception to generate the information and she needs in order to interact effec-
tively with the market; a market simulator alows her to generate alternative scenarios for
market development and to simulate the effects of different actions (changes in pricing
plan, specia promotions, advertising) on the behavior of consumers and competitors; the
human interface is based on VRT.

As in most Virtual Redity Systems the user interface to the Browser is organized
around a spatial metaphor. The market is portrayed to the user as a “market space” which
she can visualize via maps. A map is a two or three dimensiona representation of some
particular aspect of the space. A Market Browser might include Geographical Maps
showing physical locations where the company sells; a Traffic Pattern Map clustering
customers in terms of different patterns of phone use; a Demographic Map providing an
aternative clustering in terms of age, sex, area of residence, income and other demo-
graphic variables. The Artificial Perceptual System will use the maps to present the user
with a broad range of information, drawing her attention to factors which appear to have
specia predictive power for revenue, churn or other key indicators. The geographical map,
for instance can be colored or textured to show the contribution of individua areas to com-
pany revenues, special symbols can be used to indicate areas whose contribution to reve-
nue is rising faster or slower than the general trend for the company; contours can be used
to indicate quality of technical service in specific area, additional symbols can be used to
show the presence of local points of sale or to alert the user to areas with unusual technical
problems or with an usualy high number of complaints to technical service. A large sym-
bol can show the company’s current “center of gravity” with a trace indicating the way in
which thisis changing over time...

As in more conventional Virtua Redlity systems the system is navigable. At al times
the user is characterized by her position in “market space’. Navigational controls alow her
to move round the space. At all times she can control her view of the space. Menu com-
mands alow the user to decide which maps to display (multiple maps will be displayed on
multiple windows or perhaps on multiple screens); zoom commands control the amount of
detail she wishesto see.
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A key aspect of the system is its ability to draw the user’s attention to new information
of which she was not aware. New information discovered by the system is displayed either
on the maps the user is currently viewing or (where the information is not relevant to the
current map) on “tickers’ and other instruments located on peripheral areas of the screen A
novel aspect of the system is the sharing of control over the display of information between
the Artificial Perceptual System and the user. When the system is used for the first time the
Artificial Perception will autonomously decide the information that needs to be displayed.
The user will then be able to eliminate information which she does not believe to be im-
portant and explicitly request the display of information she needs. The Artificia Percep-
tual System will use information about user choices to evaluate the “fitness’ of agents (see
10.4.5) thereby “evolving” a population of agents suited to the user’s specific interests and
requirements.

As described earlier the Artificial Perceptua System will work side by side with a
“Market Simulator” — based on bottom-up simulation techniques- which will enable the
user to generate new scenarios for market development and to explore the consequences of
her company’s possible actions. The simulator will generate a dynamic market space char-
acterized by the same variables which the Artificial Perceptual System uses to describe the
actual market. The “Market Browser” will thus allow the user to use the same human inter-
face to explore “real” and simulated reality.

10.7 Conclusions—future prospects

Adaptive technologies, as we have seen, can provide powerful tools to assist human beings
in interacting with complex artificial systems as well as in thinking about and planning
these interactions. The development of such tools is already feasible and requires no major
theoretical or technological breakthroughs. In reality the main difficulty in the design of
such tools is not technological but ergonomic. Classic adaptive technologies have no hu-
man interface. VRT, | have argued, has the potential to supply such interfaces. In Section
10.6 | have described a hypothetical system based on this kind of integration. | leave it to
the reader — and the next twenty years of technological development — to decide if the pic-
ture | have painted isaredlistic one.
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