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Abstract accounts in order to collect revenue. In such real-world ap-

plications, the data that is exchanged can reach very large
Business applications often exchange large amounts ofvolumes. As an example, usage data from the telephony net-
enterprise data stored in legacy systems. The advent of XMLwork easily exceeds 60GB per day. In this paper, we focus
as a standard specification format has improved applica- on the optimization of data exchange between two applica-
tions interoperability. However, optimizing the perfomea tions when the amount of data is large.
of XML data exchange, in particular, when data volumes Inorder to collaborate, applications implement pair-wise
are large, is still in its infancy. Quite often, the targessy = agreements that define the format of the data to exchange.
tem has to undo some of the work the source did to assemTo this end, XML is most commonly used. Web services
ble documents in order to map XML elements into its own are typical examples that use XML as the grammar for de-
data structures. This publish&map process is both resource scribing services on the network as a collection of systems
and time consuming. capable of exchanging data and messages. The specifica-
In this paper, we develop a middle-tier Web services ar- tion of a Web Service Description Language (WSDL) doc-
chitecture to optimize the exchange of large XML data vol- ument hides the details involved in data communication by
umes. The key idea is to allow systems to negotiate thefocusing on the format in which that data is being produced
data exchange process using an extension to WSDL. The&nd consumed and the services that are provided at each
source (target) can specify document fragments that it is endpoint [12]. However, optimizing the performance of ex-
willing to produce (consume). Given these fragmentations, changing large data volumes has not attracted a lot of at-
the middle-ware instruments the data exchange process betention. Quite often, the target system has to undo some of
tween the two systems to minimize the number of necesthe work the source did to assemble documents in order to
sary operations and optimize the distributed processing be map XML elements into its own data structures. This pro-
tween the source and the target systems. We show that oueess is both resource and time consuming.
new exchange paradigm outperforms publish&map and en-  In a typical data exchange scenario, that we will refer to
ables more flexible scenarios without necessitating substa as publish&map, XML documents are built at a source ap-
tial modifications to the underlying systems. plication and shipped to be consumed at a target one. The
process of publishing an XML document from stored data
translates often to costtyombineoperations (through joins
_ in case of relational stores) that piece document fragments
1. Introduction together. Quite often, some of these fragments are stored
similarly at the source and at the target systems, in which
Large organizations use a plethora of systems to supporicases combining such fragments at the source is unneces-
their daily operations. Depending on the application, a sys sary because the target system sitlit them again into
tem may act as data brokerby disseminating information ts internal structures. Furthermore, in publish&map, XML
thatis consumed by the receiving applications. Forin#anc  documents arbuilt at the sourceandconsumed at the tar-

in a telecom provider like AT&T, @alesandorderingsys-  get imposing a strict processing distribution that does not
tem provides an interface to extract data on customer or-explore the capabilities of the underlying systems.

ders. This data is used to drivepeovisioningprocess that
implements changes to the physical network in order to sup-
port the line features requested by customers. Finallg, thi

data, along with usage information generated from the op- e sketch a typical exchange scenario betwesales
eration centers, is consumed byp#ler to setup customer andorderingsystem in which data is stored in a relational

1.1. Motivating Example



database conforming to scher8aand aprovisioningsys- <o Con="1.0" 7>

tem that stores data in a LDAP directogly that conforms <d§ﬂi n?’?irzlngnnarlrég"djstoneﬂ nf o"

to schemar. A LDAP instance is a tree. The LDAP data t ar get Namespace="ht t p: / / cust oner s. wsd
model [7] provides the notion of a class defined by a name _, ypes> ’ :
and a set of attributes. A class has at least two attributes: ~ <schenn t ar get Nanespace="htt p: / / cust oner s. xsd"

DN that stands for distinguished name and corresponds to xi ns="ht t p: / / www. w3. or g/ XM._Schema" >
the Dewey [7] identifier of a node in the tree instance; and <el ement name="Cust oner">

obj ect cl ass_(omitted here) that contains the name of <sequence>

the class to which a node in the tree belongs. <el ement name="Cust Name"

type="string"/>
<el enent nane="Order"
maxQccur s=unbounded/ >
<sequence>

Schema S

CUSTOMER[ C_CUSTKEY, C_NAME]

ORDER[ O_ORDERKEY, O_CUSTKEY]

SERVI CE[ S_SERVI CEKEY, S_NAME, S_ORDERKEY] <ol : v Servi ce/ >

LI NE_FEATURE] L_LI NEKEY, L_FEATUREKEY, L_TELNO, el ement name=' Service .
F_FEATUREI D, L_ORDERKEY] <el enment name="Servi ceNane

SW TCH| S_SW TCHKEY, S_I D, S_LI NEKEY] <ol emrent na?e’E?E'i' f};{' ng"/>

maxQccur s=unbounded>

Schema T
CUSTOVER_T OBJECT- CLASS <sequence>
MUST CONTAI N DN, C_NANE <el enent nane="Tel No"
TYPE C_NAME STRI NG type="string"/>
ORDER_SERVI CE_T OBJECT- CLASS <el ement nane="Swi tch">
MUST CONTAI N DN, S NANVE <el enent nane="Swi tchl D"
TYPE S_NAME STRI NG type="string"/>
LI NE_SW TCH T OBJECT- CLASS </ el enent > ) ]
MUST CONTAI N DN, L_TELNO, S_SW TCHI D <el ement name="Feature
TYPE L_TELNO STRI NG maxQccur s=unbounded/ >
TYPE S SW TCHI D STRI NG <el enent nane="Feat urel D'
FEATURE_T OBJECT- CLASS type="string"/>
MUST CONTAI N DN, F_FEATUREI D </ el emrent >
TYPE F_FEATUREI D STRI NG </ sequence>

</ el enent >

S andT (sketched above) contain information on customers </ sequence>
</ el ement >

that order phone service. A customer might have several </ sequence>

phone lines each of which has a telephone number, a switch </ el ement >

that the line is connected to and a list of features (for ex- _, f;;ggin‘p

ample, caller ID)S andT agree on exchanging data using  <servi ce name="Cust orer | nf oSer vi ce" >

the WSDL specification of Figure 1. This specification de- <docunent at i on>Provi des cust oner
i nfor mati on</ docunent ati on>

fmes a smgle servic&ust omer | nf oSer vi ce, providing <port name="Cust oner | nf oPor t "
information on orders that are grouped per customer and bi ndi ng="t ns: Cust omer I nf oBi ndi ng" >
information on phone services (local, long-distance etc.) <soap: address | ocation="http://custonerinfo"/>

grouped per order. This service is deployed using the SOAP _, Se:(/ipggt:

1.1 protocol [11] over HTTP. When requested, it returns a </ gefi ni ti ons>
set of XML documents that conform to the XML Schema
specified in the WSDL definition. The service can take one
or several arguments that will be used to subset the data.
Since they are not required in further discussions, we omit
message, port and binding elements in the WSDL specifi-
cation and refer the reader to [12] for examples of complete
definitions. example),S could ship the customers fragmentTowith-
When T requestsCust oner | nf oService, S exe- out combining it with the other document fragments. In ad-
cutes it by building one XML document for each customer dition, in T, orders and services are stored together in
and sending those documents To Intuitively, this pro-  the classORDER SERVI CE_T. This class can be popu-
cess can be improved as follows. Building XML data lated by creating a fragment thabmbinesdata from the
from the relational data stored i® requires combin-  two relationsORDER and SERVI CE without further com-
ing document fragments together. This operation translatesbining this data with the rest of the document. Finally, in or
into relational joins which are the most expensive oper- der to populate the clas8EATURET, we couldsplit and
ations when building XML documents from relational project LI NE FEATURE in S into a fragment contain-
data (see [5, 6] and our experiments in Section 5). If we ing features and ship it t®.
knew that the XML fragment containinQust oner ele- Consequently, if data could be sdragmentedrom S
ments is stored similarly & andT (whichisthe caseinour to T, unnecessary computations would be avoided. How-

Figure 1. WSDL specification for Customer
Data Exchange




behind Web services: manipulate XML data without re-
vealing internal data structures and how data is produced
and consumed. The lowest granularity of a fragment is a
single element in the XML Schema. However, a fragment
could correspond to the result of a service call. For in-
stance,S could provide a fragment that defines a service,
Tot al MRCSer vi ce, standing for the total monthly recur-
ring charges for all lines ordered by a customer, without re-
vealing how this fragment is computed.
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Figure 2. End-to-End XML Data Exchange

We summarize our contributions as follows:

e We exploit a Web services architecture to enable the ex-
change of document fragments thereby optimizing the
exchange process. Our new architecture does not neces-
sitate substantial modifications to the underlying systems
and complies with the platform independence principle
provided by the use of XML as the exchange format.

ever, in general, internal data representations (schemas,
dices, etc.) are not exposed in a Web services architecture.
Negotiations have to be established using a higher level in-
terface such as WSDL. Thus, WSDL needs to be extended
with a notion offragmentatiorof the initial XML Schema.

As an exampleS could provide a fragmentation into five
XML Schemas, each of which corresponds to a relation in ® We define high level operations that operate on XML
S. The interpretation of a fragmentation at a source isthatit ~ fragments and are used to express the exchange of XML
is willing to produce fragments of documents that conform ~ documents between two systems without revealing their
to that fragmentation. The interpretation of a fragmentati internals.

atatargetis thatit is best for it to consume XML fragments « We present experiments that study the costs of exchang-
that conform to that fragmentation. Specifying a fragmen-  ing XML data between two relational back-ends. To the
tation does not correspond to revealing systems internals. pest of our knowledge, this is the first attempt to chart de-
In general, systems participating in a data exchange might tajled performance in an end-to-end realistic XML data
have different performance reasons to provide a fragmenta- exchange. We compare our solution with publish&map
tion of the agreed upon XML Schema. For example, a sys-  in which publishing is optimized using the techniques in-
tem might already have indexing mechanisms that are more  troduced in [6]. Our first finding is that, in most cases,

efficient to build if data is consumed in a particular frag- our solutions compare favorably to the time to do XML

mentation. Systemshould nohave to specify a fragmenta- ~ publishing only! Furthermore, when compared to pub-
tion. The initial XML Schema would be used by defaultif  |ish&map, our techniques are up to six times faster in
no fragmentation is provided as in publish&map. data processing and they provide up to 43% reduction in

Having the ability to specify a fragmentation does not  the overall data exchange time.
mean that the source and target systems are not willing to

do some work to exchange data. In fact, fragmentations gen- Section 2 describes our Web services architecture. Sec-
erate a whole new set of optimization opportunities. For ex- tion 3 defines the data model and primitive operations. Sec-

ample,S could define a fragmentation in which it produces tion 4 describ.es .the cost modelz the plaq generation and the

O der andSer vi ce elements in two separate fragments cost-based dls'grlbuted_ processing algonthr_ns. _Expe_ﬁmen

andT could specify that it expects to consume a fragment in &€ Presented in Section 5. Related work is given in Sec-

which Or der andSer vi ce are combined in which case, 10N 6 and concluding remarks in Section 7.

the two source fragments might be combined at either sys-

tems. Furthermore$ andT could have specified the same 2, Data Exchange Architecture

fragmentation, in which cas&,will do all the work to gen-

erate the corresponding fragments which are shippdd to In a typical Web services architecture [9], service
This new level of abstraction does not require substantial provider has a service that is made available to other sys-

modifications to the underlying systems because the leastems to use. The provider creates a WSDL service descrip-

we can expect frons (resp.T) is to produce (resp. con- tion that defines the service interface, that is, the opera-

sume) documents that conform to the agreed upon XML tions of the service and the input and output messages for

Schema and therefore, to a fragmentation of it. Further- each operation. The provider publishes its WSDL service

more, the exchange process does not violate the principledescription to adiscovery agencyService requesterfind



services via discovery agencies and use the WSDL descrip- <fragnment name="O der _Servi ce" >

tion to interact with the corresponding service provider. A <e'<zpfplt bﬂfgei;geﬂflf; type="string™/>

typ|c_al exchange scenario that re_sults from a Web service <attribute name="PARENT" type="string"/>

call induces the following steps: (i) execute the service at <el ement name="Service">

the provider and produce relevant XML documents from <el enent name="Servi ceName” type="string"/>

source data and, (i) ship the produced documents to the re- Zf Zlmzﬁgt g

guester that consumes them. We use this architecture as the </ f ragnent >
basis for exchanging large data volumes and extend it with
the ability to register fragmentations and with optimipati
capabilities.

Figure 2 extends the basic architecture as follows. First,
the source and target systems independently specify theiDefinition 3.3 (XML Schema Fragmentation) A XML
respective fragmentations using an extension to WSDL andSchema fragmentation is a set of fragments of that XML
register it at a discovery agency (Ste). Discovery agen-  Schema.
cies are repositories of WSDL specifications which may be o o ) ) S
mapped to Universal Description Discovery and Integra- Definition 3.4 (Validity) A frz_;tgm_entatlon}" is vall_d with
tion (UDDI) [9] for publishing and discovery of existing '€SPect to an XML Schema iff, (i) each element in the XML
services. The discovery agency generates a mapping beSchema is defined only once i and, (ii) If  contains
tween the two fragmentations and a data transfer programmore than one fragments, for any fragmgfntin 7, there
that combines and splits source fragments to generate targeEXists another fragmenf in 7 such thatf, is a parent of
ones (Ste§2)). The decision of where to perform an oper- Jf2 O f1 is achild off,.

ation depends on how much it costs at each system. As in  \zjigity defines non-redundant and complete fragmenta-
publish&map, we expect the service endpoints to be able togigns, The example below is a valid fragmentation of the

split fragments in order to store them. They may not how- ynmi Schema defined in Section 1.1 tHBmight provide.
ever have the ability, or the intention, to combine fragrsent \\e refer to it as th@-fragmentation.

This is captured in our cost model. Distributed processing
is achieved by probing the source and target systems, whic

Definition 3.2 (Fragment Instance) A fragment instance
of a XML Schema fragment is any XML document that con-
forms to the XML Schema fragment.

h<f ragnment ati on name="T-fragnentati on">
<fragment name="Cust omer.xsd">

implement an interface to provide the cost of each primi- <el ement name="Cust oner " >
tive operation (Steg3)). In step(4), the discovery agency <attribute name="|D" type="string"/>
assigns operations to the source and the target that gener- <attribute name="PARENT" type='string'/>

. <el enent nane="Cust Nane" type="string"/>
ate and execute code on their internal data structures. </ el enent >

The discovery agency acts as a middle-ware that does not </ f ragnent >

: <fragment nane="Order_Service. xsd" >
know about the internal data structures used by the source ™ ° = "o o (ervs

and target systems. All it sees is the fragmentations defined <attribute name="ID' type="string"/>

by each system and a cost interface. The way each fragment <a|t tribute naﬂB;;PARENT" type="string"/>
; ‘e i <el enent nane="Service">

is actually produced or consumed by a system is hidden by <el emENt  name=" Ser vi ceName"

the WSDL interface. Therefore, the discovery agency needs type="string"/>

only high level operations to transform fragments. The next </el enent >

</ el ement >
</ fragnment >
<fragment nanme="Line_Switch. xsd">
3. Data Model and Primitive Operations <el ement name="Li ne*> .
<attribute nane="ID"' type="string"/>
<attribute name="PARENT" type="string"/>

section defines the data model and these operations.

3.1. Data Model <sequence>
<el enent nane=" Te! No" type="string"/>
We view XML Schemas as trees. <el ement name="Swi tch">
<el ement nane="Swi tchl D
Definition 3.1 (Fragment) A fragment of a XML Schema type="string"/>
is any subtree of that schema. In addition, the root of the </ el ement >

; . . </ sequence>
fragment is assigned two attributdsD and PARENT. </ el enent >

Thel D attribute of a fragment uniquely identifies frag- :; i ;gﬁgﬁ?t ;ama:" Feat ure. xsd" >

ments. ItSPARENT attribute contains thé D value of its <el ement name="Feature">

parent fragment. For example, the XML Schema fragment :gt::: Eﬂ:: ngf: LE&E%E"T;;;[L ggr{ ;g,,/)
o der Serviceis defined below from the XML Schema <el ement name="Featurel D' type="string"/>
in Section 1.1. </ el ement >



</ fragnment >
</ fragment ati on>

Definition 3.5 (Mapping) A mapping is defined by
(XM.Schema, S, T, M, where XM_Schena is the ini-
tial XML SchemasS and T are valid fragmentations of
XM.Schena and Mis a function fromT to the power-
set of S that associates each fragment inwith one or
multiple source fragments.

3.2. Primitive Operations

We now introduce our primitive operations on fragments.

Definition 3.6 (Scan) Scan(f) reads an input fragment
f and returns it as output. It also computes thB and
PARENT attributes of each fragment instance.

Since each system implements it o®man, this opera-
tion might correspond to a set of lower-level operations tha
are not revealed to the middle-ware.

Definition 3.7 (Combine) Conbi ne(fi, f2) modifies the
input fragmentf; by combining its child fragment, with
it. Conbi ne removes thé DandPARENT attributes offs.

Conbi ne is used to construct document struc-
ture by “inlining” a child fragment with its parent frag-
ment. In the initial XML Schema, a child fragment could
be either unique or repeated)(and the order of chil-
dren elements matters. This information is recovered
from the initial XML Schema when combining frag-
ments. Given th&-fragmentation defined in Section 3.1,
Conbi ne( Cust oner, Or der Servi ce) results in a
new fragmenCust oner _Or der _Ser vi ce:
<fragnent nane="Custoner_Order_Service. xsd">

<el enent nane="Cust oner">

<attribute name="ID"' type="string"/>
<attribute name="PARENT" type="string"/>
<sequence>
<el enent nane="Cust Nanme" type="string"/>
<el enent nane="Order" maxQccur s=unbounded/ >
<el enent nane="Service">
<el enent nane="Servi ceNane" type="string"/>
</ el enent >
</ el ement >
</ sequence>

</ el ement >
</ fragment >

Definition 3.8 (Split) Split (f, f1,..., fn) splits a frag-
mentf into the set of disjoint fragmentsfy, .. ., f.}.

Spl it resembles projection. In addition, it introduces
distinct] D andPARENT attributes in each projected frag-
ment to represent the parent/child relationships dictated
the XML Schema. As an example, tiefragmentation is
obtained by performing three splits on the XML Schema.

Definition 3.9 (Write) Wi t e(f) stores a fragment.

Scan (Customer)  Scan (Order) Scan (Service) Scan (Line_Feature) Scan (Switch)

N |

Combine (Customer,Order) Combine (Line_Feature,Switch)

o/

Combine (Customer_Order,Service)
Combine (Customer_Order_Service,Line_Feature_Switch)

Write (Customer_Order_Service,Line_Feature_Switch)

Figure 3. Publishing from the S-

fragmentation to XML Schema

This operation depends on the system on which it is ex-
ecuted. As an example, if we want to publish an XML doc-
ument from the source syste® defined in Section 1.1,
Wit e would write its input to a file which is then pub-
lished. If the application is to load documents into a rela-
tional databaseW it e would correspond to SQLQAD
statements.

We do not use a relational or XML algebra because (i)
their granularity is too fine and would reveal the underly-
ing storage structures and, (ii) source and target systems
could be any persistent store, relational, object, LDAP di-
rectories or file systems. Our operations focus on the most
expensive parts of a data exchange process: combining and
splitting fragments. If the Web service takes arguments as
input, we assume the source system will filter the data ac-
cordingly and provide us with the relevant pieces. For ex-
ample, the serviceust oner | nf oSer vi ce defined in Sec-
tion 1.1 could take an argument that specifies customers lo-
cation based on their state. In this case, the ordering@gpli
tion will provide us with customers that reside in that state
In Section 6, we briefly discuss extensions to this frame-
work to support more complex operations on fragments.

3.3. Data Transfer

Definition 3.10 (Data Transfer) A data transfer, associ-
ated to a mapping XM_Schenmg, S, T, M, is a program
that defines instances of fragmentsTirfrom instances of
fragments inS. We express this program as a set of expres-
sions (composition of primitive operations), one for each
fragmentinT and the fragments i§ that are associated to

it with M. Expressions that define fragmentgifrom frag-
ments inS may not be disjoint in which case, a single ex-
pression might define multiple fragmentslin

Figures 3 and 4 show two possible data transfer programs
between &-fragmentation and &-fragmentation. A data
transfer program can express transforming data from one
format to another. Thus, it can be used to represent pub-
lishing data into XML documents, loading XML documents
into a database or sending data from a system to another.



Scan (Customer_Order_Service_Line_Feature_Switch) Scan (Customer) —  Write (Customer)
l Scan (Order)
Split (Customer_Order_Service_Line_Feature_Switch, — Combine (Order,Service) ——= Write (Order_Service)
Customer,Order_Service_Line_Switch_Feature) Scan (Service)
l \ Scan (Switch) ’_, Combine (Line,Switch) — Write (Line_Switch)
(S)':clii:?E?éi?\l;i_(:se?[\i/r:(;i_sldl?te(:_hf\lévggPLH’E)eatureY Write (Customer) ’—> Split (Line_Feature,Line,Feature) — Write (Feature)
l Scan (Line_Feature)
Split (Line_Switch_Feature,Line_Switch,Feature) ~ Write (Order_Service) Figure 5. Data Transfer from Sto T fragmen-
| T tations
Write (Line_Switch) Write (Feature)
Figure 4. Loading from XML Schema to the  T- DAG has an annotatio8 or T, indicating that the opera-
fragmentation tion is to be performed at the source or at the target.

LetOP €{Scan, Conbi ne,Split,Wite}beanode
in the DAG. Functioncompcost(OP,locationyeturns the

A data transfer program is a directed acyclic graph cost of executing the operatidP at the system specified
(DAG) whose nodes are primitive operations and by location(S or T). We assume that this function is given
whose edges describe data flow between those op+o us orthatreliable estimates can be obtained from the indi
erations. For instance, in the DAG in Figure 3, vidual systems. Forinstance, in [6] the middle-ware probes
Conbi ne( Cust orrer, Or der ) consumes the outputs of underlying systems for collecting estimates of the execu-
operationsScan( Cust oner) and Scan(Order). In tion cost of a given query.
this Figure, relational data stored$is published as XML We can easily encode additional restrictions in this setup.
documents conforming to the XML Schema given in Sec- For instance, in a publishing scenario, the target system
tion 1.1. Input fragments are combined to reconstruct the might not have the capability to implemenCanbi ne (a
tree structure. In the loading example (Figure 4), the frag- dumb clien). In such cases, we assume the computation cost
ment conforming to the XML Schema defined in Sec- of these operations to be infinite at the target.
tion 1.1, is scanned and then split into multiple fragments  The second component of the execution cost is the cost
in the T-fragmentation. of shipping fragments from one system to another. When

Figure 5 shows a possible data exchange program befragments are shipped in XML format there are only small
tween aS-fragmentation and &-fragmentation. We expect  differences in the size of the data. In case fragments are
this scenario to beat publish&map (See Section 5) because&hipped in the form of sorted feeds such as in [5, 6], differ-
several combines (that build full documents) are avoided. ent plans may have different communication costs because

of the presence of NULL values and repeated elements due
4. Optimization to inlining. Furthermore, when the Web service has addi-
tional arguments that subset the data, the selectivity ef th

There is often more than one program that can be usedcombines affects the amount of data being shipped.
to express a data transfer for a given mapping. For exam- A cross-edgen the input DAG, is an edge whose end-
ple, a program that is equivalent to the one in Figure 3 may nodes are executed at different systems. It indicates data
first combineOr der with Ser vi ce and then combine the  shipping, since the corresponding output fragment has to
resulting fragmen®r der _Ser vi ce with Cust oner . be sent from one system to another. We only consider one-

Once fragmentations are registered at the middle-ware,way data shipping, that is, from the source to the target. A
we explore different rewriting strategies for data tramsfe cross-edge in this scenario is an edge between an operation
(Sections 4.2 and 4.3). The resulting programs may differ executed at the source, whose output is consumed by an op-
substantially in their execution times based on the cost of eration executed at the target. lest(OP1,0P2)e an edge
each operation. In what follows, we present the cost modelin our DAG; functioncommecost(e)returns some positive
that we implemented in our experiments of Section 5. value ifeis a cross-edge, zero otherwise. In our implemen-
tation, we use:

4.1. Cost Model size(OP1l.out) if eis cross-edge

comm.cost(e) = { 0 otherwise

The cost of a program is the execution cost of the oper-
ations at the nodes of the DAG added to the cost of ship-whereOP1.outis the output fragment oDP1that is con-
ping data from the source to the target. Each node in thesumed byOP2andsize()is a function that returns the size



Algorithm 1 CostBasedOptim

Scan (Customer) — Write (Customer) Require: G
Scan (Order) Write (Order_Service) 1: for eachOP==Wite € G do
i - 2:  setOP.location=T
Scan (Service) 3: end for
Scan (Line_Feature) 4: set OpenProblem¢#&'}
o ) ) 5: while OpenProblems.sizef} 0do
Split (Line_Feature,Line,Feature)j—~  Write (Feature) 6: G’=OpenProblems.pop()
7:  for eachOP € G’ with OP.location{} do
Scan (Switch) Write (Line_Switch) 8: set OP.location 16 _
9: {list nodes in all paths fror®@Pto aWi t e}
10: assign aldownstrearmodes (fromOP) to T
Figure 6. Intermediate Graph G, 11: {list nodes in all paths from &can to OP}
12: assign alupstrearmodes (tocOP) to S
13: if no unassigned operation left (& then
14: compute cost’), keep best seen so far
of a fragment. 15 else P SKF'). keep
The execution cost of a program is the sum of the com- 16: addG’ to OpenProblems
putation and communication costs, weighted accordingly 17: end if
. . 18:  end for
(Weomp aNdweorn, are weights that might be used to bal- 1g' end whie
ance computation and communication costs): {N, E}: 20: return best program seen

A significant difference with relational join order is that
Q) we must adhere to the XML Schema tree structure when
we combine fragments (Definition 3.7). For examjblene
andCust oner have no parent-child relationship and can-
not be combined which results in specific join conditions
h(primary-key/foreign-key joins). This property reducéet
size of the search space considerably.
) The next optimization step is to decide where to execute
o Create nod&can(f) for each fragmenf in s. each primitive operation of the program (at the source or
e Create nod&V it e(f) for each fragmenf in T. at the target), so that the overall cost (processing and com-
« Create a cross-edge betweeBcan and aW | t e if they munication) is minimized. Obvious choices are to place all
both operate on the same fragment. Scans at the source and al¥ i t es at the target. The re-
. , maining operations, nameBpl i t s andConbi nes need
The next step augmentS, by adding Splits when more consideration.

needed. For instanceline.Feature in the S Given a graph instance?, we assign each node
fragmentation is split to producei ne (used t0 pop- 5 the source or the target using the exhaustive
ulate Line_Switch in the T-fragmentation) and Cost Based_Optim algorithm (Algorithm 1). We
Feat ure (used to populateFeat ure). If the out- assume the input graplé has no assigned opera-
put of a split corresponds to a target fragment, for instance ;5,1 A an example, ifConbi ne( Li ne, Swi t ch)
Feature in this example, we also add an edge be- ;. Figure 5 is assigned to the source, then

tween theSplit andWite. This process results ina upstream  operations  (i.e. Scan( Swi t ch)
new DAG G, shown in Figure 6. _ _ Split(Li ne_Feature, Line, Feature),

If every Wite node inG, has an incoming edge, gean(Line_Feat ure)) will be assigned to the source,
then the final data transfer program@ = Gi. If this — \hilew i t e( Li ne_Swi t ch) will be assigned to the tar-
is not true (like in Figure 6), a final step combines in- got ang its incoming edge will be a cross-edge denoting
termediate fragments to generate the input of eachj,iq shipping between the two systems.
dangling Wi te node. In Figure 6, fragmentki ne Each progrant? (generated by different combine order-
(the result of theSplit) and Swi tch will be com-j 4y s given as input to th€ost -Based_Opt i malgo-
bined using aConbi ne(Li ne, Swi tch) and input 0 iy The best program is the least expensive one (deter-

V\_“ t e(.Li ne-Syvi tch) . Similarly, O der W_i" be com- mined by formula 1) among the ones returned by the cost-
bined withSer vi ce to producelr der _Ser vi ce. based distributed processing algorithm.

In the general case, a series of pair-wSenbi nes
mlght be needed to prOduce a composite fragment for a Some details are omitted here, for instance the algorithpresented

W ite. Tlhislpmble_m roughly rel"f‘tels t(? the problem of may enumerate the same program multiple times; we resolseoth
join-ordering in relational query optimization [8]. Each$ marking nodes with the id of the target fragment that themistream

sible combine order results in a different graph instafice path leads to.

COSt(G) = Wcomp * ZOPEN C()m/p_cost(OP)-l-
Weom * o pp COMM_coOst(e)

4.2. Optimal Program Generation

The generation of a data exchange program starts wit
instantiating a DAQ7, as follows:




4.3. Greedy Program Generation
<! ELEMENT
Searching exhaustively all possible programs based on
different orderings of combines and different processing
distribution alternatives is computationally prohibéivor <! ELEMENT
complex programs. In our tests, we saw that optimal pro- <! ELEMENT

site

cat egori es
cat egory

<!-- DID for subset of auction database -->

(regions, categori es,
cat gr aph, peopl e,
openaucti ons,
cl osedaucti ons) >

(cat egory+)>

(cnane, cdescri ption) >

. ro- .
gram generation takes too long for XML Schemas with 5 &' Lol ggteggfirgti on '(;jd' PDTEEQJ' RED>
more than 40 nodes. For such cases, we propose a single aki ELEMENT cat gr aph (id 1D)>

gorithm that chooses combine ordering and distributed pro- <! ELEMENT
cessing greedily.

regi ons

(africa, asi a,
australia, europe,
nameri ca, sanerica)>

The greedy algorithm works are follows. Given graph <! ELEMENT africa (itenr)>
G, (i.e. before adding combines), we add combines one by<! ELEMENT asia (itent)>
one using the least expensive one first. For estimating its:: E::Eﬁm ;’gﬁte:lalcga g: Eg"n:g:
cost, this heuristic assumes the operation is execut&d at <! ELEMENT saneri ca (itenmr)>
The result is a single prograti to be considered for dis- :: E::E$$ iet”e%pe E: Bigri) zn Lantit
tributed processing. ' i nane, pa;,?mm ’ v
The greedy algorithm further expedites the search when i descri ption,
doing distributed processing using the following heucisti _ _shi ppi ng, mai | box) >
<I ATTLI ST item id | D #REQU RED

For each unassigned operation in the plan, we probe both

featured CDATA #l MPLI ED>

the source and the target to estimate its cost. The opera<! ELEVENT i description (id I1D)>
tion OP with the largest absolute difference of the two es- <! E::E$$ mai | lbox E! g : gz
. . . ! eopl e |

timates is the one that will be most affected by a wrong % g gyent gpeﬁaucti ons  (id1D)>
placement. Thus, our heuristic is to f@P to its loca- <! ELEMENT cl osedauctions (id | D)>

tion of preference. If this location is the source, all up-
stream operations in a path fromSzan to OP are as-

Figure 7. DTD used in Data Exchange

signed to the source. Ifinstead P is assigned to the target,

all downstream operations fromP to aW i t e are placed
on the target. Finally, if no difference in the two costs is
observed, we make the edge between two unassigned o
erations(OP1,0P2) € G a cross edge, in particular the
one with the minimum communlcatl_on cost, i.e., the one one relation with their parent. It contains the followingeh
that outputs the smallest fragment sizeH1.out) and up- f )

. . ragments:
date the location of the upstream/downstream operations.

1. SI TELREG ONS_AFRI CA_ASI A AUSTRALI A_

The intuition is that we want to avoid shipping large docu-
ment fragments. The greedy algorithm tgrlpinir?atesg,l when all EUROPE NAVERI CA.SAVERI CA.CATEGOR! ES. CATGRAPH.
. . . . PECPLE_OPENAUCTI ONS_CLOSEDAUCTI ONS
operations irG have been assigned a location. 2. | TEMLOCATI ON.QUANTI TY.| NAVE PAYNENT.
| DESCRI PTI ONLSHI PPI NG_.MVAI LBOX
3. CATEGORY_CNAME_CDESCRI PTI ON

. . GivenMF andLF, we have four potential data exchange
We present an evaluation of our data exchange architec- P g

ture on a real data transfer between two remote relationalscenariOS: transfer fromiF to MF, denoted\/ 7 — MF,
N _and similarlyM F — LF,LF —- MF andLF — LF.
systems and demonstrate that our optimizations result in

substantial benefits in terms of overall exchange times. We For these experiments, the source and the target sys-
u ' s  OTove X geli ) tems were similarly equipped Pentium Il 500MHz PCs
also present experiments using a simulator we developed for

. . . with 128MB of memory and a 10GB IDE drive running
exploring data exchange scenarios under a variety of SOUrcE i v We installed and used M SQL3.23.49 on both ma-
and target system configutarions. . y )

We used the XMark XML data generafoand a sub- chines. The two machines were physically located in differ-

- ent states in the US and were connected through the Inter-
set of the XMark DTD, shown in Figure 7. Leaf nodes are 9
. ; ) net.
omitted. We created two different relational schemas. Each

. _ : For the results reported here, we tested transferring a sin-
schema s seen as a fragmentation r_eglstered by a system. IBIe document of varying size (2.5MB, 12.5MB and 25MB)
both schemas, document structure is captured through for'from one system to the other. Before each run the PCs were

rebooted to avoid having the data buffered in memory. The
target database was initially empty.

eign keys. The first fragmentation, denotdé& (for Most-
Fragmentel contains a separate fragment for each element
Ph the DTD. The second fragmentation, denotdd (for
Least-Fragmentéd inlines fragments that have an one-to-

5. Experiments

2 http://monetdb.cwi.nl/xml



Scan (REGIONS) Scan (AUSTRALIA) Scan (NAMERICA)

Combine ()— Combine )— Combine —= Combine (;
Scan (AFRICA)

| Document Size]| 2.5MB | 12.5MB | 25MB |

MF — MF 5.37 25.21 | 50.42
MF — LF 6.67 32.89 | 66.06

Scan (ASIA) Scan (EUROP Sean (SAMERIC Combine () LF - MF 4.21 20.64 41.77
can
Scan(SITE) Scan (CATGRAPH?—‘ Scan (PEOPLE) LF — LF 1.25 14.11 28.55
: Combine ()— Combine (}—= Combine (; Combine ()
Scan (CATEGORIES) Scan (OPENAUCTION
Combine 0| o Table 1. Times (secs) to execute queries

Scan (CLOSEDAUCTIONS}—;

Scan(QUANTITY)— Scan(INAME) Combine (

Scan(ITEM)
Combine )— Combine ()—= Combine ()—= Combine (
Scan (LOCATION) Scan(PAYMENT

(Step 1) in Optimized Data Exchange

Scan (CATEGORIES}—l Scan(IDESCRIPTION)———— Combine ()
. Scan(MAILBOX)—{
Scan(CNAME) clombme 0 scan(SHIPPIN cgmlbine 0 Document Size:|| 2.5MB | 12.5MB | 25MB |
can
Scan (CDESCRIPTION}—~ Combine () _ MF - MF 7.16+7.85| 39.76+42.52| 87.32+85.83
Combine 0 MF — LF 7.16+4.66| 39.76+41.65| 87.32+81.44
write | LF > MF 3.13+7.85| 6.80+42.52 | 31.36+85.83
write 0 LF - LF 3.13+4.66| 6.80+41.65 | 31.36+81.44

Figure 8. M F — LF Data Transfer

Table 2. Times (secs) for Publish (first

5.1. Data Exchange using Publish&Map value/Step 1)&Map (second value/Step 4)

Publish&Map is obtained by publishing the full XML
document at the source and transferring it to the target sys-
tem where i? is stored intq relatior_ls._Recent research how-g o Optimizing Data Exchange
ever [6], indicates that naive publishing of the XML docu-
ment at the source is inefficient. Assuming the data is stored
at the source using a relational schema that corresponds to The data exchange architecture of Figure 2 allows the
MF, one may simply write a SQL query to obtain a sorted source and target systems to register their fragmentations
feed (i.e., a fragment) for each element in the DTD. Thesethat are used to generate an optimized data exchange pro-
fragments are then merged and tagged in order to build thegram thus avoiding the need for publishing the whole doc-
XML document. The other extreme alternative is to create ument. In the case where the source and target fragmenta-
the document through a single complex SQL query. tions are the sameW(F — MF andLF — LF) the pro-
Between these two choices there is a large spectrum ofgram simply transfers the corresponding fragment instance
queries that can be used for publishing. For a fair compari- from one system to the other. In this setup, the program is
son with our system, we explored various ways to do pub- a series ofScan(f) — Wi te(f) operations. This ob-
lishing, as described in [6], and picked the set of querias th  servation offers an opportunity for parallelism in the exec
minimize the overall processing and communication times tion that we did not pursue here. All pieces of the programs

for publishing the document. were executed sequentially in all of our experiments.

For storing a document in a relational schema (i.e., The exchange when the source and target fragmentations
shredding), we implemented the SAX C API for expat- . 9 _ , natarg 9
are different are more interesting. Figure 8 shows the pro-

1.95.1 qttp://lwww.jclark.com/xml/expat.htinlWe used a : :
stack to maintain paths when parsing and discarded the condram for transf_errmg a XML do_cument in thel /” — LF
tent of the stack as soon as tuples were flushed to files.setUp' It contains one expression per target fragment. The

Shredding time corresponds to the time to parse the doc-Program forLE — MFisa _m|rrored 'mage whgre each
ument, manipulate the stack and generate ASCII files for adroup ofCorrbi ne operators is replaced withpl i t .
particular fragmentation. The following steps are required in the optimized

The following steps are required by publish&map for an data exchange for an end-to-end transmission: (1) Ex-
end-to-end transmission: (1) Execute queries at the sourceecute queries (parts of the program) assigned to the
for publishing the document, (2) Tag query results, (3) Ship source, (2) Ship query results to the target, (3) Exe-
XML document to target, (4) Parse and Shred document atcute queries (parts of the program) assigned to the target
target, (5) Load shredded pieces to target database and, (§)jf needed), (4) Load data to target database and, (5) Up-
Update indexes at the target. date indexes at the target.



| Document Size: | 2.5MB [ 12.5MB | 25MB |

Optimized Data Exchangp 00
(TargetisM F) 17.85 | 65.02 | 131.45 310
Optimized Data Exchangg - Rindeing Taget D2
(TargetisLF) 1496 | 52.82 | 101.75 § Oloing Taget DB
Publish&Map 22.98 81.37 158.65 =30 DShredding
E - BCommunication Time
Table 3. Communication Times (secs) k BPrecassing at Souce
100
i
| Document Size:|| 2.5MB | 12.5MB | 25MB | WFMF MF-MF MFsLF WRsLF LFMF LFsMF o FslF LRsLF
MF 3+8.20 29.12+40.32| 49.74+121.57 DE PM DE PM  DE PM DE PM
LF 1.06+2.36| 10.20+11.62| 24.79+33.50

Figure 9. Times for end-to-end transfer

Table 4. Times (secs) to load target db (first

value) and create indices (second value) Table 3 shows the times for sending the data through

TCP connections over the Internet. In the optimized data
exchange, the communicated fragments depend only on the

5.3. Comparison of Times fragmentation on the target, since all combines are done at
_ _ _ the source.
We ran the Cost Based_Opti m algorithm in the Table 4 shows the times for loading and indexing the data

MF — LF setup. The output of the algorithm sug- at the target database (which are the same for both pub-
gested to run the whole data exchange program, except thgish&map and optimized data exchange) and depend only
W i t es, at the source (source and target machines are simon the target fragmentation and the size of the document.
ilar), therefore, for data exchange, there were no queries  Figure 9 combines all our measurements for transferring
executed at the target (no Step 3). Loading and index-the 25MB document in thé/F — MF, MF — LF,
ing the target database take the same time in both pub-pr —, A/F and LF — LF setups. DE indicates opti-
lish&map and the optimized data exchange since themized data exchange and PM, publish&map. The optimized
underlying data is the same. Thus, in this setup, the dif- ata exchange architecture provides saving between 23%
ferences between the two exchange strategies are begnd 43% in the overall execution depending on the case.
tween steps (1), (3), (4) in publish&map and steps (1), (2) The main reason of this gain is the reduction of the num-
in the optimized data exchange. ber of operations. For the ' — LF case, the optimized
Table 1 shows the execution times of the optimized datadata exchange is faster in all accounts. In fact, if we ignore
exchange programs (Step 1) for the four exchange scenaroading and indexing of the target database (which are the

ios betweerMF andLF. Programs where data is shipped same between DE and PM), the reduction in total execu-
from LF require fewer combines and are, thus, faster. Ta- tion is about 53%.

ble 2 shows the corresponding times for publishing (using
an optimized set of queries as in [6]) and shredding the doc-
ument in publish&map (Steps 1,4). The cost of shredding
the XML document is significant. In particular, when the

source isLE" (bottom two rows), it shadows the cost of 5 gimylator that we developed for testing various data ex-

publishing. In most cases, running the optimized data ex- .hange configurations. All experiments presented here were
change program compares favorably to the cost of publish-.,1 on a 1GHz Pentium-Ill PC with 256MB of memory

ing only. We point out here that we tried several optimiza- nning Linux 7.2. All of our algorithms have been imple-
tions for speeding up shredding but such a difference can-pgnteq on top of this simulator, using the same code-base,

not be erased by simple optimization tricks. Shredding the i, ;5 providing a fair platform for timing the algorithms.
document requires first parsing it. For that we used a pub-

lic domain parser (Expat). The times for parsing (that are 5.4.1. Data Exchange between Systems with Different
included in the reported times) were 0.87, 9.08 and 15.14Processing Power.The purpose of these experiments is
secs for the 2.5MB, 12.5MB and 25MB documents respec-to see how the data exchange programs benefit from cost-
tively. based distributed processing when the source and target sys

5.4. Simulation Study

In this section, we present multiple experiments using
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Figure 10. Optimized Data Exchange versus Figure 11. Optimized Data Exchange versus
Publishing, similar source and target sys- Publishing for fast (x10) target
tems

o _ ) rithm Cost Based_Opti m(in terms of estimated cost).
tems vary significantly in terms of processing power. In The comparison against the worst-case program is neces-
what follows the cost of shredding (in publish&map) is gy to assess the opportunity for optimization that bogh th

omitted. . o _ optimal and the greedy algorithms may build upon.
We first used a configuration in which the server and the o these tests, we used a DTD of height 2 with fan-

target systems are equally fast. The DTD was a balanced,t 5, resulting in a tree with 31 nodes. We varied the rela-
tree with 3 levels and fan-our 4. The source and the targetijye speed of the source over the target as follows: 5/1, 2/1,
contained different complete sets of 11 randomly selectedlll’ 1/2 and 1/5. That is, we tested a source being five times

fragments. _ o faster, twice faster, equally fast, twice slower and fivestim
Figure 10 shows the relative cost of the optimized data g\ver than the target system respectively.

exchange program over the cost of publishing. For publish-
ing, unlike the real measurements in the previous section,

we used a single query for producing the document and we | Relative speeg Ratio Ratio

did not try optimizing this part. Again, we do not account | (source/target) Worst/Optimal| Greedy/Optimal

for tagging. Overall, data exchange compared to publish- 5/1 1.9354 1.0077

ing only, results in about 65% reduction in the estimated 2/1 1.3120 1.0045

cost of the transfer. This relates to the 53% reduction ob- 1/1 1.0786 1.0095

served in the real experiment. 1/2 1.2269 1.0024
One benefit of the data exchange program is that it bal- 1/5 1.8725 1.0127

ances much better than publish&map processing between
the two systems. This may not be very important when the
source machine is faster (i.e., when we want to do all com-
bines there anyway). If the target system happens to be sig-
nificantly faster, or if the source is loaded, the distrilolite
processing algorithm may decide to place some of the com-

bines at the target. To demonstrate this, we repeated the For each source and target setup, we used ten different

same experiment using a target system that was 10 time"bTDs and documents, each with randomly selected frag-

fister t_ha;_ the slolur_lczﬁ. Th'f r_eSL(letgdtm thi relative COSIS 1 entations at the source and the target. For each document,
shown in Figure 1.1. 1he optimized data exchange program,, . computed the costs of the optimal, and worst-case data

. ) 0 .
provides saving of 85% because 't. takes advantage of theexchange programs. Table 5 shows the average ratio of these
very fast client and places all combines there.

programs over the optimal one. For these documents, opti-
5.4.2. Evaluation of the Greedy Algorithm. In order to mizing the data exchange program offers a window of op-
evaluate the quality of the solutions selected by the greedyportunity up to 94%, that is the worst-case program has al-
algorithm for program creation and distributed processing most twice the cost of the optimal one.

we compare them to (i) the optimal program produced by  Notice that this window is larger when there are signif-
an exhaustive search in the space of all solutions and (ii)icant differences among the relative speeds of the two sys-
the worst program that we see in the search space of algotems e.g., when one system is five times faster than the

Table 5. Ratios of cost of greedy and worst-
case programs over the cost of optimal one




other. When the two systems are equally fast the worst pro-ify fragmentations that are then used by the middle-ware to
gram is near optimal (7.8% difference)! This is explained as derive an exchange program that combines and splits doc-
follows. In these tests, we assumed a fast interconnect netument fragments as needed. The middle-ware then decides
work, so computation cost was the major factor (see alsowhere to execute each operation using a cost model based
Figures 10 and 11). When the source is as fast as the targepn the capabilities of the two systems involved in the ex-
distributed processing (placement of the operations) ts no change. Our experiments show that this new data exchange
that important and any performance difference arises fromapproach is very promising. In the future, we would like to
optimizing the order of the combines. explore solutions to derive the best fragmentation for a sys

Overall, the greedy algorithm produces highly optimized tem based on its internal indices and data structures.

programs, practically as good as the optimal ones. We note

here that finding a solution using the greedy algorithm takes 8. Acknowledgments

a few milliseconds (even on larger DTDs) while algorithm
Cost _Based_Opt i mis substantially slower; on the aver-
age it took 80.9secs, for each run, in these experiments.

6. Related Work

WSDL is becoming increasingly popular in adver-
tising information sources on the Web. In a recent pub-
lication [10], the authors argue that the current WSDL
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References

S. Abiteboul, A. Bonifati, G. Cobena, |. Manolescu,
T. Milo. Dynamic XML documents with distribution and
replication. SIGMOD 2003.

paradigm is inadequate for declaring the large, or even in- 14 imﬁnﬁgﬁg:a'l CNI'D'EF;(;SgndeZ' Techniques for Storing
finite, number: of parameterlged quenes Sgpp_orted by [3] M. Benedikt, C.Y. Chan, W. Fan, R. Rastogi, S. Zheng,
many powerful data sources with structurally rich informa- A. Zhou. DTD-Directed Publishing with Attribute Transla-
tion. In turn, they propose a WSDL extension called Query tion Grammars.VLDB 2002.

Set Specification Language (QSSL) for the concise descrip- [4] P. Bohannon, H. Korth, P.P.S. Narayan, S. Ganguly,
tion of parameterized queries. Our data exchange paradigm P. ShenoyOptimizing View Queries in ROLEX to Support
involves fewer parameters. Interestingly, QSSL uses a no- Navigable Tree Result§/LDB 2002.

tion of fragmentation of the XML schema but is driven by [5) M. J. cCarey, J. Kiernan, J. Shanmugasundaram,
the input parameters supported by the Web service and con- E. J. Shekita, S. N. SubramanianXPERANTO: Mid-
centrates on query rewriting, while our notion of frag- dleware for Publishing Object-Relational Data as XML
mentation is related to the underlying storage and index- DocumentsVLDB 2000.

ing decisions. In [1], the authors present their work in the  [6] M. Fernandez, A. Morishima, D. SucilEfficient Evalua-

context of the Active XML project. Web services are de-
scribed by functions embedded in XML documents. The
authors focus on devising a strategy to distribute andepli
cate Active XML documents in a P2P architecture.

tion of XML Middle-ware QueriesSIGMOD 2001.

[7] T. Howes, M. Smith, G. S. Good. Understanding and de-

ploying LDAP Directory Services. Macmillan Technical
Publishing, Indianapolis, Indiana, 1999.

Publishing relational data in XML [3, 4, 5, 6] is a spe- [8] Y Ioannidis,_Y. Kang_Randomized algorithms for Optimiz-
cial case of the data exchange problem. In [6], the authors g Large Join QueriesSIGMOD 1990'. )
[9] C. Ferris, J. FarrellWhat Are Web Services2ommunica-

emphasize the need for optimization when publishing rela-
tional data as XML documents. Their framework is akin to
publish&map where publishing is optimized.

This work could also be seen as a special case of dis-

tions of the ACM 46(6), June 2003.

[10] M. Petropoulos, A. Deutsch, Y. Papakonstantinolihe

Query Set Specification Language (QSSWebDB 2003.

. LT s i [11] Simple Object Access Protocol (SOAP) 1.1.
tributed cost-based optimization of relational queries [8 http://www.w3.0rg/TR/soap
13]. However, the fact that we manipulate fragments, and [12] Web Services Description Language (WSDL) 1.1.

thus, limit the complexity of join optimization, reducesth
complexity of the problem. A more detailed analysis of
complexities could be carried to illustrate this.

7. Conclusions

We presented a novel approach to XML data exchange of
large documents based on a middle-tier Web services archi-
tecture. The source and target systems can, optionallg; spe

http://www.w3.org/TR/wsdl

[13] M. .T. Ozsu, P. Valduriez. Principles of Distributed

Database SystemPrentice Hall 1991.



