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ABSTRACTTools reading binary 
ode, like analysers, debuggers, disas-semblers, et
., need to de
ode the target's ma
hine 
ode. Ade
ision tree is often used to represent the de
oding fun
-tion.Manually writing a de
oder is a lengthy and error-pronetask. It is desirable to be able to use the vendor's instru
tion
ode manual and to easily transform the do
umentation intoa spe
i�
ation that a tool 
an use to generate a de
oder.This paper presents a novel algorithm that 
omputes a de-
ision tree from ma
hine 
ode bit patterns alone. Neitherthe bit �elds of the ma
hine 
ode, nor the width of the ma-
hine 
ommand, nor the order in whi
h the bits should bede
oded need to be spe
i�ed. The de
oding algorithm a
-
esses any signi�
ant bit exa
tly on
e during de
oding.
1. INTRODUCTIONIn our resear
h proje
t Transferberei
h 14 `Runtime Guar-antees for Real-Time Systems', we fa
ed the problem thatma
hine de
oders for several ar
hite
tures had to be writ-ten (see [1℄). These are used to de
ode byte streams intoinstru
tions, whi
h are then 
lassi�ed pre
isely for safe ana-lysis.Manual implementation for every target ar
hite
ture, how-ever, is an error-prone task. Instead, it is desirable to usethe vendor's ma
hine 
ode do
umentation dire
tly to writea spe
i�
ation and have the de
oder generated automati
-ally. This way, for every target, only the spe
i�
ation hasto be written in
reasing the degree of safety.This paper presents an algorithm whose input is a set of bitpatterns, one for ea
h ma
hine instru
tion to be re
ognised.�The work of the USES group (University of the SaarlandEmbedded Systems group) is partially supported by Trans-ferberei
h 14 of the Deuts
he Fors
hungsgemeins
haft.

For ea
h bit, it is spe
i�ed whether its value is zero, one orinsigni�
ant. The algorithm then uses the set of bit patternsto re
ursively 
ompute a de
ision tree for de
oding. Thede
oding algorithm only a

esses those bits that the userspe
i�ed to be signi�
ant, and only tests ea
h bit maximallyon
e. Figure 1 shows a simple example.A major advantage is that our algorithm needs no userde�ned order in whi
h bits shall be tested and no spe
i�
a-tion of bit �elds in the ma
hine 
ode. This fa
ilitates writ-ing a spe
i�
ation from vendor manuals that are organisedas a long list of ma
hine instru
tions as well as from bit�eld based manuals that are divided into instru
tion groupsby e.g. a primary op
ode. The framework has interfa
esfor both spe
i�
ation methods. Other styles are easily sup-ported by simply listing all possible instru
tions. We evensu

eeded in 
onverting a manual in PDF format into a spe-
i�
ation automati
ally.The generated de
ision tree 
onsists of inner nodes that de-s
ribe how to make a de
ision and of leaves that 
ontain res-ults. In our framework, the leaves 
ontain ma
hine instru
-tion 
lassi�
ations suitable for re
onstru
tion of a 
ontrol
ow graph (see [21℄). Ea
h de
ision node des
ribes whi
hbits have to be tested in the input bit string to sele
t a 
hildat this node.The de
ision tree should be as shallow as possible in orderto require the smallest number of tests. Our algorithm 
om-putes a partition at ea
h inner node of the de
ision tree thattests the maximally possible number of bits at that node.This involves testing non-adja
ent bits in one step. This isan advantage 
ompared to other approa
hes.Furthermore, in 
ontrast to many other types of de
isiontrees, our tree is required to always test all signi�
ant bitsfor all inputs even if the �nal sele
tion de
ision 
an be drawnfrom fewer bits. This is be
ause the algorithm operates inthe safety 
riti
al environment of real-time systems analysis,where every part is required to be safe. In this safety 
riti
alenvironment, the putatively super
uous test serves to dete
tmalformed input bit string.Our algorithm is able to handle spe
ialisations of ma
hine in-stru
tions, i.e., patterns that are subsumed by others. Thisis done by a default 
hild that is used if no spe
ial 
hild wasfound during a de
ision. This 
hild must always be a leafnode.



Instr. Bit Patternb0 b1 b2 b3A 0 � � 0B 1 � � 1C 0 � 0 1D 0 � 1 1E 0 0 0 0 0;�;�;0Adef. 0; 320;�;�;1 1;�;�;1B1; 2 CE�;0;0;� �;�;1;�D�;�;0;�Figure 1: Example input for four bit 
ommands andthe 
omputed de
ision tree. The nodes are labelledwith the set of bit indi
es tested in that node. Spe-
ialised bit patterns are handled by a default edgelabelled def. (E is a spe
ialisation of A).We have implemented a de
oder for the Cold�re ar
hite
tureand for the PowerPC using this te
hnique.This paper is stru
tured as follows. Se
tion 2 introdu
esde
ision trees for de
oding ma
hine instru
tions formally.Then, Se
tion 3 introdu
es our algorithm in detail. Afterthat, Se
tion 4 presents an eÆ
ient way of implementingthe algorithm and shows its run-time. Se
tion 5 shows ex-perimental results from our pra
ti
al tests. Se
tion 6 
om-pares our work to that of others and, �nally, Se
tion 7 draws
on
lusions.
2. DECISION TREES FOR DECODINGGiven a mapping of bit patterns to ma
hine instru
tion 
las-si�
ations, the goal is to 
onstru
t a de
ision tree for imple-menting that mapping. Formally, this 
an be des
ribed asfollows:Definition 1. Let IB = f0; 1g be the set of bits. Letn 2 IN0. A bit pattern b is a string of bits together with aset of signi�
ant bit indi
es: b 2 IBn � P(IN0). Thus, n isthe width of the bit patterns.Let D be a set of ma
hine instru
tion 
lassi�
ations (whosepre
ise stru
ture is irrelevant for the algorithm). Thenf0 : IBn � P(IN0) ! D is a mapping from bit patterns to
lassi�
ations.A pattern 
ould have been de�ned as a tuple over f0; 1; �g,but this would have 
ompli
ated the de�nition of the al-gorithms in the following.Also note that de�ning that all bit patterns have the samelength n does not mean that ma
hine 
ommands have thesame length. Shorter patterns 
an simply be padded withinsigni�
ant bits.In the following, we will regard the input for the al-gorithm as the set that represents f0, so we will treatf0 � IBn � P(IN0)�D. Let F := IBn � P(IN0)�D to im-prove readability.

For a triple (b;m; d) 2 F , we de�nebits(b;m; d) = b the bit valuesmask(b;m; d) = m the indi
es ofsigni�
ant bitsdata(b;m; d) = d the 
lassi�
ationWe will often show insigni�
ant bits as �.In the following de�nition, the instru
tion 
lassi�
ations areused as terminal nodes of de
ision trees for binary de
oding.Definition 2. A de
ision tree is a labelled tree (V;E)where V = D [ N , D the set of terminal nodes, N the setof inner nodes and E � N � (N [D) the edges of the tree.Node labels are assigned by a fun
tion node label(v) �IN0; v 2 N whi
h are the bit numbers of the bits to be testedat node v.For e 2 E let edge label(e) 2 IBn [fdefaultg be the fun
tionthat labels an edge e.A de
ision tree 
an be used to sele
t a ma
hine 
ode 
lassi-�
ation from a bit string as follows. Let (b0; : : : ; bk�1) 2 IB�be the input bit string of length k. In the de
oder appli
-ation, this is a blo
k of bytes from the exe
utable of whi
hthe �rst instru
tion is to be 
lassi�ed by a d 2 D. d storesthe bit width of the 
ommand, so that this many bits 
an beskipped and the de
oding 
an advan
e to the next instru
-tion in the bit string.The following sele
tion algorithm sele
ts the �rst instru
tionfrom the bit string by using the de
ision tree.During the algorithm, v is the 
urrent node in the de
isiontree and vd will be the most re
ently en
ountered defaultnode, i.e., the most spe
i�
 one.Step 1 Start the sele
tion by letting v be the root node ofthe tree and vd = undef.Step 2 If at the 
urrent node v 2 N , there is an edge e =(v; v0) su
h that edge label(e) = default, then let vd =v0.Step 3 If v is a leaf, that node is the algorithm's result.Step 4 At the 
urrent node v 2 N , try to sele
t an outgoingedge e = (v; v0) su
h that 8i 2 node label(v):i < k^ edge label(e) 6= default^ edge label(e)i = biIf su
h an edge e exists, go to Step 2 with v := v0.If e does not exist, and if vd 6= undef, go to Step 3 withv := vd and let vd = undef.Otherwise, let the sele
tion fail, sin
e no 
lassi�
ationexists for the input bit pattern.



This sele
tion algorithm keeps tra
k of the most re
ent de-fault node in order to be able to ba
ktra
k of if the sele
tionalgorithm fails on subsequent nodes. The ba
ktra
king isimportant for the algorithm only to fail if there is no mat
h-ing pattern: A � � �B 0 0 �C 1 � 1 (1)Without keeping tra
k of old default nodes, no node wouldbe found for the input (0; 1; 0), although A mat
hes. Notethat we do not need a sta
k of default nodes for ba
ktra
k-ing, sin
e the default nodes are required to be leaves.Note that this sele
tion algorithm 
an be implemented veryeÆ
iently if (b0; : : : ; bk�1), edge label(e) and node label(v)are implemented as ma
hine words (insigni�
ant bits set tozero). We will write the 
onversion to bit tuples (thus, ma-
hine words) using parentheses, e.g.:(node label(v)) = (mi)i=0;:::;n�1 where (2)mi = (1 if i 2 node label(v)0 otherwise (3)Children of v 2 N are stored in a hash table at node vthat is indexed with the labels edge label(e). Then, a
hild 
an be sele
ted by indexing the hash table with(b0; : : : ; bk�1) bit and (node label(v)). If the hash tablelookup fails, a potential default 
hild 
an be sele
ted.The goal of the algorithm presented in the following se
tionis to 
ompute N , E, node label and edge label in su
h away that the number of edges and nodes is kept small. In-signi�
ant bits shall never be tested by the above sele
tionalgorithm. Signi�
ant bits shall only be tested on
e.We do not expe
t that a de
ision tree 
an be built for allinput bit pattern sets. Consider the following patterns:A 0 � � �B � � � 0 (4)It is un
lear whi
h pattern should be sele
ted for e.g.(0; 0; 0; 0).One way of resolving this problem is by assigning prioritiesto ambiguous bit patterns. However, our bit patterns aredes
riptions of mi
ro pro
essors, so we expe
t them to beunambiguous sin
e the pro
essor 
an identify them uniquelyas well. Therefore, we de
ided that prioritisation need notbe in
luded in our algorithm.Furthermore, our algorithm will not handle pattern sets likethe following, whi
h provide a unique mat
h for all inputs,

but require that insigni�
ant bits be tested.A 1 0 �B 0 � 1C � 1 0 (5)Again, we assume that mi
ropro
essors will not have ma-
hine 
ode bit patterns organised like that. Te
hniques tohandle these patterns by testing some of the insigni�
antbits are des
ribed in [10℄ for fun
tional languages with ar-gument pattern mat
hing.
3. ALGORITHMWhen building the de
ision tree, we 
onsider a de
ision treewhere all possible bit 
ombinations are 
he
ked in the rootnode to be infeasible due to the mere number of O(2n) edges.The goal will be to have few nodes and few edges. We de-
ided that the we will not 
he
k any insigni�
ant bits, whi
hwill naturally bound the number of nodes and edges, be-
ause bit patterns not in the input will not be 
he
ked inthe tree. With this prerequisite, the depth of the tree willbe the measure of quality.The prin
iple of the 
onstru
tion will be to make inner nodesin su
h a way that they test maximally many signi�
ant bitsat on
e, sin
e they have to be tested anyway. On the otherhand, prevent testing any insigni�
ant bits in order to keepthe out-degree of the nodes small.The idea of our algorithm is re
ursive partitioning of theinput set of bit patterns. First, a set of bits is 
omputedthat are signi�
ant for all patterns. Then, the input set ispartitioned into subsets that have di�erent values for thesesigni�
ant bits. For ea
h set, the algorithm re
urses. There
ursive fun
tion of the algorithm returns a new node withthe sub-tree underneath. Together with the subset of theinput bit patterns, a mask of already tested bits will bepassed down the re
ursion to prevent double testing of bits(this will be 
alled gmask in the algorithm).At the beginning of the algorithm, we assume all bits to bepotentially signi�
ant, so the initial bit mask is f0; : : : ; n�1g. So in order to 
ompute the de
ision tree, make tree isinvoked in the following way, where f 0 is the ma
hine 
odebit patterns from the user.make tree (f 0, f0; : : : ; n� 1g)The algorithm is depi
ted in Figure 2 and will be des
ribedin detail now.Throughout the algorithm, we require f 6= f g. This isneeded for well-de�nedness at some points.Step 1 of the algorithm 
omputes a bit pattern of bits thatare signi�
ant in all patterns in f . The bit pattern is max-imal, i.e., a bit is only found to be insigni�
ant if there is apattern where it is insigni�
ant, due to the de�nition of theset interse
tion.De
iding about termination in Step 2 works by 
he
king that



no signi�
ant bits remain and that f is a singleton. It isne
essary to ensure that no signi�
ant bits are left in mask,sin
e the sele
tion algorithm must test all signi�
ant bits inthe input bit string even if there is only one 
andidate left forsele
tion. This must be done in order to dete
t malformedinput bit strings.In Step 3, we know that no leaf, but an inner node will begenerated.For the sake of simpli
ity, explaining Step 4 will be post-poned. For now, we assume that if a default node was sele
-ted, it is the 
orre
t one, that its pattern has been ex
ludedfrom f and that mask 6= f g after Step 4.In Step 5, the sele
tion mask for the new node is known andassigned as a node label.Partitioning in Step 6 groups bit patterns that have the samebit values for the signi�
ant bits de�ned by mask. The fun
-tion returns the set of equivalen
e 
lasses for ea
h elementof f . An eÆ
ient implementation will be given later.fun partition (f � F , mask� IN0)return f equ 
lass(p) : p 2 f gwhere equ 
lass (p) =fp0 : p0 2 f su
h that 8i 2 mask :bits(p0)i = bits(p)igNote that ea
h equivalen
e 
lass equ 
lass(p) 
ontains at leastone element, namely p, so no empty sets will be used duringthe re
ursive 
alls in Step 7, thus the new sets all ful�l therequirement made in Step 1.Finally in Step 7, the fun
tion make tree invokes itself re-
ursively for all subsets found in Step 6. The bits that havebeen tested at node v are ex
luded from the new gmask toprevent double testing the same bits. Computation of anappropriate edge label remains to be de�ned.fun get label (f i � F , mask� IN0) returns 2 IBn{ Extra
t signi�
ant bits from some element of f ireturn value bits(p) for some p 2 f iwhere value bits (p)j = (bits(p)j if j 2 mask0 otherwiseThis fun
tion is well-de�ned sin
e for every pair of elementsof f i, the bit values sele
ted by mask are equal due to the
onstru
tion of the equivalen
e 
lasses in the partitioningstep.
3.1 Default NodesIn the previous se
tion, the handling of default nodes waspostponed. To understand when these are needed, assumethe following input to the algorithm:f = f ((0; 0); f g; A);((0; 0); f1g; B)gHere, A subsumes B and the 
omputation of mask in Step 1will yield mask = f g with f not being a singleton.

At this point, the default node should sele
t A and the de-
ision node should use the se
ond bit to 
he
k whether Bshould rather be sele
ted. If we made A the default nodeand repeated the 
omputation of mask in this example, thee�e
t would be as desired.Up to now, it is not 
lear whether the default node must bea single bit pattern. The subset of f that will be used forthe default node will be 
alled M in the following.For the 
onstru
tion of the default node, we need to thinkabout 
orre
tness. To 
onstru
t a de
ision tree that sele
tsthe 
orre
t bit patterns, it is required that all elements inM , whi
h are sele
ted at the 
urrent node by default, mustsubsume those in f nM , whi
h are tested �rst. This meansthat the bit mask of any element in M must be a propersubset of the bit mask of any element in f n M , i.e., thedefault node must test stri
tly less bits.Example b0 b1 b2 b3A 1 0 � �B 1 0 0 �C 1 0 0 0 (6)In this example, assume b0 and b1 have been pro
essedalready, so we have gmask = f2; 3g. If it is 
lear that Ais the default node sin
e the bit patterns of B and C areboth subsumed.When the algorithm arrives at a node requiring a defaultnode, signi�
ant bits 
ommon to all masks will always havebeen pro
essed already, be
ause otherwise the interse
tionof the masks is non-empty, therefore, the algorithm wouldnot have arrived in get default. So �nding the default nodeis very easy: its set of remaining signi�
ant bits must beempty. There must be at most one node with this property,otherwise, the input set is unde
idable as A and B in thefollowing example: b0 b1 b2 b3A 1 0 � �B 1 0 � �C 1 0 0 �D 1 0 0 0 (7)So we have seen that a) �nding the default node is trivialby sear
hing for an empty remaining bit mask and b) thealgorithm need not re
urse in the default node, be
ause itmust be a single input bit pattern: jM j = 1. We 
an simplyuse the data of that pattern as a leaf node.Figure 3 shows the fun
tion get default.The algorithm fails if the set of bits is still irresolvable afterex
lusion of the default node. An example input for thissituation would be the following:



fun make tree (f � F , gmask� IN0)returns 2 N [D{ Step 1: 
ompute a bit mask of bits that aresigni�
ant for all patternsmask := gmask \ Tp2f mask(p){ Step 2: possibly terminate: f must be singletonif mask = f g and jf j = 1return data(p) where f = fpg{ Step 3: 
onstru
t a new nodev= new InnerNode{ Step 4: de
ide about default node and edgeif mask = f g(vdef, f , mask):= get default (f , gmask)edef := new Edge (v; vdef)with edge label(edef) := default{ Step 5: label the 
urrent nodenode label(v) := mask{ Step 6: make partition of f using maskff 1; : : : ; f kg := partition (f , mask){ Step 7: re
urse on subsets and add edgesfor i in f1; : : : ; kgv0:= make tree (f i, gmask n mask)e0:= new Edge (v; v 0)with edge label(e0) := get label(f i;mask){ Step 8: return the new nodereturn vFigure 2: De
ision tree generation algorithmfun get default (f � F , gmask� IN0){ Compute the set of bit patterns that haveempty remaining bit masksM := fp : p 2 f and mask(p) \ gmask = f ggif jM j 6= 1fail{ Similar to Step 1, get a mask. Fail if empty.mask := gmask \ Tp2fnM mask(p)if mask = f gfail{ Return the result, M is a singletonreturn (data(p); f nM ;mask) where M = fpgFigure 3: The fun
tion that 
omputes the defaultnode and the new bit mask

b0 b1 b2 b3A 1 0 � �B 1 0 0 �C 1 0 � 0 (8)This fun
tion ful�ls the 
onstraint that after Step 4: mask 6=f g.
3.2 Unresolved Bit Patternsget default 
an be extended to handle bit patterns like (5)but 
are must be taken: obviously, a bit has to be testedthat is insigni�
ant in some pattern. In (5), any bit 
ouldbe 
hosen for disambiguation purposes. However, be
ausema
hine instru
tions may have di�erent lengths, de
odingmight fail although a valid instru
tion is in the input. Asan example, 
onsider (5) and an input bit string of (1; 0).Clearly, pattern A should be sele
ted. But if the algorithmhad sele
ted bit index 2 to resolve the pattern set, a node
he
king for a bit outside the input bit string is en
ounteredbefore the 
orre
t de
ision 
an be drawn. De
oding wouldfail be
ause the input bit string has fewer bits.This is a similar problem as that of pattern sets in somelazy fun
tional languages, where a

essing insigni�
ant ar-guments of a fun
tion in order to sele
t a pattern mightlead to non-termination if that operand does not terminate(see [10℄).Furthermore, in pra
ti
e, we may have byte-swapped in-put, so in an implementation, the problem of test bits beingoutside the input bit string o

urs at both sides of the bitpatterns if the bit string is not known to be byte-swappedor not at pattern 
ompilation time. In (5), the se
ond bitshould be sele
ted, be
ause this bit is either signi�
ant, orthere are signi�
ant bits to both sides (and holes are im-possible). So it 
an be 
on
luded that the input bit stringwill 
ontain the middle bit, if it 
ontains a valid instru
tion.To optimise the disambiguation wrt. the number of nodesand edges that are required, the number of patterns forwhi
h insigni�
ant bits must be tested should be minimised.This problem is non-trivial, but we do not expe
t it to o

urwith ma
hine spe
i�
ations anyway, so we did not try toimplement a way of disambiguation.
3.3 TerminationTermination happens by either failing, in get default, or su
-
eeding, in whi
h 
ase the re
ursion 
omes to an end nor-mally.It 
an be seen immediately that in ea
h new in
arnation ofa re
ursion, gmask 
ontains fewer bit indi
es, as some aredeleted in Step 7 by the non-empty mask, so eventually,gmask be
omes empty and the algorithm terminates.
3.4 Proof of CorrectnessCorre
tness of the sele
tion and make tree algorithms isde�ned in the following way. Assume that a de
ision tree
an be 
omputed. Using that tree, the sele
tion algorithm



1. always sele
ts an input pattern that is mat
hing,2. sele
ts the most spe
i�
 pattern if more than one patternmat
hes,3. never fails if a pattern mat
hes unambiguously,4. always tests all signi�
ant bits to have the desired value.We will prove this 
laim by indu
tion on the maximal num-ber n of remaining signi�
ant bits in the input pattern set,taking into a

ount the value of gmask.n = 0: Step 1 �nds mask = f g. There are two possibilities:Case 1: jf j = 1. This means that a node with the data ofthat pattern 
an be 
onstru
ted. The re
ursion terminates.During the sele
tion, all of the above 
orre
tness prerequis-ites are ful�lled: the pattern mat
hes (no more bits are sig-ni�
ant), the most spe
i�
 one is sele
ted (there is only one),the algorithm does not fail (so it does not fail even of mat
h-ing patterns exist), and all remaining signi�
ant bits havebeen tested (there is none left to be tested).Case 2: jf j � 1: The pattern set is irresolvable and thealgorithm fails. (3) holds, too, sin
e the set is ambiguous.n+ 1: Assume the 
laim to be true for all numbers of re-maining signi�
ant bits � n. We now prove this is is truefor n+ 1. After Step 1, there are two major 
ases:Case 1: mask 6= f g: This means that no default node isneeded.The 
laim holds for all re
ursion steps, be
ause some bitsare removed from gmask, so jgmaskj � n in all the re
ursivesteps.1. Partitioning makes 
lusters of patterns that are equal atthe bits in mask. So when testing these bits, the sele
-tion algorithm makes the only 
orre
t 
hoi
e and sele
ts apattern that is mat
hed by the bits in mask. Be
ause the
laim holds for the re
ursion, subsequent sele
tion stepsalso sele
t the 
orre
t patterns for the remaining bits. Soin total, the 
orre
t pattern is sele
ted.2. Be
ause the default node is sele
ted after all other pat-terns have been tested, the most spe
i�
 subset of patternsis sele
ted, when it is not sele
ted, sin
e these patternshave stri
tly more bits set. This holds in the re
ursionsteps, too, so the most spe
i�
 pattern is sele
ted.3. If no pattern mat
hes, the sele
tion algorithm either
hooses the most spe
i�
 default node (whi
h mat
hes)or fails, whi
h means that no default node was available,so no pattern mat
hes.4. The bits in mask, whi
h are signi�
ant in all patterns, willall be tested. The re
ursive steps make sure that all othersigni�
ant bits will also be tested, so the 
laim is ful�lledfor n+ 1, too.Case 2: mask = f g. If there is only one pattern left, theargument is the same as for n = 0.

Assume that jf j > 1. A default node will be sele
ted. Ifthis su

eeds, we have shown in Se
tion 3.1 above that thedefault node is the least spe
i�
 node and that all its signi-�
ant bits have been pro
essed. Furthermore, the numberof signi�
ant bits of the default node is � n sin
e the otherpatterns all have stri
tly more signi�
ant bits.1. If it is sele
ted, it is the 
orre
t 
hoi
e as the number ofbits is � n.2. Be
ause the default node is sele
ted after all other pat-terns do not mat
h, the most spe
i�
 one is sele
ted (theother patterns have stri
tly more signi�
ant bits).3. Analogously to the previous 
ase, the sele
tion algorithmonly fails if no default node is available.4. All signi�
ant bits of the default node have been tested.For the other patterns, a new mask is 
omputed in the sameway as before, but ex
luding the default node. So the argu-ment is the same as for mask 6= f g (note that it has beenshown that the default node is the least spe
i�
 one, so theargument about spe
i�
ity is valid, too).Be
ause we start the re
ursion with gmask 
ontaining allpotentially signi�
ant bits, and the 
laim was proven for allremaining signi�
ant bits, the 
laim holds for all signi�
antbits at the beginning.
4. EFFICIENT IMPLEMENTATIONThe algorithm 
an be implemented very eÆ
iently by usingbit masks if we require that a ma
hine word has at least nbits, thus enough to store all values 2 IBn dire
tly. It 
anbe assumed that operations on ma
hine words, like bitwise`or', `and' or `not' work in O(1).Bit masks 
an be stored in ma
hine words by setting bits to1 if the bit number of that bit is in the masking set or to 0otherwise.The input set f0 
an be stored eÆ
iently in an array. The
urrent subset 
an be marked using two integers as para-meters of make tree marking the �rst and last index of thesubset in this array. In the re
ursive step, this works asfollows: When partitioning, the sub-array is sorted lo
ally
onsidering only the bits in the bit mask. This way, the newpartitions are adja
ent in the sub-array and 
an be passeddown in the same way.
4.1 ComplexityWith the help of the previous se
tion a run-time for thealgorithm 
an be 
omputed. Let m = jf0j be the size of theinput set and n the maximal width of the input patterns.In ea
h step of the algorithm, almost all steps work in O(jf j)but partitioning takes O(jf j log jf j) due to the sorting thatis done.In ea
h step, at least one bit is removed from gmask, sore
ursion depth is maximally n. In the worst 
ase, onlytwo partitions are made in ea
h step, one 
onsisting of 1 ele-ment, the other of all but this element. Then the run-time is



T (n;m) = O(n+Pi=m;:::;m�n+1 i log i) = O(n+n�m logm).So if n = m, it be
omes O(m2 logm).This worst 
ase run-time looks slow. However, we expe
tm mu
h larger than n, be
ause the input is ma
hine 
odepatterns, where there are mu
h more 
ommands than bitsin a ma
hine word. We also expe
t that the re
ursion ismu
h more shallow than n, sin
e usually only few groupsof bits have to be looked at to sele
t a 
ommand. In total,we expe
t the re
ursion depths to be around log(m), sin
ewith log(m) bits, maximally m 
ommands 
an be 
oded.Run-time then be
omes quasi-linear.The experiments have shown that the trees are even moreshallow than log(m), so pra
ti
e has justi�ed the assump-tion.
4.2 GeneralisationThe bit patterns that were used above 
an be viewed assets of boolean attributes. This means that the algorithmis dire
tly usable in appli
ations where property tables withboolean attributes are the input. The bene�t is paralleltesting of attributes in ea
h de
ision step and the possibilityto have insigni�
ant attributes.Of 
ourse, the alphabet 
ould also be extended to be non-boolean (only an equality operator is required). However,the algorithm's major eÆ
ien
y results from working withma
hine words, so that parallel testing of several attributesworks in O(1). But if the attribute values 
an be distrib-uted to several bits (e.g. a four-value attribute uses two bitsinstead of one), the algorithm 
an still be applied.
5. EXPERIMENTAL RESULTSThe algorithm was implemented in our analysis frameworkfor real-time systems (see [22, 1, 9, 21℄). It 
onsists ofonly 900 lines of C++ 
ode, whi
h in
lude the sele
tion al-gorithm, the de
ision tree algorithm and two interfa
es tothe algorithms for di�erent styles of input data.We have written ma
hine des
riptions for the IBM PowerPC(see [7℄) and the Motorola Cold�re (see [15℄) ar
hite
ture.Moreover, with the help of a small s
ript (only 194 lines ofPerl) we 
ould automati
ally 
onvert a PDF manual (see [8℄)for the In�neon C166 ar
hite
ture into a spe
i�
ation withall the pro
essor's bit patterns. The result is a template�le where the 
ommand 
lassi�
ations 
an be �lled in. Wein
luded this �le in our tests of the de
ision tree buildingalgorithm. Writing this s
ript only took a few hours.The time for tree generation was negligible for all test inputs.For the Cold�re spe
i�
ation it took less than 0:2 se
ondson a Pentium III with 650 MHz. The spe
i�
ation had 908instru
tion patterns, be
ause the Cold�re is quite a 
omplexpro
essor due to its CISC history.Self-evident by the 
onstru
tion of the sele
ting mask, butstill not uninteresting, is the fa
t that our algorithm gener-ated a root node that tested exa
tly for the primary op
odefor both the PowerPC and the Cold�re pro
essor.

The generated de
ision tree for the Cold�re ar
hite
ture hada maximal leaf node depth of 5 (in
luding the root node).The average depth was 2:76, i.e., this is the average numberof de
isions needed to de
ode one instru
tion at the front ofa bit string, whi
h is very few.To 
ompare the algorithm to one that is limited to testingadja
ent bit groups instead of arbitrary ones, we expli
itlyfor
ed it to sele
t only adja
ent bits for testing. The gen-erated tree then had a maximal depth of 7 and an averagedepth of 3:13.The PowerPC 403 spe
i�
ation has 210 instru
tion patternsand the time to generate the de
ision tree was below thepre
ision limits of measurement. The maximal leaf nodedepth was 3 in
luding the root node. The average depth ofthe PowerPC de
ision tree was 2:2. The PowerPC is a RISCar
hite
ture, so these 3 levels are explained very easily: theroot node tests op
ode 1, the next node tests op
ode 2 andsome 
ommands are distinguished to either set the 
ondition
ode bits or not, thus another bit was tested for those 
om-mands in the third node. And be
ause of the layout of thebits of the op
ode 1 and 2, the de
ision tree always testedadja
ent bit groups in this tree already.The C166 spe
i�
ation has 230 instru
tion patterns andagain, the time to generate the de
ision tree was below thepre
ision limits of measurement. The maximal leaf nodedepth was 4, the average depth was 2:41. The tree withbit group tests of adja
ent bits had a maximal depth of 6,and the average depth in
reased marginally to 2:48, be
auseonly very few 
ommands had longer de
oding paths.The feature of default nodes for instru
tions that are sub-sumed by others was needed several times in the ma
hine
ode spe
i�
ation of the Cold�re ar
hite
ture. Some ex-amples are two sorts of bran
h 
ommands whi
h have dif-ferent sizes if the displa
ement 
onstant of the shorter vari-ant has a value of 0. Another example are the divide andremainder instru
tions whi
h share the same op
odes butare distinguished by whether two of the three operands areidenti
al.The experiments showed that writing a de
oder for ma
hine
ode of a new pro
essor has be
ome mu
h easier and lesstime-
onsuming, less error-prone and, therefore, safer.
6. RELATED WORKThere is a lot of work on de
ision trees in many di�erentareas of Computer S
ien
e (see [14, 20℄). A survey of de-
ision tree building methods is given by Sreerama K. Murthyin [16℄. The basi
 prin
iples of re
ursive partitioning and�nding a splitting method are introdu
ed there. Methods of
ompiling lazy pattern mat
hing 
an be found in [10℄.[4℄ presents an algorithm for disassembling that sear
hes lin-early for the given bit patterns, thus not using a de
ision treeand involving O(n) de
oding runtime where n is the numberof instru
tion patterns.The 
ontribution of this novel algorithm is the splitting fun
-tion for bit patterns given as ma
hine words. They form aspe
ial 
lass of multiple boolean attributes, whi
h this al-



gorithm handles in parallel. To the best of our knowledge,no solution for this problem has been published before.Other approa
hes to real-time systems analysis often do notread ma
hine 
ode, so the problem of de
oding bit stringsdoes not o

ur there. Either assembly (see [12, 13℄) or sour
e
ode (see [17, 3℄) are used as input. Be
ause for modernpro
essors, the low-level e�e
ts of 
a
hes and pipelines needpre
ise lo
ation information whi
h is only available with ma-
hine 
ode for some ma
hines (not even on assembly level,be
ause linking is not performed), our framework reads ma-
hine 
ode from linked exe
utables.One other algorithm that tries to solve the same problemas ours is found in the New Jersey Ma
hine-Code Toolkit(see [19, 18℄). The de
ision tree building algorithm used inthat framework, however, it is not des
ribed in publi
ations.Looking at the do
umentation in the sour
e 
ode, it 
an beseen that it uses op
odes de�ned by the user to 
omputethe de
ision tree. For that framework, this information isavailable from the spe
i�
ation.Another widely used way of de
oding ma
hine 
ode is theGNU Binutils pa
kage (see [6℄). One tool that uses Binutilsis the Wis
onsin Ar
hite
tural Resear
h Tool Set (see [5,11℄). In Binutils, de
oders are written manually for ea
h pro-
essor. E.g. for the Motorola 68xxx pro
essor, the de
odingis done by linearly sear
hing the bit patterns and limitingthe sear
h algorithm to partitions by sorting the patternsby their 4-bit primary op
ode. This partitioning was doneautomati
ally and in a generi
 way by our algorithm.
7. CONCLUSION & FUTURE WORKIn this paper, we have presented a novel algorithm for de-
ision tree generation from bit patterns alone. The al-gorithm does not need any user-provided sele
tion of bit�elds, so no 
lassi�
ation of op
odes and sub-op
odes isneeded. Our algorithm 
an handle spe
ialised instru
tions(those that are subsumed by others) by default nodes. It isgeneri
 and 
an be applied to various types of input data.By handling non-adja
ent groups of bits in one step, thede
ision tree is kept more shallow than with op
ode or singlebit-oriented approa
hes, improving de
oding speed.By its degree of automatism, the algorithm make porting tonew ar
hite
tures more easy.The implementation is very fast by using O(1) ma
hine wordoperations and has proven in pra
ti
e to be integrable intoan existing framework.We have stressed here that the safety properties of the al-gorithm make it suitable for safety-
riti
al appli
ations likereal-time systems analysis.Testing te
hniques of ma
hine spe
i�
ations like [2℄ wouldbe ni
e to have in our framework. This is a future extensionfor bug dete
tion.Further work will in
lude porting our de
oder for the In�n-eon Tri
ore ar
hite
ture to the new de
oding te
hnique inorder to get a simpler exe
utable for 
ontrol 
ow 
onstru
-

tion, whi
h is easier to maintain.
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