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olumbia.eduAbstra
t. We propose an algorithm for permuting or sorting multiplesets (or bags) of obje
ts su
h that they 
an ultimately be represented ef-�
iently using kernel prin
ipal 
omponent analysis. This framework gen-eralizes sorting from s
alars to arbitrary inputs sin
e all 
omputationsinvolve inner produ
ts whi
h 
an be done in Hilbert spa
e and kernel-ized. The 
ost fun
tion on the permutations or orderings emerges from amaximum likelihood Gaussian solution whi
h approximately minimizesthe volume data o

upies in Hilbert spa
e. This ensures that few kernelprin
ipal 
omponents are ne
essary to 
apture the variation of the setsor bags. Both global and almost-global iterative solutions are providedin terms of iterative algorithms by interleaving variational bounding (onquadrati
 assignment problems) with a Kuhn-Munkres algorithm (forsolving linear assignment problems).1 Introdu
tionSorting or ordering a set of obje
ts is a useful task in pra
ti
al unsupervisedlearning as well as in general 
omputation. For instan
e, we may have a setof unordered words des
ribing an individual's 
hara
teristi
s in paragraph formand we may wish to sort them in a 
onsistent manner into �elds su
h that the�rst �eld or word des
ribes the individual's eye 
olor, the se
ond word des
ribeshis profession, the third word des
ribes his gender, and so forth. Alternatively,as in Figure 1, we may want to sort or order dot-drawings of fa
e images su
hthat the �rst dot is 
onsistently the tip of the nose, the se
ond dot is the lefteye, the third dot is the right eye and so forth. However, �nding a meaningfulway to sort or order sets of obje
ts is awkward when the obje
ts are not s
alars(s
alars 
an always be sorted using, e.g. qui
k-sort). We instead propose sortingmany bags or sets of obje
ts su
h that the resulting sorted versions of the bagsare easily representable using a small number of kernel prin
ipal 
omponents.In other words, we will �nd the sorting or ordering of many bags of obje
tssu
h that the manifold formed by these sorted bags of obje
ts will have lowdimensionality.In this arti
le, we refer to sorting or ordering in the relative sense of theword and seek the relative ordering between obje
ts in two or more unorderedsets. This is equivalent to �nding the 
orresponden
e between multiple sets ofobje
ts. A 
lassi
al in
arnation of the 
orresponden
e task (also referred to as
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hing of 3 bags of 8 (x; y) 
oordinates representing fa
es.mat
hing, permutation or ordering between sets) is the so-
alled linear assign-ment problem (LAP). A familiar example of LAP is in an au
tion or garage-salewhere N goods are available and N 
onsumers ea
h attribute a value to ea
hgood. This solution to LAP is the the best pairing of ea
h 
onsumer to a singlegood su
h that the total value obtained is maximal. This is solvable using the
lassi
al Kuhn-Munkres algorithm in O(N3) time. Kuhn-Munkres provides apermutation matrix 
apturing the relative ordering between the two sets (goodsand 
onsumers).Re
ent eÆ
ient variants of Kuhn-Munkres make it pra
ti
al to apply to bagsof thousands of obje
ts [3℄. Alternatively, relaxations of LAP have been pro-posed in
luding the so-
alled invisible hand algorithm [8℄. These tools have beenused for �nding 
orresponden
e and aligning images of, for instan
e, digits [2, 14℄to obtain better models (su
h as morphable or 
orresponded models). In fa
t,handling permutable or unordered sets is relevant for learning and image 
las-si�
ation as well. For example, permutable images and other obje
ts have beenhandled via permutationally invariant kernels for support ve
tor ma
hine 
lassi-�ers [7℄ or permutationally invariant expe
tation-maximization frameworks [6℄.It is known that removing invariant aspe
ts of input data (su
h as permutation)
an improve a learning method [13℄. Another approa
h is to expli
itly estimatethe ordering or permutation by minimizing the number of prin
ipal 
omponentsneeded to linearly model the variation of many sets or bags of obje
ts [5, 4℄.In this paper, we build up a novel algorithm starting from the Kuhn-Munkresalgorithm. Kuhn-Munkres sorts only a pair of bags or sets 
ontaining N ve
tor-obje
ts su
h that we minimize their squared norm. Our novel algorithm upgradesthe sear
h for an ordering from two bags to many simultaneous bags of obje
ts byiterating the Kuhn-Munkres algorithm with variational bounds. The iterationseither minimize the squared norm from all sorted bags to a 
ommon \mean bag"or minimize the dimensionality of the resulting manifold of sorted bags. Thesetwo 
riteria 
orrespond to a generalization of the linear assignment problem andto the quadrati
 assignment problem, respe
tively. Both are handled via iterativesolutions of the Kuhn-Munkres algorithm (or fast variants). We also kernelizethe Kuhn-Munkres algorithm su
h that non-ve
torial obje
ts [11℄ 
an also beordered or sorted.



32 Permuting several setsConsider a dataset D of T sets or bags D = f�tgTt=1. Ea
h of these bags is merelya 
olle
tion of N unordered obje
ts �t = f
t;ngNn=1. We wish to �nd an orderingfor obje
ts in these bags that makes sense a

ording to some fairly general 
rite-rion. However, in the general 
ase of bags over unusual obje
ts (ve
tors, strings,graphs, et
.) it is not 
lear that a natural notion of ordering exists a priori. Wewill exploit kernels sin
e they have been shown to handle a diverse range of inputspa
es. If our sorting algorithms leverage these by ex
lusively using generalizedinner produ
ts within sorting 
omputations we would be able to sort a variety ofnon-s
alar obje
ts. We therefore propose another 
riterion for sorting that �ndsorderings. The 
riterion is that the resulting ordered bags 
an be eÆ
iently en-
oded using prin
ipal 
omponents analysis (PCA) or kernel prin
ipal 
omponentanalysis (kPCA) [12℄. Essentially, we want kPCA to 
apture the variation seenin the dataset with as few dimensions as possible.We will eventually deal with non-ve
torial obje
ts but for simpli
ity, we 
ouldassume that all bags simply 
ontain N ve
tors of dimensionality D. Thus, weassume ea
h 
t;n 2 RD and we 
an rewrite ea
h bag �t in an N � D matrixform as Xt. Our dataset of many bags 
an then be stored as T matri
es and
onsists of fXtgTt=1. To reorder ea
h of these bags, we 
onsider endowing ea
hmatrix Xt with an unknown N � N permutation matrix At whi
h re-sorts itsN row entries. Therefore, we augment our dataset with matri
es that re-sort itas follows fAtXtgTt=1. In the more general 
ase where we are not dealing withve
tors for ea
h 
t;n, we will take the permutation matri
es At to be a generalpermutation pt of the set f1; : : : ; Ng whi
h de�nes an ordering of the bag asfollows pt 
 �t = �
t;pt(n)�Nn=1. This gives us an ordered version of the datasetfor a spe
i�
 
on�guration of orderings denoted P whi
h we write as followsDP = fpt 
 �tgTt=1.Given the original dataset, we want to �nd a good permutation 
on�gurationby optimizing the matri
es fAtgTt=1 or the permutation 
on�gurations fptgTt=1.To make the notion of goodness of permutation 
on�gurations 
on
rete, we willargue that good permutations will reveal a 
ompa
t low-dimensional represen-tation of the data. For instan
e, the data may lie on a low dimensional manifoldthat is mu
h smaller than the embedding spa
e of size ND or N j
t;nj, wherej
t;nj is the dimensionality of the obje
ts being permuted (if and when su
h aquantity makes sense). We now elaborate how to approximately measure thedimensionality of the potentially nonlinear manifold spanning the data. This isdone by observing the eigenvalue spe
trum of kernel PCA whi
h approximatesthe volume data o

upies in Hilbert spa
e. Clearly, a low volume suggests thatwe are dealing with a low dimensional manifold in Hilbert spa
e.2.1 Kernel PCA and Gaussians in Hilbert spa
eWe subs
ribe to the perspe
tive that PCA �nds a subspa
e from data by mod-eling it as a degenerate Gaussian sin
e only �rst and se
ond order statisti
s of



4a dataset fxtgTt=1 are 
omputed [7℄. Similarly, kernel PCA �nds a subspa
e inHilbert spa
e by only looking at �rst and se
ond order statisti
s of the featureve
tors f�(xt)gTt=1 instead1. In fa
t, we are also restri
ted to se
ond order statis-ti
s sin
e we wish to use kernel methods and 
an thus only intera
t with datain Hilbert spa
e via inner-produ
ts k(xt; xt0) = h�(xt); �(xt0 )i.One way to evaluate the quality of a subspa
e dis
overed by kernel PCA isby estimating the volume o

upied by the data. In 
ases where the volume ofthe data in Hilbert spa
e is low, we anti
ipate that only a few kernel prin
ipal
omponents will be ne
essary to span and re
onstru
t the dataset. Sin
e kernelPCA hinges on Gaussian statisti
s, we will only use a se
ond order estimator ofthe volume of our dataset. Consider 
omputing the mean and 
ovarian
e of aGaussian from the dataset in Hilbert spa
e. In kernel PCA [12℄, re
all that thetop eigenvalues of the 
ovarian
e matrix � = 1T Pt �(xt)�(xt)T of the data arerelated to the top eigenvalues of the T �T Gram matrix K of the data whi
h isde�ned element-wise as [K℄t;t0 = k(xt; xt0). The eigenvalues � and eigenve
tors� of the Gram matrix are given by the solution to the problem:264 hkx1 ; kx1i � � � hkx1 ; kxT i... ...hkxT ; kx1i � � � hkxT ; kxT i375264 �1...�T 375 = T�264 �1...�T 375 :From the above, we �nd the top J eigenve
tors �j whi
h produ
e the highest Jeigenvalues and approximate the dataset with a J-dimensional nonlinear mani-fold. The eigenfun
tions vj(x) of the 
ovarian
e matrix des
ribe axes of variationon the manifold and are unit-norm fun
tions approximated by:vj(x) / TXt=1 �jtk(x; xt):These are normalized su
h that 
vj ; vj� = 1. The spe
trum of eigenvalues de-s
ribes the overall shape of a Gaussian model of the data in Hilbert spa
e whilethe eigenve
tors of the 
ovarian
e matrix 
apture the Gaussian's orientation.The volume of the data 
an then be approximated by the determinant of the
ovarian
e matrix whi
h equals the produ
t of its eigenvalues �j .Volume � j�j =Yj �j :If we are dealing with a truly low-dimensional subspa
e, only a few eigenvalues(
orresponding to eigenve
tors spanning the manifold) will be large. The manyremaining eigenvalues 
orresponding to noise o� of the manifold will be small and1 While this Hilbert spa
e 
ould potentially be in�nite dimensional and Gaussiansand kernel PCA should be handled more formally (i.e. using Gaussian pro
esseswith white noise and appropriate operators) in this paper and for our purposes wewill assume we are manipulating only �nite-dimensional Hilbert spa
es. Formalisingthe extensions to in�nite Hilbert spa
e is straightforward.



5the volume we ultimately estimate by multiplying all these eigenvalues will below2. Thus, a kernel PCA manifold that is low-dimensional should typi
ally havelow volume. It is well known that kernel PCA 
an also be (impli
itly) 
enteredby estimating and removing the mean of the data yet we will not elaborate thisstraightforward issue (refer instead to [12℄). Before applying PCA, re
all that weperform maximum likelihood estimation to obtain the mean �̂ and the 
ovarian
e�̂. The volume of the dataset is related to its log-likelihood under the maximumlikelihood estimate of a Gaussian model as shown in [4℄:l(�;�) =Xt logN (xtj�;�)= �TD2 log(2�)� T2 log j�j � 12Xt (xt � �)T��1(xt � �):Log-likelihood simpli�es as follows when we use the maximum likelihood settingfor the mean �̂ = 1T Pt xt and 
ovarian
e �̂ = 1T Pt(xt � �̂)(xt � �̂)T .l(�̂; �̂) = �TD2 log(2�)� T2 log j�̂j � TD2 :Therefore, we 
an see that a kernel PCA solution whi
h has high log-likelihooda

ording to the Gaussian mean and 
ovarian
e will also have low volume lowlog j�̂j and produ
e a 
ompa
t low-dimensional manifold requiring few prin
ipalaxis to span the data.2.2 Permutations that maximize likelihood and minimize volumeWe saw that we are solving a maximum likelihood problem to perform kernelPCA and higher likelihoods indi
ate lower volume and a better subspa
e. How-ever, the above formulation assumes we have ve
tors or 
an readily 
omputekernels or inner produ
ts between kPCA's T Hilbert-spa
e ve
tors f�(xt)gTt=1.This is not trivial when ea
h xt is a
tually an unordered bag of tuples as we hadwhen we were previously dealing with �t. However, given an ordering of ea
hvia At matri
es or pt permutations, we 
an 
onsider 
omputing a kernel on thesorted bags as follows:k(pt 
 �t; pt 
 �t0) = NXi=1 
�(
t;pt(i)); �(
t0 ;pt0 (i))� = NXi=1 �(
t;pt(i); 
t0;pt0 (i))assuming we have de�ned a base kernel �(:; :) between the a
tual obje
ts 
t;nin our bags. Another potentially 
learer view of the above is to instead assumewe have bags of Hilbert-spa
e ve
tors where our dataset D has T of these setsor bags D = f�tgTt=1. Ea
h of these bags is merely a 
olle
tion of N unordered2 Here we are assuming that we do not obtain any zero-valued eigenvalues whi
hprodu
e a degenerate estimate of volume. We will regularize eigenvalues in the sub-sequent se
tions to avoid this problem.



6obje
ts in Hilbert spa
e �t = f�(
t;n)gNn=1. Applying the ordering pt to thisunordered bag of Hilbert spa
e ve
tors provides an ordered set as follows pt
�t =��(
t;pt(n))�Nn=1. Inner produ
ts between two ordered bags are again given interms of the base kernel �(:; :) as follows:hpt 
 �t; p0t 
 �0ti = NXi=1 
�(
t;pt(i)); �(
t0 ;pt0 (i))� = NXi=1 �(
t;pt(i); 
t0;pt0 (i)):As in [4℄ we will �nd settings of At or pt that maximize likelihood under aGaussian model to minimize volume. However, instead of dire
tly minimizing thevolume by assuming we always have updated the mean and 
ovarian
e with theirmaximum likelihood setting, we will treat the problem as an iterative likelihoodmaximization s
heme. We have the following log-likelihood problem whi
h weargued measures the volume of the data at the maximum likelihood estimate of� and �:l(p1; : : : ; pT ; �;�) =Xt lt(pt; �;�) = Xt logN (pt 
 �tj�;�):Further in
reasing likelihood by adjusting p1; : : : ; pT will also further de
reasevolume as we interleave updates of � and �. Thus, the above is an obje
tivefun
tion on permutations and maximizing it should produ
e an ordering of ourbags that keeps kernel PCA eÆ
ient. Here, we are assuming we have a Gaussianin Hilbert spa
e yet it is not immediately 
lear how to maximize or evaluatethe above obje
tive fun
tion and obtain permutation 
on�gurations that givelow-volume kernel PCA manifolds. We will next elaborate this and show thatall 
omputations are straightforward to perform in Hilbert spa
e.We will maximize likelihood over p1; : : : ; pT , � and � iteratively in an axis-parallel manner. This is done by lo
king all parameters of the log-likelihood andmodifying a single one at a time. Note, �rst, that it is straightforward, given a
urrent setting of (p1; : : : ; pT ) to 
ompute the maximum likelihood � and � asthe mean and 
ovarian
e in Hilbert spa
e. Now, assume we have lo
ked � and� at a 
urrent setting and we wish to only in
rease likelihood by adjusting thepermutation pt of a single bag �t. We investigate two separate 
ases. In the �rst
ase, we assume the 
ovarian
e matrix � is lo
ked at a s
alar times identity andwe �nd the optimal update for a given pt by solving a linear assignment problem.We will then 
onsider the more general 
ase where the 
urrent � 
ovarian
ematrix in Hilbert spa
e is an arbitrary positive semi-de�nite matrix and updatingthe 
urrent pt will involve solving a quadrati
 assignment problem.3 Kernelized sorting via LAP and mean alignmentGiven �, p1; : : : ; pT and � = �I we wish to �nd a setting of pt whi
h maximizesthe likelihood of an isotropi
 Gaussian. This 
learly involves only maximizingthe following 
ontribution of bag t to the total log-likelihood:lt(pt; �;�) = logN (pt 
 �tj�; �I):



7We 
an simplify the above as follows:lt(pt; �;�) = 
onst� 12� (hpt 
 �t; pt 
 �ti � 2 hpt 
 �t; �i+ h�; �i) :Sin
e hpt 
 �t; pt 
 �ti is 
onstant despite our 
hoi
e of pt, maximizing the aboveover pt is equivalent to minimizing the following 
ost fun
tion:p̂t = argminpt hpt 
 �t; �i :Assume we have the 
urrent maximum likelihood mean whi
h is 
omputed fromthe lo
ked permutation 
on�gurations from the previous iteration p̂1; : : : ; p̂T .The above then simpli�es into:p̂t = argminpt *pt 
 �t; 1T TXt0=1 p̂t0 
 �t0+ = argminpt NXi=1 TXt0=1� �
t;pt(i); 
t0;p̂t0 (i)� :The above problem is an instan
e of the linear assignment problem (LAP) and
an dire
tly be solved produ
ing the optimal pt in O(N3) via the Kuhn-Munkresalgorithm (or more eÆ
ient variants su
h as Qui
kMat
h [10℄, au
tion algorithmsor the 
ost s
aling algorithm). Essentially, we �nd the permutation matrix Atwhi
h is analogous to pt by solving the assignment problem on the N�N matrixDt via a simple 
all to the (standard) fun
tion KuhnMunkres(�Dt) where Dtis an N �N matrix giving the value of kernel evaluations between items in the
urrent bag and the mean bag. We de�ne the Dt matrix element-wise as:[Dt℄i;i0 = TXt0=1� �
t;i; 
t0;p̂t0 (i0)� :Iterating the update of ea
h pt in this way for t = 1 : : : T and updatingthe mean � repeatedly by its maximum likelihood estimate will 
onverge to amaximum of the log-likelihood. While a formal proof is deferred in this paper,this maximum may a
tually be global sin
e the above problem is analogous tothe generalized Pro
rustes problem [1℄. In the general Pro
rustes setting, we 
anmimi
 the problem of aligning or permuting many bags towards a 
ommon meanby instead 
omputing the alignments or permutations between all possible pairsof bags. For instan
e, it is possible to �nd permutations pt;t0 or matri
es At;t0that align ea
h bag �t to any other bag �t0 via [Dt;t0 ℄i;i0 = �(
t;i; 
t0;i0). Thesethen give a 
onsistent set of permutations to align the data towards a 
om-mon mean prior to kernel PCA. This provides us with the ordering p̂1; : : : ; p̂Tof the data whi
h now be
omes a dataset of ordered bags fp̂t 
 �tgTt=1. Sub-sequently, we perform kernel PCA on the data in O(T 3) using singular valuede
omposition on the T �T 
entered Gram matrix. This gives the eigenve
tors,eigenvalues and eigenfun
tions that span the nonlinear manifold representationof the ordered data. This will have a higher likelihood and potentially use fewerprin
ipal 
omponents to a
hieve the same re
onstru
tion a

ura
y than imme-diate appli
ation of kernel PCA on the dataset D. Of 
ourse, this argument only



8holds if the dataset itself truly has a natural permutation invarian
e or was a
olle
tion of sets or bags.We now turn to the more general 
ase where the Gaussian 
ovarian
e isarbitrary and is not arti�
ially lo
ked at a spheri
al 
on�guration. However, inthis setting, global 
onvergen
e 
laims are even more elusive.4 Kernelized sorting via QAP and 
ovarian
e alignmentIn the 
ase where we 
onsider anisotropi
 Gaussians, the 
ovarian
e matrix isan arbitrary positive semi-de�nite matrix and we have a more involved pro
e-dure for updating a given pt. However, this is more 
losely mat
hed to the fullproblem of minimizing the volume of the data and should produ
e more valu-able orderings that further redu
e the number of kernel prin
ipal 
omponents weneed to represent the ordered bags. Here, we are updating a single pt again yetthe 
ovarian
e matrix � is not a s
aled identity. We therefore have the following
ontribution of bag t to the log-likelihood obje
tive fun
tion:lt(pt; �;�) = logN (pt 
 �tj�;�):Due to the presen
e of the �, this will no longer redu
e to a simple linear as-signment problem that is dire
tly solvable for At or p̂t using a polynomial timealgorithm. In fa
t, this obje
tive will produ
e an NP-Complete quadrati
 assign-ment problem [9℄. Instead we will des
ribe an iterative te
hnique for maximizingthe likelihood over pt by using a variational upper bound on the obje
tive fun
-tion.De�ne the inverse matrix M = ��1 whi
h we will assume has a
tually beenregularized as followsM = (�+�1I)�1+�2I where �1 and �2 are small s
alars (theintuition for this regularization is given in [5℄). Re
all kernel PCA (with abuseof notation) gives the matrix � as follows � = Pj �jvj(vj)T . Meanwhile, thematrixM 
an also be expressed with abuse of notation in terms of its eigenvalues~�k and eigenfun
tions vj from as follows M = PJj=1 ~�jvj(vj)T + �I . We 
anassume we pi
k a �nite J that is suÆ
iently large to have a faithful approximationto M . Re
all that, as in kernel PCA, the (unnormalized) eigenfun
tions aregiven by the previous estimate of the inverse 
ovarian
e at the previous (lo
ked)estimates of the permutations p̂t:
vj ; p
 �� = TXt=1 �jt hp
 �; p̂t 
 �tiwhere the normalization su
h that 
vj ; vj� = 1 is absorbed into the ~�j for brevity.We 
an now rewrite the (slightly regularized) log-likelihood more su

in
tly by



9noting that � and � are lo
ked (thus some terms be
ome mere 
onstants):lt(pt) = 
onst� 12(pt 
 �t � �)TM(pt 
 �t � �)= 
onst� 12(pt 
 �t)TM(pt 
 �t) + (pt 
 �t)TM�= 
onst� 12(pt 
 �t)T JXj=1 ~�jvj(vj)T (pt 
 �t) + (pt 
 �t)TM�where we have used the expanded de�nition of the M matrix yet its isotropi

ontribution �I as before has no e�e
t on the quadrati
 term involving pt. How-ever, the anisotropi
 
ontribution remains and we have a QAP problem whi
hwe 
ontinue simplifying by writing the eigenve
tors as linear 
ombinations ofHilbert spa
e ve
tors or kernel fun
tions:lt(pt) = 
onst� 12 JXj=1 ~�j  TXm=1�jm hpt 
 �t; p̂m 
 �mi!2+ JXj=1 ~�j TXm=1�jm hpt 
 �t; p̂m 
 �mi TXn=1�jn h�; p̂n 
 �ni+ � hpt 
 �t; �i :For notational 
onvenien
e, ex
hange the pt notation and start using the per-mutation matrix notation At by noting the following relationship:hpt 
 �t; p̂t0 
 �t0i = NXi=1 NXi0=1[At℄i;i0�(
t;i; 
t0;p̂t0 (i0)):We 
an now rewrite the (negated) log-likelihood term as a 
ost fun
tion C(At) ��l(At) over the spa
e of permutation matri
es At. This 
ost fun
tion is as followsafter we drop some trivial 
onstant terms:C(At) = JXj=1 ~�j2  NXi=1 NXi0=1[At℄i;i0 TXm=1�jm�(
t;i; 
m;p̂m(i0))!2 � NXi=1 NXi0=1[At℄i;i0 [Dt℄i;i0where we have de�ned the readily 
omputable N �N matrix Dt element-wiseas follows for brevity:[Dt℄i;i0 = JXj=1 ~�j TXm=1�jm�(
t;i; 
m;p̂m(i0)) TXn=1�jn h�; p̂n 
 �ni!+�T TXt0=1�(
t;i; 
t0;p̂0t(i0)):This matrix degenerates to the previous isotropi
 
ase if all anisotropi
 Lagrangemultipliers go to zero leaving only the �I 
ontribution. Note, we 
an �ll in the



10terms in the parentheses as follows:h�; p̂n 
 �ni = 1T TXt0=1 hp̂t0 
 �t0 ; p̂n 
 �ni = 1T TXt0=1 NXi=1 �(
n;p̂n(i); 
t0;p̂t0 (i))whi
h lets us numeri
ally 
ompute the Dt matrix's N �N entries.Clearly the �rst term in C(At) is quadrati
 in the permutation matrix Atwhile the se
ond term in C(At) is linear in the permutation matrix. Therefore,the se
ond LAP term 
ould be optimized using a Kuhn-Munkres algorithm how-ever, the full 
ost fun
tion is a quadrati
 assignment problem. To address thisissue, we will upper bound the �rst quadrati
 
ost term with a linear term su
hthat we 
an minimize C(At) iteratively using repeated appli
ations of Kuhn-Munkres. This approa
h to solving QAP iteratively via bounding and LAP issimilar in spirit to the well-known Gilmore-Lawler bound method as well as otherte
hniques in the literature [9℄.First, we 
onstru
t an upper bound on the 
ost by introdu
ing two J � Nmatri
es 
alled Q and ~Q. The entries of both Q and ~Q are non-negative andhave the property that summing a
ross their 
olumns gives unity as follows:Xi [Q℄j;i = 1 and Xi0 [ ~Q℄j;i0 = 1:We insert the ratio of a 
onvex 
ombination of these two matri
es (weighted bya positive s
alar Æj 2 [0; 1℄) into our 
ost su
h that C(At) =JXj=1 ~�j2  NXi=1 NXi0=1[At℄i;i0 Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0 TXm=1�jm�(
t;i; 
m;p̂m(i0))!2� NXi=1 NXi0=1[At℄i;i0 [Dt℄i;i0 :Note that this in no way 
hanges the 
ost fun
tion, we are merely multiplyingea
h entry of the matrix At by unity. Next re
all that the squaring fun
tionf(x) = x2 is 
onvex and we 
an therefore apply Jensen's inequality to pullterms out of it. We �rst re
ognize that we have a 
onvex 
ombination within thesquaring sin
e:NXi=1 NXi0=1[At℄i;i0 �Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0� = Æj + (1� Æj) = 1 8 j:Therefore, we 
an pro
eed with Jensen to obtain the upper bound on 
ost asfollows, C(At) �JXj=1 ~�j2 NXi=1 NXi0=1[At℄i;i0 �Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0� PTm=1 �jm�(
t;i; 
m;p̂m(i0))Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0 !2� NXi=1 NXi0=1[At℄i;i0 [Dt℄i;i0 :



11The above bound is a
tually just a linear assignment problem (LAP) whi
h wewrite su

in
tly as follows:C(At) � NXi=1 NXi0=1[At℄i;i0 264 JXj=1 ~�j2 �PTm=1 �jm�(
t;i; 
m;p̂m(i0))�2Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0 � [Dt℄i;i0375 :The above upper bound 
an immediately be minimized over permutation matri-
es and gives At via a Kuhn-Munkres 
omputation or some variant. However, wewould need to a
tually spe
ify Q, ~Q and all the Æj for this 
omputation. In fa
t,the right hand side is a variational LAP bound over our original QAP with the(augmented parameters) over Q, ~Q, Æ = (Æ1; : : : ; ÆJ) and At whi
h 
an ea
h beiteratively minimized. Thus, we anti
ipate repeatedly minimizing over At usingKuhn-Munkres operations followed by updates of the remaining bound param-eters given a 
urrent setting of At. Note, the left term in the square bra
ket is
onstant if all eigenvalues ~�j are equal (in whi
h 
ase the log-likelihood termoverall is merely an LAP). Thus, we 
an see that the varian
e in the eigen-values is likely to have some e�e
t as we depart from a pure LAP setting to amore severe QAP setting. This varian
e in eigenvalue spe
trum 
an give us someindi
ation about the 
onvergen
e of the iterative pro
edure.We next minimizing the bound on the right hand size over Q and ~Q whi
his written more su

in
tly as follows:minQ min~Q NXi=1 NXi0=1 JXj=1 [P j ℄i;i0Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0where we have de�ned ea
h matrix P j element-wise using the formula at the
urrent setting of At[P j ℄i;i0 = [At℄i;i0 ~�j  TXm=1�jm�(
t;i; 
m;p̂m(i0))!2 :This is still not dire
tly solvable as is. Therefore we 
onsider another varia-tional bounding step (whi
h leads to more iterations) by applying Jensen on the
onvex fun
tion f(x) = 1=x (this is true only when x is non-negative whi
h isthe 
ase here). This produ
es the following inequality:NXi=1 NXi0=1 JXj=1 [P j ℄i;i0Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0 � NXi=1 NXi0=1 JXj=1 Æj [P j ℄i;i0[Q℄j;i + (1� Æj) [P j ℄i;i0[ ~Q℄j;i0Clearly, on
e we have invoked the se
ond appli
ation of Jensen's inequality onthis fun
tion, we get an easy update rule for Q by taking derivatives and settingto zero. In addition, we introdu
e the Lagrangian 
onstraint that enfor
es thesummation to unity Pi[Q℄j;i = 1. Ultimately, we obtain this update rule:[Q℄j;i = Pi0 p[P j ℄i;i0Pi;i0 p[P j ℄i;i0 :



12Similarly, ~Q is updated as follows:[ ~Q℄j;i0 = Pip[P j ℄i;i0Pi;i0 p[P j ℄i;i0 :The remaining update rule for the Æj values is then given as follows:minÆ NXi=1 NXi0=1 JXj=1 [P j ℄i;i0Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0The terms for ea
h single Æj are independent and yield the following:minÆj NXi=1 NXi0=1 [P j ℄i;i0Æj [Q℄j;i + (1� Æj)[ ~Q℄j;i0One straightforward manner to minimize the above extremely simple 
ost overa s
alar Æj 2 [0; 1℄ is to use brute for
e te
hniques or bise
tion/Brent's sear
h.Thus, we 
an iterate updates of Q, ~Q, and the Æ with updates of At to iter-atively minimize the upper bound on C(At) and maximize likelihood. UpdatingAt is straightforward via a Kuhn Munkres algorithm (or faster heuristi
 algo-rithms su
h as Qui
kMat
h [10℄) on the terms in the square bra
ket multiplyingthe entries of the At matrix (in other words, iterate a linear assignment problem,LAP). Convergen
e of this iterative s
heme is reasonable and improves the like-lihood as we update At. But, it may have lo
al minima3. We are working on eventighter bounds that seem promising and should further improve 
onvergen
e andalleviate the lo
al minima problem. On
e the iterative s
heme 
onverges for agiven bag �t, we obtain the At matrix whi
h dire
tly gives the permutation
on�guration pt.We 
ontinue updating the pt for ea
h bag in our data set while also updatingthe mean and the 
ovarian
e (or, equivalently, the eigenvalues, eigenve
tors andeigenfun
tions for kernel PCA). This iteratively maximizes the log-likelihood(and minimizes the volume of the data) until we rea
h a lo
al maximum and
onverge to a �nal ordering of our dataset of bags fp̂t 
 �tgTt=1.5 Implementation DetailsWe now dis
uss some parti
ular implementation details of applying the methodin pra
ti
e. First, we are not bound to assuming that there must be exa
tly Nobje
ts in ea
h bag. Assume we are given t = 1 : : : T bags with a variable numberNt of obje
ts in ea
h bag. We �rst pi
k a 
onstant N (typi
ally N = maxtNt)and then randomly repli
ate (or sample without repla
ement for small N) theobje
ts in ea
h bag su
h that ea
h bag has N obje
ts. Another 
onsideration isthat we generally hold the permutation of one bag �xed sin
e permutations are3 This is not surprising sin
e QAP is NP-Complete.



13relative. Therefore, the permutation p1 for bag �1 is lo
ked (i.e. for a permutationmatrix we would set A1 = I) and only the remaining permutations need to beoptimized. We then iterate through the data randomly updating ea
h pt at a timefrom the permutations p2; : : : ; pT . We �rst start by using the mean estimator(LAP) and update its estimate for ea
h pt until it longer redu
es the volume (asmeasured by the regularized produ
t of kPCA's eigenvalues). We then iterate theupdate rule for the 
ovarian
e QAP estimator until it no longer redu
es volume.Finally, on
e 
onverged, we perform kernel PCA on the sorted bags with the�nal setting of p2; : : : ; pT .6 ExperimentsIn a preliminary experiment, we obtained a dataset of T = 100 digits of 9's and3's as shown in Figure 2(a). Ea
h digit is a
tually a bag or a set of N = 70 total(x; y) 
oordinates whi
h form our 
t;n 2 R2 . We 
omputed the optimal per-mutations pt for ea
h digit using the minimum volume 
riterion (i.e. maximumlikelihood with the anisotropi
 Gaussian 
ase). Figure 2(b) shows the eigenvaluespe
trum for PCA before ordering (i.e. assuming the given pseudo-random order-ing in the raw input dataset) as well as the eigenvalue spe
trum after optimizingthe ordering. Note that lower eigenvalues indi
ate a smaller subspa
e and thatthere are few true dimensions of variability in the data on
e we sort the bags.
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(a) Bags of points dataset (b) Eigenvalue spe
trum (
) Log-LikelihoodFig. 2. Ordering �gits as bags of permutable point-
louds prior to PCA. In (a) wesee a sample of the original training set of 100 digits while in (b) we see the originalPCA eigenvalue spe
trum (darker bars) with the initial pseudo-random ordering in thedata. In (b) we see the eigenvalue spe
trum (lighter bars) after optimizing the orderingto minimize the volume of the subspa
e (or maximize likelihood under an anisotropi
Gaussian). In (
), note the in
reasing log-likelihood as we optimize ea
h p̂t.To visualize the resulting orderings, we 
omputed linear interpolations be-tween the sorted bags for di�erent pairs of digits in the input dataset. Figure 3depi
ts the morphing as we mix the 
oordinates of ea
h dot in ea
h digit with an-other. Note in (a), these 'bags of 
oordinates' are unordered. Therefore, blendingtheir 
oordinates results in a meaningless 
loud of points during the transition.



14However, in (b), we note that the points in ea
h bag or 
loud are 
orrespondedand ordered so morphing or linearly interpolating their 
oordinates for two dif-ferent digits results in a meaningful smooth movement and bending of the digit.Note that in (b) morphs from 3 to another 3, 9 to another 9 or a 3 to a 9 main-tain meaningful stru
ture at the half-way point as we blend between one digitand another. This indi
ates a more meaningful ordering has emerged unlike theinitial random one whi
h, when blending between two digit shapes, always gen-erates a random 
loud of (x; y) 
oordinates (see Figure 3(a)). For this dataset,results were similar for the mean vs. 
ovarian
e estimator as well as linear vs.quadrati
 
hoi
es for the base kernel �(:; :).
(a) Morphing unsorted digits (b) Morphing sorted digits (
) FlowFig. 3. Linear interpolation from left to right (morphing) of the point-
louds with andwithout sorting. In (a) we see the linear morphing between unordered point 
loudswhi
h results in poor intermediate morphs that are not meaningful. Meanwhile in (b)where we have re
overed good orderings pt for ea
h digit by minimizing the Gaussian'svolume, we note that the digits preserve the 
orresponden
e between di�erent partsand indu
e a smooth and natural morph between the two initial digit 
on�gurations.In (
) we show the two digits with arrows indi
ating the 
ow or 
orresponden
e.7 Con
lusionsWe have proposed an algorithm for �nding orderings or sortings of multiple setsof obje
ts. These sets or bags need not 
ontain s
alars or ve
tors but rather
ontain N arbitrary obje
ts. Intera
ting with these obje
ts is done solely viakernel fun
tions on pairs of them leading to a general notion of sorting in Hilbertspa
e. The ordering or sorting we propose is su
h that we form a low-dimensionalkernel PCA approximation with as few eigenfun
tions as possible to re
onstru
tthe manifold on whi
h these bags exist. This is done by �nding the permutationsof the bags su
h that we move them towards a 
ommon mean in Hilbert spa
eor a low-volume Gaussian 
on�guration in Hilbert spa
e. In this arti
le, this
riterion suggested two maximum likelihood obje
tive fun
tions: one whi
h isa linear assignment problem and the other a quadrati
 assignment problem.Both 
an be iteratively minimized by using a Kuhn Munkres algorithm alongwith variational bounding. This permits us to sort or order sets in a general



15way in Hilbert spa
e using kernel methods and to ultimately obtain a 
ompa
trepresentation of the data. We are 
urrently investigating ambitious appli
ationsof the method with various kernels and additional results available at:http://www.
s.
olumbia.edu/~jebara/bags/In future work, we plan on investigating dis
riminative variations of the sort-ing/ordering problem to build 
lassi�ers based on support ve
tor ma
hines orkernelized Fisher dis
riminants that sort data prior to 
lassi�
ation (see [4℄ whi
helaborates a quadrati
 
ost fun
tion for the Fisher dis
riminant).A
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