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ABSTRACT
It is hard to optimize applications for coprocessor accelerator
architectures, like FPGAs and GPUs, because application
parameters must be tuned carefully to the size of the target
architecture. Moreover, some combinations of parameters
simply do not work, because they lead to overuse of a constrained resource. Applying auto-tuning—the use of search
algorithms and empirical feedback to optimize programs—is
an attractive solution, but tuning in the presence of unpredictable failures is not addressed well by existing auto-tuning
methods.
This paper describes a new auto-tuning method that is
based on probabilistic predictions of multiple program features (run time, memory consumption, etc.). During configuration selection, these predictions are combined to balance
the preference for trying configurations that are likely to be
high quality against the preference for trying configurations
that are likely to satisfy all constraints. In our experiments,
our new auto-tuning method performed substantially better
than the simpler approach of treating all failed configurations as if they succeed with a “very low” quality. In many
cases, the simpler strategy required more than twice as many
trials to reach the same quality level in our experiments.
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Tuning is the process of adapting a program to a particular target architecture or class of target architectures.
Automatic and semi-automatic tuning has been a topic of
interest in the high performance computing community for
many years, and tuning for embedded systems and even general purpose processors has been growing in importance recently. Cohen, et al.[5], argue that one technology trend
driving interest in auto-tuning is the widening gap between
true peak performance and what is typically achieved by
conventional compiler optimization. The central problem is
that architectures are so complex that for most intents and
purposes it is impossible to accurately model the effects of
optimizations or configuration changes on the performance
of a program.
This paper focuses on parallel coprocessor accelerators,
like field programmable gate arrays (FPGAs) and general
purpose graphics processing units (GPGPUS),1 for which
tuning is extremely important for achieving high performance. Accelerators have many explicitly managed resources,
like distributed memories, non-uniform local networks and
memory interfaces, that applications must use well to achieve
good performance. Adjusting algorithm-level parameters,
like loop blocking factors, is an important part of this tuning process and it is hard and tedious to tune by hand.
Nevertheless, manual tuning is still common.
Figure 1 gives an intuitive sense for the complex optimization spaces that all auto-tuning methods have to contend
with. The plateaus, sharp cliffs and chaotic behavior make
simple search strategies like hill climbing ineffective.
Accelerators present an additional challenge for automatic
tuning: they have relatively poor architectural support for
graceful performance degradation. If a particular configuration of a program needs to use more local data or instruction
memory than is available, the program will simply fail to
compile or run properly. Thus, tuning for accelerators combines searching for high values of a quality function (e.g. performance) with satisfying a number of resource constraints.
Conventional approaches to auto-tuning focus on just the
quality function. Quality-only methods can be adapted by
giving a default “very bad” score to configurations that violate some constraint. However, our results provide evidence
that this is not an effective strategy.
This paper describes a new auto-tuning method that is designed to address the constraint satisfaction problem. The
primary novel feature of our search algorithm is that it uses
1

Our experiments are geared to FPGA-like architectures,
though we believe the auto-tuning methods described in this
paper are applicable to a wider class of architectures.
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1 void fir1(int *I, int *O, int *C, int N, int NC)
2 {
3
for (j = 0; j < N; j++) {
4
O[j] = 0;
5
for (k = 0; k < NC; k++) {
6
O[j] += I[j+k] * C[k];
7 } } }

Figure 2: A simple generic FIR filter.
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are all architecture-specific, and would be provided by the
compiler. The constraints are described in Section 8.

4.

PROBABILISTIC AUTO-TUNING

In this section, we describe the most important features
of our auto-tuning method in a top-down style. There are
many implementation details in the system, and many of
them have a number of reasonable alternatives. We will
explicitly point out what parts are essential to the functioning of the system and what parts could be replaced without
fundamentally altering it.
In theory, at each step in the search process the algorithm
is trying to find the untested configuration (or candidate) c
that maximizes the following joint probability formula:
P(c is the highest quality2 configuration
∩ c satisfies all constraints)
Analyzing the interdependence of the quality and constraint features of a tuning space is hard given the relatively small amount of training data that auto-tuners typically have to work with. There certainly are such interdependences, but we found in our experimentation that it
works reasonably well to assume that the two factors are
completely independent. With this independence assumption we can factor the joint probability into the product of
two simpler probabilities.
P (c is the highest quality configuration)×
P (c satisfies all constraints)
A successful tuning algorithm must maintain a balance
between focusing the search in the areas that seem most
promising versus testing a more evenly distributed set of
configurations to get a good sampling of the space. We discovered a nice technical trick that helps maintain this balance: instead of predicting the probability that a candidate
is the very highest quality, we predict the probability that
the quality of a candidate is higher than an adjustable target quality (qt ). Selection of the target quality is addressed
in Section 7.1; the quality of the best configuration tested
so far is a good starting point.
P (quality(c) > qt )×P (c satisfies all constraints)
Next we consider how to compute the joint probability
that a configuration satisfies all constraints. Ideally, the
system would be able to model the correlation between different constraints and use them to predict the joint probability of satisfying all constraints. Unfortunately, the small
number of configurations that auto-tuning systems generally test provide very little training data for these kinds of
sophisticated statistical analyses. However, there are often
strong correlations between different constraints, since most
of them relate to overuse of some resource, and a knob that
correlates with one kind of resource consumption often correlates with consumption of other kinds of resources. In
our experiments we found that using the minimum probability of success across all constraints worked well. This is
an optimistic simplification; if we assume instead that all
constraints are completely independent, using the product
2
For simplicity of presentation we assume that the optimization formula specifies that high values are good.

of the individual probabilities would be appropriate.
P (quality(c)
> qt )×
`
´
MinN ∈constraints P (c satisfies constraint N )
At each step in the tuning process, the system attempts to
find the untested configuration that maximizes this formula.
This formula is complex enough that it is not clear that
there is an efficient way to solve precisely for the maximum.
Instead our tuning algorithm chooses a pseudorandom set
of candidates, evaluates the formula on each one, and tests
the one with the highest probability.
To evaluate this formula, we need probabilistic predictions for the program features that determine quality and
constraint satisfaction. We call raw features like the run
time or energy consumption of the program sensors. Sensors can be combined with arithmetic operations to make
derived features, like run time-energy product.
For each candidate point and each sensor, the tuning knob
search algorithm produces a predicted value distribution for
that sensor at the given point. We use normal (Gaussian)
distributions, because as long as we assume that the features
are independent, we can combine normal distributions with
arithmetic operations to produce predictions for the derived
features that are also normal. Derived features are discussed
in more detail in Section 6.
Aside. In our experiments, we made the simplifying assumption that a particular configuration will always have
the same values for its features (run time, memory use,
. . . ) if it is compiled and tested multiple times. In other
words, we assume that the system we are tuning behaves
deterministically. This is clearly a major simplification, and
accommodating random system variation is an interesting
and important direction for future work. It is possible that
probabilistic predictions, as implemented in the tuning knob
search, will be a useful framework for addressing the random
variation problem as well.

4.1

Hard to predict constraints

One of the trickiest issues left to deal with is deciding what
the constraint formula should be for some failure modes.
The easy failures are those for which some program feature
can be used to predict failure or success, and it is possible
to get a value for that feature for both failed and successful
tests. For example, the programmer can impose the constraint that the program cannot use more than a certain
amount of energy. Every test can report its energy use, and
these reported values can be used to predict the energy use
of untested configurations.
The harder failures are those for which the most logical
feature for predicting the failure does not have a defined
value at all for failing tests. For example, consider an application where some tuning knobs have an impact on dynamic
memory allocation, and a non-trivial range of configurations
require more memory than is available in the system. It is
possible to record the amount of memory used as a program
feature, but for those configurations that run out of memory
it is not easy to get the value we really want, which is how
much memory would this configuration have used if it had
succeeded.
Another constraint of the nastier variety is compile time.
Full compilation for FPGAs and other accelerators can take
hours or even days, and it can be especially high when the
resource requirements of the application are very close to
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Figure 3: Two examples of setting the cutoff value
for some constraint. The portion of a candidate’s
predicted value that is less than the cutoff determines what its predicted probability of passing this
constraint will be. Values of this metric for tested
configurations are represented as red x’s and blue
o’s. Tested configurations that cannot be said to
have passed or failed this constraint (because they
failed for some other reason) are not represented
here at all. Note that if there is some overlap in
the constraint metric between cases that passed and
cases that failed, the cutoff will be a distribution,
not a scalar value; this is fine: the result of comparing two normal distributions with a greater-than
or less-than operator can still be interpreted as a
simple probability.
the limits of the architecture. For this reason it is common
to impose a time limit on compilation. Like the memory usage example, failing configurations do not tell us how much
of the relevant resource (compile time) would have been required to make the application work.
To compute predictions for the probability of satisfying
the harder constraints, we use proxy constraints that the
programmer or compiler writer believes correlate reasonably
well with the “real” constraint, but for which it is possible
to measure a value in both successful and failed cases. An
example of a proxy constraint from our experiments is the
size of the intermediate representation (IR) of a kernel as
a proxy for hitting the time limit during compilation. This
is not a perfect proxy in the sense that some configurations
that succeed will be larger than some that cause a time limit
failure. This imperfection raises the question of what the IR
size limit should be for predicting a time limit failure.
To set the limit for constraint f with proxy metric p, we
examine all tested points. If a configuration failed constraint
f , its value for metric p is recorded as a failed value. If a
configuration succeeded, or even got far enough to prove
that it will not fail constraint f , its value for metric p is
recorded as a successful value. Configurations that failed in
some other way that does not determine whether they would
have passed f or not are not recorded.
The failed and successful values are sorted, as indicated
in Figure 3. The cutoff region is considered to be everything from the lowest failed value up to the lowest failed
value that is higher than the highest successful value. In
the special case of no overlap between successful and failed

values, the cutoff region is a single value. The cutoff is then
computed as the mean and variance of the values in the
cutoff region. Since the system is already using normal distributions to model the predictions for all real values, it is
completely natural to compare this distribution with the IR
size prediction distribution to compute the probability of
hitting the compiler time limit.
There are many other strategies that could be used to
predict the probability of a candidate satisfying all constraints. For example, classification methods like support
vector machines (SVMs[17]) or neural networks could prove
effective. The classical versions of these methods produce
absolute predictions instead of probabilistic predictions, but
they have been extended to produce probabilistic predictions
in a variety of ways. Also, the intermingling of successful
and failing configurations (as opposed to a clean separation
between the classes) is a challenge for some conventional
classification methods.

5.

PROBABILISTIC REGRESSION ANALYSIS

At the heart of our tuning knob search method is probabilistic regression analysis. Regression analysis is the prediction of values of a real-valued function at unknown points
given a set of known points. Probabilistic regression analysis
produces a predicted distribution, instead of a single value.
Classical regression analysis is a very well-studied problem.
Probabilistic regression analysis has received less attention,
but there are a number of existing approaches in the applied statistics and machine learning literature. One of the
most actively studied methods in recent years is Gaussian
processes (GPs[15]).
Probabilistic regression analysis has been used to solve a
number of problems (e.g., choosing sites for mineral extraction), but we are not aware of any auto-tuning algorithms
that use it. The regression analysis needed for auto-tuning is
somewhat different from the conventional approaches. Most
existing approaches to probabilistic regression require a prior
distribution, which is an assumption about the shape of the
function before any training data have been observed. These
assumptions are usually based on some formal or informal
model of the system being measured. Auto-tuners generally
have a priori no way to know the shape of the function for
some program feature.
We must, however, make some assumptions about the
characteristics of the underlying functions. Without any
assumptions, it is impossible to make predictions; any value
would be equally likely. We designed our own relatively
simple probabilistic regression method based on the assumption that local linear averaging and linear projections from
local slope estimates are good guides for predicting values
of untested configurations. The effect of these assumptions
is that our regression analysis produces more accurate predictions for features that can be modeled well by piecewise
linear functions.
To keep it as clear as possible, the initial description of
the complete tuning knob search method uses simplistic implementations for some subcomponents. More sophisticated
alternatives are described in Section 7.
Throughout this section we use one-dimensional visualizations to illustrate the mathematical concepts. The math
itself generalizes to an arbitrary number of dimensions.
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Figure 4: A comparison of local linear averaging
and derivative projection. Averaging is “safe” in the
sense that it never produces predictions outside the
range of observed values. However, plain averaging
does not follow the trends in the data, and so produces predictions that do not seem intuitively right
when the tested values seem to be “pointing” in some
direction.

5.1

Averaging tested values

The first step in calculating a candidate’s distribution is a
local linear averaging. For some candidate point p
~, interpp~
is the weighted average3 of the values of the points that
are neighbors of p
~, where the weight for neighbor ~n is the
inverse of the distance between p
~ and ~n. This model has two
components that require definition: distance and neighbors.

5.1.1

Distance

The distance between two points is composed of individual
distances between two settings on each knob, and a method
for combining those individual distances. For continuous
and discrete range knobs, we initially assume that the distance between two settings is just the absolute difference
between their numerical values.
We combine the individual distances by summing them
(i.e., we use the Manhattan distance). Euclidean distance
can be used as well; in our experiments, the impact of the
difference between Manhattan and Euclidean distances on
final search effectiveness was small.

5.1.2

Neighbors

There are many reasonable methods for deciding which
points should be considered neighbors of a given point. For
the initial description, we will assume that a point’s neighbors in some set are the k nearest points in that set, where we
choose k to be 2 times the number of tuning knobs (i.e. dimensions) in the application. The intuition for this k value
is that if the tested configurations are evenly distributed,
most points will have one neighbor in each direction. This
definition of neighbors performed reasonably well in preliminary experiments, but has some weaknesses. In Section 7.2
we give a more sophisticated alternative.

5.2

Derivative-based projection

Averaging is important for predicting the value of a function, but it does not take trends in the training data into
account at all, as illustrated in Figure 4. In order to take
3
Any weighted averaging method works (arithmetic, geometric, etc.); we used the arithmetic mean.

knob setting

Figure 5: The basic ingredients that go into the
probabilistic regression analysis used in the tuning
knob search. The distribution for a given candidate
configuration is the weighted mean and standard deviation of the averaged value between neighboring
tested points (black line) and projected values from
the slope at the neighbors (dashed blue lines).
trends in the data into account, we add a derivative-based
projection component to the regression analysis. In a sense,
projection is actually serving two roles: (1) it helps make the
predictions follow our assumption that functions are piecewise linear; (2) it helps identify the regions where there is a
lot of uncertainty about the value of the function.
For each candidate point ~c we produce a separate projection from each of the neighbors of ~c. We do this by estimating the derivative in the direction of ~c at each neighbor
~n. The derivative estimate is made by using the averaging
model to estimate the value of the point  distance from ~n
in the opposite direction from ~c.

d~ = ~n +
(~n − ~c)
dist(~c, ~n)
~ which
We use the averaging model to calculate a value for d,
gives us a predicted derivative at ~n.
~
value(~n) − interp(d)

Finally to get the value for ~c predicted from ~n we project
the derivative back at ~c.
derivative at ~n towards ~c =

extrap(~c, ~n) = value(~n) + dist(~c, ~n)×derivative(~n, ~c)
A useful property of this projection method is that it takes
into account the values of points farther from ~c than its
immediate neighborhood; in a sense expanding the set of
local points that influence the prediction.
Figure 5 illustrates averaging between two tested points
and derivative projection from the same points. Three different values are generated for the candidate configuration
(the dotted vertical line); the mean and variance of these
values become the predicted distribution for this candidate
for whatever feature we are currently working with.

5.3

Predicted distribution

The final predicted distribution for each candidate point
~c is the weighted mean and variance of its distance-weighted
average, and projected values from all its neighbors to compute its predicted value distribution. The selection of the

value
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Distribution of
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Target
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± 2 standard deviations
knob setting

Figure 6: An illustration of the distributions that
produced by the regression method presented here.
Notice that the variance is much higher farther away
from tested points. Also the slopes at the neighbors
(blue lines) “pull” the mean line up or down. Finally, the “best” configuration to test next depends
on the relative importance given to high mean quality versus large variance.
weights is important, and we use a “gravitational” model,
where the weight on each projected value is the square of
the inverse distance from the neighbor that we used to calculate that projection (w~n = dist(~1p,~n)2 ). The weight on the
averaged value is equal to the sum of the weights on all the
projected values. In other words, the averaging is as important as all of the projections combined. So the complete set
of weights and values used to compute the predicted distribution is:
n` P
´o S
( n∈neighbors wn ), interp(~c)
n`
o
´˛
wn , extrap(~c, ~n) ˛n ∈ neighbors
Observe that the variance of this set will be large when the
values projected from each of the neighbors are different
from each other and/or the averaged value.
Figure 6 shows what the predicted distributions would
look like for the whole range of candidates between two
tested points.

5.4

Target quality

Initially we assume that the target is simply the quality
of the best configuration found so far; the high-water mark.
Figure 7 illustrates how candidates’ quality predictions are
compared with the target. In this example, the highest quality tested point is not shown.

6.

DERIVED FEATURES

An important part of the tuning knob search method is
that predictions for sensors (features for which raw data is
collected during configuration testing) can be combined in
a variety of ways to make derived feature predictions. A
very simple example of a derived feature is the product of
program run time and energy consumption. It is possible
to compute a run time-energy product value for each tested
point, and then run the regression analysis directly on those
values. However, by running the regression analysis on the
constituent functions (run time, energy), then combining the

Knob setting
Figure 7: An illustration of randomly selected candidate configurations (dotted vertical lines), quality
predictions for those configurations (normal distributions), the current target (dashed line), and the
probability of a candidate being better than the target (dark portions of the distributions).

predicted distributions mathematically we can sometimes
make significantly more accurate predictions.
A slightly more complex example derived feature is an
application with two sequenced loops nested within an outer
loop. We can measure the run time of the whole loop nest as
a single sensor, or we can measure the run time of the inner
loops separately and combine them into a derived feature
for the run time of the whole loop nest. If the adjustment of
the tuning knobs in this application trade off run time of the
two inner loops in some non-trivial way, it is more likely that
we will get good predictions for the individual inner loops.
The individual effects of the knobs on the inner loops are
conflated together in the run time of the whole loop nest,
which makes prediction harder.
An example of a derived feature that is used in our experiments is the proxy metric for compiler time limit violations.
The proxy metric combines a number of measures of intermediate representation size and complexity; each measure
is predicted in isolation, then the predictions are combined
using derived features.
Each mathematical operator that we would like to use to
build derived features needs to be defined for basic values
(usually simple) and distributions of values. The simplest
operators are addition and subtraction. The sum of two normal distributions (for example the predicted run times for
the two inner loops in our example above) is a new normal
distribution whose mean is the sum of the means of the input
distributions and whose standard deviation is the sum of the
input standard deviations. This definition assumes that the
input distributions are independent, which is a simplifying
assumption we make for all derived features.
Multiplication and division are also supported operators
for derived features. Unfortunately, multiplying and dividing normal distributions does not result in distributions that
are precisely normal. However, as long as the input distributions are relatively far from zero, the output distribution can
be closely approximated with a normal distribution. We use

1 Basic tuning knob search
2
Initialize T , the set of results, to empty
3
Select a config. at random; test it; add results to T
4
while (termination criteria not met)
5
Compute quality target, qt
6
Do pre-computation for regression analysis
(e.g. build neighborhood)
7
Repeat N times (100 in our experiments)
8
Select an untested config. c at random
9
Perform regression analysis at point c for
all sensors
10
Evaluate derived features at point c
11
pSuccess ← 1
12
∀f ∈ failure modes `
13
pSuccess ← min pSuccess,´
P (feature linked to f )
14
score(c) = P (quality(c) > qt ) × pSuccess
15
Test best candidate, add results to T
Figure 8: The complete basic tuning knob search
algorithm.
such an approximation, and it is currently left to the user
(either the programmer or the compiler writer) to decide
when this might be a problem. For details of all supported
derived feature operations, see [25].
The complete basic tuning knob algorithm is shown in
Figure 8.

7.

ENHANCEMENTS

As described so far, the search method worked reasonably
well in our preliminary experiments, but we found a number
of ways to improve its overall performance and robustness.
The main quantitative result in the evaluation section will
show the large difference between our search method with all
the refinements versus using the approach that treats all failing configurations as having a very low quality. Compared
to the large difference between sophisticated and simplistic
failure handling, the refinements in the following sections
have a relatively small impact.
Due to space constraints, we cannot fully cover all of the
topics explored in [25]. In particular, the following items we
only mention briefly.
• Constraint scaling. We developed a method for
dynamically adjusting constraint violation predication
probabilities based on observed failure rates.
• Termination criteria. In our experiments all searches
tested 50 configurations.
• Concurrent testing. It is relatively easy to accommodate concurrent testing in our tuning framework.
• Boundary conditions. The edges of the configuration space are treated specially to avoid boundary
effects.
• Distance scaling. It is useful to scale the relative
distance of different parameters according to how big
of an impact they have on program features.

7.1

Target quality

Given a predicted quality distribution for several candidates, it is not immediately obvious which is the best to test
next. This is true even if we ignore the issue of failures entirely. Some candidates have a higher predicted mean and

smaller variance, whereas some have a larger variance and
lower mean. This is a question of how much “risk” the search
algorithm should take, and there is no simple best answer.
The strategy we use is to compute the probability that each
candidate’s quality is greater than some target, which is dynamically adjusted as the search progresses.
The simplest method for choosing the target that worked
well in our experiments is using the maximum quality over
all the successful tested configurations. There is no reason that the target has to be exactly this high-water mark,
though, and adjusting the target is a very effective way of
controlling how evenly distributed the set of tested points is.
The evenness of the distribution of tested points is an interesting metric because the ideal distribution of tested points
is neither perfectly evenly distributed nor too narrowly focused. Distributions that are too even waste many searches
in regions of the configuration space that are unlikely to
contain good points. Distributions that are too uneven run
a high risk of missing good points by completely ignoring
entire regions of the space.
To keep the set of tested points somewhat evenly distributed the target is adjusted up (higher than the highwater mark) when the distribution is getting too even and
adjusted down when the distribution is getting too uneven.
Higher targets tend to favor candidates that have larger variance, which are usually points that are farther from any
tested point, and testing points in “empty space” tends to
even out the distribution.
There are many ways to measure the evenness of the distribution of a set of points, including [8] and [12]. See [25]
for the details of our target quality adjustment heuristic.

7.2

Neighborhoods

When the distribution of a set of points is fairly uneven,
the simple k-nearest and radius δ hypersphere definitions
of neighbor pairs (illustrated in Figure 9) do not capture
some important connections. In particular, points that are
relatively far apart but do not have any points in between
them might not be considered neighbors, because there are
enough close points in other directions. To get a better
neighbor connection graph, we use a method similar to the
elliptical Gabriel graph described in [13]. Two points are
considered neighbors as long as there does not exist a third
point in a “region of influence” between them. For details,
see [25].

8.

EVALUATION

Comparing the tuning knob search against existing autotuning approaches is problematic because the main motivation for developing a new search method was handling hardto-predict failures, and we are not aware of any other autotuning methods that address this issue. As evidence that our
failure handling is effective, we compare the complete tuning knob algorithm against the same algorithm, but with the
constraint/failure prediction mechanisms turned off. Points
that fail are simply given the quality value of the lowest
quality configuration found so far.4
As a basic verification that the tuning knob search algorithm selects a good sequence of configurations to test, we
4

We also tried making the score for failing points lower than
the lowest found so far. The results were not significantly
different.

2.
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instruction memory failures are common; more so in the
smaller architectures. The number of memories clearly limits the banks knob, which results in the large regions of
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by the instruction memory of the architecture, which creates
the large regions of failure toward the top of the plots. The

8.2

Results

The experimental validation of our tuning strategy involved performing tuning searches for each of the application/architecture combinations with a particular candidate
selection method. The three main methods compared were
the full tuning knob search, a purely random search and the
tuning knob search with the trivial approach to failures. In
all cases the termination criterion was 50 tested configurations. All the search methods have some randomness, so
we ran each experiment with 11 different initial seeds; the
reported results are averages and ranges across all initial
seeds.
Figure 11 shows the summary of the search performance
results across all applications and architectures. To produce
this visualization, the data for each application/architecture
combination are first normalized to the highest quality achieved
for that combination across all experiments. For each individual search we keep a running maximum, which represents the best configuration found so far by that particular
search. Finally we take the average and 10th/90th percentile
range across all application/architecture/initial seed combinations.
The headline result is that the tuning knob search method
is significantly better than the other two methods. For almost the entire range of tests the 10th percentile quality for
the tuning knob search is higher than the mean for either of
the other two methods.
Interestingly, it seems that the purely random search does
better than the tuning knob search with the trivial approach
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larger architectures show an interesting effect, when both
knobs are turned up relatively high the compiler begins to
hit the time limit because the application is just too large
to compile. This creates the jagged diagonal line of failures.
The dense matrix multiplication implementation has one
level of blocking in both dimensions in the SUMMA style[19].
SUMMA-style matrix multiplication involves reading stripes
of the input matrices in order to compute the results for
small rectangular blocks of the output matrix, one at a time.
The tuning knobs control the size of the blocking in each dimension.
The Smith-Waterman (S-W) implementation follows the
common strategy of parallelizing a vertical swath of some
width. One of the tuning knobs controls the width of the
swath and the other controls the number of individual columns
that share a single array for the table lookup that is used to
compare individual letters.
The 2D convolution implementation has one knob that
controls the number of pixels it attempts to compute in parallel, and another that controls the width of the row buffer
(assuming that all of the rows do not fit in memory simultaneously). Of the applications and configurations that we
have tested, the convolution setup had one of the most challenging shapes.
For all the applications, the highest quality configurations
are directly adjacent to, and sometimes surrounded by, configurations that fail. This supports the assertion that in
order to have any hope of finding the highest quality configurations a tuning method for accelerators needs an approach
to failure handling that is at least somewhat sophisticated.
For example, a search that had a strong preference for testing points far away from failures would clearly not perform
particularly well.
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Figure 12: Number of tests required to achieve
a specific fraction of peak performance, averaged
across all application/architecture combinations.

to failures. Our intuition for this result is that the tuning
knob search that assigns a constant low quality to all failing
points does not “understand” the underlying cause for the
failures and chooses to test too many points that end up
failing. To reemphasize, without failures in the picture at
all, some completely different search strategy might be better than the tuning knob search. However, it is very interesting that for these applications that have a large fraction
of failing configurations there is a very large gap between
a reasonably good search method that makes smart predictions about failure probability and one that uses essentially
the same predictions, but treats failures trivially.
Figure 12 shows the same search results summarized in
a different way. This figure has the axes swapped compared to Figure 11, which shows the number of tests required to achieve a specific fraction of peak performance. To
produce this plot, for each individual search (application/
architecture/initial seed) we calculated how many tested

configurations it took to achieve a certain quality level. We
then aggregated across all the applications, architectures
and initial seeds for each search strategy and computed the
30th percentile, median and 70th percentile6 at each quality level. The essential difference between these two plots is
which dimension the averaging is done in.
The important result that this plot shows clearly is that
for the interesting quality range, from about 50% to 90% of
peak, the random and trivial failure strategies take at least
twice as many tests on average to achieve the same level of
quality. After 50 tests, the median search for both of the
less good strategies are still reasonably far from the peak,
and without running many more tests it is hard to know
how many it would take to approach peak performance.
It is interesting to observe that the mean performance after 50 tests for the trivial failure strategy is below the mean
performance for the random strategy (Figure 11). However,
when we look at Figure 12, we see the the performance level
at which the median number of tests required is 50 is higher
for the trivial failure strategy than the random strategy. The
reason for this apparent contradiction is the difference between mean and median. The trivial failure strategy had a
relatively small number of searches that ended with a very
low quality configuration, which drags down the mean more
than it drags down the median.
As mentioned earlier, we have run some preliminary experiments on the contribution of individual features of the
tuning knob search algorithm, like the target quality adjustment and failure probability scaling. Turning these features
off has a small negative impact on search quality, but the
effect is much smaller than using the trivial approach to failures. We leave a more detailed analysis and tuning of the
tuning algorithm to future work.

9.

RELATED WORK

There are several methods for tuning applications to particular target architectures:
• Mostly manual human effort
• Mostly automatic optimization by an aggressive transforming compiler
• Using domain knowledge to calculate parameter settings from an architecture/system description of some
kind
• Empirical auto-tuning
All of these methods are appropriate under certain circumstances. The strengths of empirical auto-tuning make it
a good choice for compiling high-level languages to accelerators. We will consider some of the important weaknesses
of the other methods for this task.

9.1

Mostly manual human effort

It is clearly possible for a programmer to tune an application to a particular architecture by hand. Manual programmer effort has the obvious cost of requiring lots of human
time, which can be quite expensive. In particular, when programs have to be retuned by a human for each architecture,
6
The reason that this visualization has a 30/70 range and
the Performance has 10/90 is that the data has more
“spread” in one dimension than the other. Look at Figure 11
and imagine a horizontal line at any point, and notice how
much wider a slice of the shaded region it is than a vertical
slice.

it is not possible just to recompile an application when a
new architecture is released. So if portability is a concern,
fully manual tuning is generally not the best choice.

9.2

Mostly automatic compiler optimization

Fully automatic optimization has the extremely desirable
feature of not requiring any extra tuning effort from the
programmer. Purely static compiler optimization faces the
daunting challenge of not only adjusting the size of various loop bounds and buffers, but deciding what higher-level
transformations should be applied as well. There is little to
no opportunity for human guidance in this situation. The
space of all possible transformations of even a simple program can be intractably large, and decades of research on
auto-parallelization so far has not led to compilers that can
reliably navigate this space well.

9.3

Using deterministic models

Deriving application-level parameters from architecturelevel parameters with formulas like “use half of the available
memory for buffer X” are sometimes a good tradeoff between human effort and application performance. However,
the more complex the application and architecture in question, the more complex these relationships are. Even the
interactions between two levels in a memory hierarchy can
be complex enough to produce relationships that are hard
to capture with formal models [26].
Another approach that fits in this category and is reasonably common in the FPGA space is writing a “generator” (usually in some scripting language) that takes a few
parameters and produces an implementation tuned to the
given parameters. This can be effective, but has the obvious limitation that each generator only works for a single
application.

9.4

Empirical tuning

The space of empirical auto-tuners includes: (1) self-tuning
libraries like ATLAS[23], PhiPAC[3], OSKI[22], FTTW[10]
and SPIRAL[14]; (2) compiler-based auto-tuners that automatically extract tuning parameters from a source program; and (3) application-level auto-tuners that rely on the
programmer to identify interesting parameters. Our tuning knob search fits primarily into category 3, though our
search methods could certainly be used in either of the other
contexts.
One pervious application of statistical methods in the
auto-tuning space is Vuduc, et al.[21]. That paper used statistical models for different purposes, specifically, to decide
when a search has reached the point of diminishing returns
and should be terminated, and to decide which of a set of
pre-computed variants of an algorithm should be selected
for a particular data set.

9.5

Compiler tuning

In this work we are tuning application-specific parameters. Many of the techniques used are similar to work on
tuning compiler optimizations and runtime systems either
to improve the performance of a single application, or a set
of applications. Some of the most closely related work of
this kind is [7, 6, 4].

10.

CONCLUSIONS

Adapting applications to architectures is critical for parallel coprocessor accelerators, and tuning sizing parameters
to fit specific processors is an important part of the overall
adaptation process. Accelerators have hard constraints (like
the sizes of instruction and data memories) that are related
to application-level tuning parameters in complex ways.
We proposed a probabilistic tuning method that dynamically adjusts the predicted likelihood of untested points (a)
being high quality and (b) satisfying all the constraints, then
combines these predictions in a smart way to choose a good
sequence of configurations to test. We demonstrated that
simply treating all failing configurations as “low quality”,
and ignoring the causes of the failures leads to inferior search
performance. There is still much research to be done on
auto-tuning methods, but we believe that the use of probabilistic math to combine multiple program features in a
sophisticated way is a clear step forward.
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