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ABSTRACT
Gaussian mixture models with universal backgrounds
(UBMs) have become the standard method for speaker recognition. Typically, a speaker model is constructed by MAP
adaptation of the means of the UBM. A GMM supervector
is constructed by stacking the means of the adapted mixture
components. A recent discovery is that latent factor analysis
of this GMM supervector is an effective method for variability compensation. We consider this GMM supervector in the
context of support vector machines. We construct a support
vector machine kernel using the GMM supervector. We show
similarities based on this kernel between the method of SVM
nuisance attribute projection (NAP) and the recent results in
latent factor analysis. Experiments on a NIST SRE 2005 corpus demonstrate the effectiveness of the new technique.
1. INTRODUCTION
Our focus in this paper is on text-independent speaker verification. Given a claim of identity, a test utterance, and a
speaker model, determine if the the claim is true or false.
A standard approach is to use an adapted Gaussian mixture
model [1].
An interesting area of recent work in GMM speaker
recognition is the use of latent factor analysis to compensate
for speaker and channel variability [2]. These methods work
by modeling the MAP adapted means of a GMM using latent
factors to describe variation. A key method in this approach
is to use a GMM supervector consisting of the stacked means
of the mixture components. This GMM supervector can be
used along with latent factor analysis to perform GMM channel compensation [2].
Support vector machines (SVMs) have proven to be a new
effective method for speaker recognition [3]. SVMs perform
a nonlinear mapping from an input space to an SVM expansion space. Linear classification techniques are then applied
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in this potentially high-dimensional space. The main design
component in an SVM is the kernel, which is an inner product in the SVM feature space. Since inner products induce
distance metrics and vice versa, the basic goal in SVM kernel design is to find an appropriate metric in the SVM feature
space relevant to the classification problem.
In this paper, we combine the recent results in SVM methods with the GMM supervector concept. We derive a linear
kernel based upon an approximation to KL divergence between two GMM models. We then apply the SVM nuisance
attribute projection method [4] to the resulting kernel. We
demonstrate similarities between our approach and the latent
factor analysis method.
The outline of the paper is as follows. In Section 2, we
describe the basic framework for SVMs. In Section 3, we
outline the GMM supervector expansion. Section 4 describes
the linear kernel for SVM speaker verification. Section 5 discusses the SVM NAP method and relations with latent factor
analysis. Finally, in Section 6, we demonstrate the potential
of the approach by applying it to a NIST speaker recognition
evaluation 2005 task and comparing it to a standard GMM
approach.
2. SUPPORT VECTOR MACHINES
An SVM [5] is a two-class classifier constructed from sums
of a kernel function K(·, ·),
f (x) =

L
X

αi ti K(x, xi ) + d,

(1)
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where the ti are the ideal outputs,
i=1 αi ti = 0, and
αi > 0. The vectors xi are support vectors and obtained
from the training set by an optimization process [6]. The ideal
output are either 1 or −1, depending upon whether the corresponding support vector is in class 0 or class 1, respectively.
For classification, a class decision is based upon whether the
value, f (x), is above or below a threshold.
The kernel K(·, ·) is constrained to have certain properties
(the Mercer condition), so that K(·, ·) can be expressed as
K(x, y) = b(x)t b(y),

(2)

where b(x) is a mapping from the input space (where x lives)
to a possibly infinite-dimensional SVM expansion space.
For a separable data set, SVM optimization chooses a hyperplane in the expansion space with maximum margin [5].
The data points from the training set lying on the boundaries
are the support vectors in equation (1). The focus of the SVM
training process is to model the boundary between classes.
3. GMM SUPERVECTORS
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Suppose we have a Gaussian mixture model universal background model (GMM UBM),
g(x) =

N
X

Unfortunately, the KL divergence does not satisfy the Mercer condition, so using it in an SVM is difficult (although
possible–see [7]).
Instead of using the divergence directly, we consider an
approximation. The idea is to bound the divergence using the
log-sum inequality [8],
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where λi are the mixture weights, N () is a Gaussian, and
mi and Σi are the mean and covariance of the Gaussians,
respectively. We assume diagonal covariances, Σ.
Given a speaker utterance, GMM UBM training is performed by MAP adaptation [1] of the means, mi . From this
adapted model, we form a GMM supervector. The process is
shown in Figure 1.
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where we have represented the adapted supervector of means
by ma and mb . Assuming diagonal covariances, the approximation in (5) can be calculated in closed form as

i=1

GMM UBM

λi D N (·; mai , Σi )kN (·; mbi , Σi )

m 2048


d(ma , mb ) =

1X
a
b
λi (mai − mbi )Σ−1
i (mi − mi ).
2 i=1

(6)

The final inequality is then
0 ≤ D(ga kgb ) ≤ d(ma , mb )

(7)

from which we see that if the distance between ma and mb
is small, the corresponding divergence is small. The distance
measure (6) has the useful property that it is symmetric. The
distance in (6) has been used with success in speaker clustering applications [9]. From the distance in (6), we can find the
corresponding inner product which is the kernel function,
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Fig. 1. GMM supervector concept
The GMM supervector can be thought of as a mapping
between an utterance and a high-dimensional vector. This
concept fits well with the idea of a SVM sequence kernel [3]. The basic idea of a sequence kernel is to compare
two speech utterances, utta and uttb , directly with a kernel,
K(utta , uttb ). The kernel can be written as K(utta , uttb ) =
b(utta )t b(uttb ) because of the Mercer condition. The GMM
supervector mapping is then part of the mapping of utta to
b(utta ).
4. GMM SUPERVECTOR LINEAR KERNEL
Suppose we have two utterances, utta and uttb . We train
GMMs, ga and gb as in (3), on the two utterances, respectively, using MAP adaptation. A natural distance between the
two utterances is the KL divergence,


Z
ga (x)
ga (x) log
D(ga kgb ) =
dx
(4)
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(8)

The kernel in (8) is linear in the GMM supervector; i.e.,
the mapping from the GMM supervector to SVM expansion
space is a diagonal linear transform. Note since it is linear, it
satisfies the Mercer condition [5].
A useful aspect of the kernel in (8) is that we can apply
the model compaction technique from [3]. That is, the SVM
in (1) can be summarized as
f (x) =

L
X
i=1

αi ti b(xi )

!t

b(x) + d = wt b(x) + d, (9)

where w is the quantity in parenthesis in (9). This means
we only have to compute a single inner product between the
target model and the GMM supervector to obtain a score.
5. SVM NAP AND LATENT FACTOR ANALYSIS
The SVM nuisance attribute projection (NAP) method [4]
works by removing subspaces that cause variability in the ker-

The latent factor n(s, i) is assumed to be zero mean, unit variance and Gaussian. For a large number of sessions, this means

nel. NAP constructs a new kernel,
t

K(ma , mb ) = [Pb(ma )] Pb(mb )
= b(ma )t Pb(mb )



n

1X
m(s, i) ≈ m(s).
m̄ =
n i=1

(10)

= b(ma )t (I − vvt )b(mb )
where P is a projection (P2 = P), v is the direction being
removed from the SVM expansion space, b(·) is the SVM
expansion, and kvk2 = 1. The design criterion for P and
correspondingly v is
v∗ = argmin
v,kvk2 =1

i,j
X

So, we can derive the subspace U by finding the principal
components of the autocorrelation matrix
R=

n
X

(m̄ − m(s, i))(m̄ − m(s, i))t .

(17)

i=1

Wi,j kPb(mi ) − Pb(mj )k22

(11)

where the {mi } are typically a background data set. Here,
Wi,j can be selected in several different ways. If we have
channel nuisance variables (e.g., electret, carbon button, cell)
and a labeled background set, then we can pick Wi,j = 0
when the channels of mi and mj are the same, and Wi,j = 1
otherwise. Another criterion is to design the projection based
on session variability. In this case, we pick Wi,j = 1 if mi
and mj correspond to the same speaker, and Wi,j = 0 otherwise. The idea in both cases is to reduce variability in the
SVM kernel distance with respect to nuisances—channel or
session.
The solution to (11) is an eigenvalue problem,
A(diag(W1) − W)At v = λv

(12)

where A is a matrix whose columns are b(mi ), W is the
matrix consisting of Wi,j , and 1 is the vector of all ones.
We consider the case of session variability compensation
and only one speaker with n sessions; the general case of multiple speakers is a straightforward extension. The SVM NAP
problem (12) becomes
AJAt v = (AJ)(AJ)t v =

λ
v
n

(13)

where J = I − (1/n)11t . The effect of the J matrix in (13)
is to replace every vector mi by how much it deviates from
the average vector across all sessions, b̄. The operation
(JA)(JA)t is just an autocorrelation. Thus, for this particular case of NAP, we are finding the principal component of
the autocorrelation matrix of the vectors AJ,
(AJ)(AJ)t =

(16)

n
X

(b(mi ) − b̄)(b(mi ) − b̄)t

(14)

i=1

In the latent factor analysis method of Kenny [2], the
GMM supervector m(s, i) is dependent on the speaker s and
the session i. The supervector is a sum of a speaker component and a session dependent vector,
m(s, i) = m(s) + Un(s, i).

(15)

Comparing equations (14) and (17), we see that NAP with
the linear kernel, b(mi ) = mi , and session variability as a
nuisance variable (13) produces the same subspace as latent
factor analysis.
The relation between NAP and factor analysis opens up
new possiblities. First, note that the SVM NAP method of using the kernel matrix [4] can be applied to solve for the subspace. Second, for a nonlinear kernel [10], SVM NAP uses
a nonlinear expanded version of the GMM supervector. This
produces a variability compensation method distinct from the
linear method presented here. Third, note that the method of
using the subspace is different between SVM NAP and latent
factor analysis. For SVM NAP, the subspace is removed from
the GMM supervector by projection. For Vogt’s latent factor
analysis [11], an iterative method is applied to estimate the
latent variables, and then the variability is subtracted from the
GMM supervector. Further work is needed to understand the
advantages of these different approaches.
6. EXPERIMENTS
We performed experiments on the 2005 NIST speaker recognition (SRE) corpus. We focused on the single-side 8 conversation train, single-side 1 conversation test, English handheld
telephone task (the common evaluation condition) [12]. This
setup resulted in 1, 672 true trials and 14, 406 false trials.
For feature extraction, a 19-dimensional MFCC vector is
found from pre-emphasized speech every 10 ms using a 20 ms
Hamming window. Delta-cepstral coefficients are computed
over a ±2 frame span and appended to the cepstra producing
a 38 dimensional feature vector. An energy-based speech detector is applied to discard vectors from low-energy frames.
To mitigate channel effects, RASTA, feature mapping, and
mean and variance normalization are applied to the features.
The GMM UBM consists of 2048 mixture components.
For GMM MAP training, we adapt only the means with a
relevance factor of 16 [1]. The GMM UBM was trained using EM from the following corpora: Switchboard 2 phase 1,
Switchboard 2 phase 4 (cellular), and OGI national cellular.
We produced GMM supervectors on a per conversation (utterance) basis using MAP adaptation. The kernel in
equation (8) was implemented using SVMTorch as an SVM
trainer [6]. A background for SVM training consists of GMM
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7. CONCLUSIONS
We have demonstrated a novel kernel for SVMs using GMM
supervectors. The SVM was shown to have excellent performance on a NIST SRE 2005 task and to be competitive with
standard GMM systems. Additionally, application of session
variability compensation with SVM NAP improved performance substantially.
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