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Abstract. Record linkage is the task of quickly and accurately identifying records corresponding to the same entity from one or more data
sources. Record linkage is also known as data cleaning, entity reconciliation or identification and the merge/purge problem. This paper presents
the “standard” probabilistic record linkage model and the associated
algorithm. Recent work in information retrieval, federated database systems and data mining have proposed alternatives to key components of
the standard algorithm. The impact of these alternatives on the standard approach are assessed. The key question is whether and how these
new alternatives are better in terms of time, accuracy and degree of
automation for a particular record linkage application.
Keywords: record linkage, data cleaning, entity identification, entity
reconciliation, object isomerism, merge/purge, list washing.
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Introduction

Record linkage is the task of quickly and accurately identifying records
corresponding to the same entity from one or more data sources. Entities
of interest include individuals, companies, geographic region, families, or
households.
Record linkage has applications in customer systems for marketing,
customer relationship management, fraud detection, data warehousing,
law enforcement and government administration. These applications can
be classed as ‘administrative’, because the record linkage is used to make
decisions and take actions regarding an individual entity. Our own particular interest is record linkage for ‘research purposes’ where it is used to
link information regarding entities to answer ethically-approved epidemiological, health system or social science research and policy questions.
In many research projects it is necessary to collate information about
an entity from more than one data source. If a unique identifier or key

of the entity of interest is available in the record fields of all of the data
sources to be linked, deterministic record linkage can be used. Deterministic record linkage assumes error-free identifying fields and links records
that exactly match on these identifying fields. For large multiple data
sources, shared error-free identifying fields are uncommon. Sources of
variation in identifying fields include changes over time, robustness in
minor typographical errors and lack of completeness in availability over
space and time. When no error-free unique identifier is shared by all of
the data sources, a probabilistic record linkage technique can be used to
potentially join or merge the data sources.
Christen et al [20] note the process of linking records has different
names in different research and user communities. While epidemiologists
and statisticians speak of record linkage, the same process is called entity heterogeneity [32], entity identification [68], object isomerism [19],
instance identification [106], merge/purge [47], entity reconciliation [33],
list washing and data cleaning [20] by computer scientists and others. The
term record linkage is used throughout in this paper.
This survey paper presents the current standard practice in record
linkage methodology. We also consider possible improvements due to recent innovations in computer science, statistics and operations research.
Another purpose of this paper is to identify likely future directions in improving the performance of current practice. Comprehensive recent surveys touching on the long history of record linkage techniques can be
found elsewhere [113, 1, 42]. The current standard practice is based on
probabilistic approaches [36, 52, 42]. Some recent contributions from the
database and data mining research that may eventually supersede the
current practice include rule-based record comparison methods, greater
automation through active learning, and improved scalability through innovative data structures and search algorithms [47, 104, 34]. There is minimal cross-referencing between the statistical and database approaches.1
A key contribution of this paper is an initial attempt at an integrated
view of recent developments in the separate approaches. We are unaware
of any previous attempts at this integration.
The paper is structured as follows. The definition of the record linkage
problem, the formal probabilistic model and an outline of the standard
practice algorithm are provided in Section 2. Section 3 presents recent proposals for alternatives to various components of the standard algorithm.
Section 4 then puts the core record linkage process in a privacy and legal
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Exceptions being the wide referencing of the Fellegi and Sunter paper [36] and, more
occasionally, Howard and Newcombe’s 1959 Science [82] and 1962 CACM paper [81].

context. Issues such as record linkage over federated data sources and
confidentiality protocols are briefly reviewed. Section 5 concludes with a
summary of our views on the current methods and the most worthwhile
research directions.
In Appendix A, government, academic and commercial record linkage
systems and their known features are described. This records our general
awareness of existing systems and will allow us to check on differentiators for any new proposed directions. Appendix B gives a list of research
projects with a record linkage component. These studies are useful for
providing greater context for understanding the detailed requirements for
record linkage software for health and social science research projects.

2

The Record Linkage Problem, Model and Standard
Algorithm

We first define the record linkage problem in Section 2.1. Section 2.2
then provides the formal probabilistic model of the record linkage. This
probabilistic model has provided an influential framework for the practical
systems forming the standard practice today. These systems largely follow
the algorithm given in Section 2.3.
2.1

Record Linkage Problem Definition

Records in data sources are assumed to represent observations of entities
taken from a particular population. The records are assumed to contain
some attributes (fields or variables) identifying an individual entity. Examples of identifying attributes are name, address, age and gender.
Suppose source A has na records and source B has nb records. Each of
the nb records in source B is a potential match for each of the na records
in source A. So there are na × nb record pairs whose match/non-match
status is to be determined [43].
Two disjoint sets M and U can be defined from the cross-product of
A with B, the set A × B. A record pair is a member of set M if that
pair represents a true match. Otherwise, it is a member of U . The record
linkage process attempts to classify each record pair as belonging to either
M or U .
Many matching problems are more constrained than this statement
of the problem. For instance, if each record in data source B refers to
a distinct entity, a record in data source A cannot be matched to two
records at the same time in data source B. Cohen calls this the constrained

matching problem [26]. It is more generally referred to as 1-1 linkage in
comparison to the alternative 1-many linkage. 1-1 linkage, since it has
more constraints, is a harder optimisation problem [26].
2.2

Probabilistic Model of the Record Linkage Problem

Following Gomatam et al. [43], record pairs are labelled as:
– match, A1 .
– possible match, A2 .
– non-match, A3 .
For record a from source A and record b from source B, available information on the records is denoted α(a) and β(b) respectively. A comparison
or agreement vector, γ, for a record pair (α(a), β(b)) represents the level
of agreement between the records a and b.
When record pairs are compared on k identifying fields the γ vector
has k components. γ = (γ 1 (α(a), β(b)), ..., γ k (α(a), β(b))) is a function on
the set of all na × nb record pairs.
For an observed agreement vector γ in Γ , the space of all possible
comparison vectors, m(γ) is defined to be a conditional probability of
observing γ given that the record pair is a true match. That is:
m(γ) = P (γ|(a, b) ∈ M )

(1)

u(γ) = P (γ|(a, b) ∈ U )

(2)

Similarly,
denotes the conditional probability of observing γ given that the record
pair is a true non-match.
There are two kinds of possible misclassification errors: false matches
(Type I error) and false non-matches (Type II error). The probability of
a false match is:
X
P (A1 |U ) =
u(γ)P (A1 |γ)
(3)
γ∈Γ

and the probability of a false non-match is:
P (A3 |M ) =

X

m(γ)P (A3 |γ)

(4)

γ∈Γ

For fixed values of the false match rate (µ) and false non-match rate
(λ), Fellegi and Sunter [36] define the optimal linkage rule on Γ at levels µ and λ, denoted by L(µ, λ, Γ ) as the rule for which P (A1 |U ) =

µ, P (A3 |M ) = λ, and P (A2 |L) ≤ P (A2 |L0 ) for all other rules L0 . Optimal
is defined here as the rule that minimises the probability of classifying
a pair as belonging to A2 , the subset of record pairs requiring manual
review. Other criteria for optimality are considered in Section 3.7.
Let m(γ)
broken
u(γ) be ordered to be monotonically decreasing (with ties
Pn
arbitrarily) and the associated γ be indexed 1, 2, ..., NΓ . If µ = i=1 u(γi )
P Γ
0
and λ = N
i=n0 m(γi ), n < n , then the optimal rule is a function of the
likelihood ratio m(γ)
u(γ) and is given by the following equations:
(a, b) ∈ A1 if Tµ ≤
∈ A2 if Tλ <
∈ A3 if

m(γ)
u(γ)

m(γ)
u(γ)
m(γ)
u(γ)

(5)
< Tµ

≤ Tλ

(6)
(7)

m(γ )

n)
n0
where Tµ = m(γ
u(γn ) and Tλ = u(γn0 ) . Figure 1 illustrates these three regions
in terms of the degree of agreement of the record pair.

Fig. 1. The three regions of the probability model.

Under the assumption of conditional independence of the components
of the γ vector, the decision rule above can be written as a function of
Pk
m(γ j )
log( m(γ)
j=1 wj , where the weight wj = log( u(γ j ) .
u(γ) ) =
Intuitively, there will be many more non-matching record pairs than
matching record pairs. Figure 2 is a typical histogram of record pair
weights illustrating this. The non-match mode is much larger than the
matching mode. The degree of separation between the modes is an indication of the level of difficulty of the linkage task and amount of Type I

and II errors that may result. This is assuming there is ground truth of
matches available.

Fig. 2. Histogram of comparison weights showing a mode for matching weights and a
mode for non-matching weights, and a degree of overlap where matching errors will
occur.

Alternative Statistical Models This standard model represents the
data probabilities directly. An alternative is to model errors in attributes
explicitly [28]. Different Bayesian models of record linkage [38, 64] have
also been proposed. The practicality and accuracy of these methods are
not clear. Systems implementing them have not been widely used and are
not widely available.
2.3

Standard Algorithm for Record Linkage

The framework of the previous section is the basis for the standard algorithm for record linkage. The operationalisation of the framework requires
a method for estimating the weights, wj , or more generally, the likelihood
ratio m(γ)
u(γ) .
Jaro [51, 52] uses the expectation-maximisation (EM) algorithm [31]
to estimate m(γ), γ ∈ Γ . The complete data vector is given by (γ, g),
where g indicates the actual status (match or non-match) of the record
pair. Jaro restricts the γ j to be 0/1 values and assumes conditional independence of the γ j . The term, g, takes a value corresponding to a match
with probability p and non-match with probability 1−p. The likelihood is

written in terms of g, m(γ) and u(γ). The EM algorithm uses maximum
likelihood estimates of m(γ), u(γ) and p to estimate unobserved g.
The EM algorithm needs initial estimates of m(γ), u(γ) and p and
then iterates. Jaro uses frequencies for estimates of m(γ), u(γ) and p
within blocks. This results in biased u(γ) estimates. So only the m(γ)
values from this solution are used. The u(γ j ), j = 1, 2, ..., k, probabilities
are estimated as the probabilities of chance agreement of the j attribute
by carrying out a frequency analysis.
The standard record linkage algorithm [51, 52] requires the following
inputs:
– Initial values for m(γ) and u(γ) probabilities.
– Blocking attribute(s) for each blocking pass. Different blocking attributes are used in each pass. Blocking passes are described in more
detail below.
– The thresholds for the weights to determine the three decision regions,
A1 , A2 and A3 .
– The type of comparison functions.
The algorithm then goes through the following steps:
– Perform a Blocking Pass: Select possible pairs for linking from the
data sources using one or more blocking attributes. Note that there
is an implicit assumption that comparisons not made due to blocking
are non-match records. For example, if both data sources are sorted
by postcode, the comparison pairs would consist of only records where
postcodes agree. Methods for reducing errors due to blocking or for
minimising blocking are described in Section 3.3.
– Estimate the matching probability, m(γ), and non-matching probability, u(γ), for the attributes used for matching within the stratum
defined by the blocking attribute(s).
– Use the probabilities to calculate the matching weight for each attribute.
– Calculate the composite score from the weights of all the matching
attributes.
– Determine whether a record pair is a match, non-match or possible
match using the threshold levels on the composite score.
– Perform another blocking pass and the above steps on the remaining
non-match record pairs until all blocking passes are done.

3

Record Linkage System and Components

This section describes a record linkage system design largely following
the TAILOR system [34]. The basic requirements for each key system
component are then described. New approaches to implementing these
components are considered and compared to the standard algorithm presented in Section 2.3.
3.1

Record Linkage System Design

Fig. 3. Layered Design for a Record Linkage System.

Figure 3 shows a layered design of a record linkage system. The Information Flow diagram of this record linkage system, following TAILOR [34], is shown in Figure 4. We now briefly discuss the components
of this record linkage system.
The Standardisation component is arguably optional, depending on
the quality of the data sources to be linked. Some successful record linkage systems do not separate standardisation [97], but rather incorporate
it into the Comparison component. Approaches to standardisation are
described in Section 3.2.
Blocking is used to reduce the number of comparisons of record pairs
and blocking strategies are described in Section 3.3.
The Comparison component performs comparison of record pairs.
Comparison methods are described in Section 3.5.

Fig. 4. Information Flow for a Record Linkage System.

The Decision component makes the decision of whether a record pair
is a match, non-match or possible match. Alternative decision models are
described in Section 3.6.
The Measurement component allows evaluation of the record linkage
system along different performance criteria and these are described in
Section 3.7.
The Graphical User Interface component should provide the following
functionalities:
– Entry of the standard algorithm parameters.
– Assistance for identification and specification of common identifying
attributes for use in the record linkage as discussed in Section 3.4.
– Support for the presentation and interpretation of performance measurements.
– Allowing convenient clerical review of possible matches, where the
record linkage process is not fully automatic.
Alternative Record Linkage System Designs Elfekey et al. [34]
present an alternative record linkage system model called the Induction
Record Linkage Model. This model shows how training data can be incorporated in the record linkage system, where it is available.
Other alternative record linkage systems that have been proposed include AJAX [40], WHIRL [24], Intelliclean [66], Merge/Purge [48], and
SchemaSQL [63]. Some of the designs and architectures for the many

available academic, government and commercial systems are found in Appendix A.
3.2

Standardisation Methods

Standardisation is also called data cleaning or attribute-level reconciliation. Without standardisation, many true matches could be wrongly
designated as non-matches because the common identifying attributes do
not have sufficient similarity [108].
The basic ideas of standardisation are:
– To replace many spelling variations of commonly occurring words with
standard spelling.
– To standardise the representation of various attributes, to the same
system of units, or to the same coding system. For example, 0/1 instead of M/F for a ‘gender’ attribute.
– To perform integrity checks on attribute values or combinations of
attribute values.
Standardisation methods need to be specific to the population of an
application and the data capture processes. For example, the most common name misspellings differ based upon the origin of the name. Therefore
standardisation for Italian names optimised to handle names Italian and
Latin origin will perform better than generic standardisation [30].
3.3

Searching/Blocking

Searching or blocking is used to reduce the number of comparisons of
record pairs by bringing potentially linkable record pairs together. A good
attribute variable for blocking should contain a large number of attribute
values that are fairly uniformly distributed and such an attribute must
have a low probability of reporting error.
Errors in the attributes used for blocking can result in failure to bring
linkable record pairs together. For text attributes, various phonetic codes
have been derived to avoid effects of spelling and aural errors in recording names. Common phonetic codes include Russell-Soundex and NYSIIS.
These codes were optimised for specific populations of names and a specific type of English pronunciation. Some commercial systems provide
tools to derive phonetic codes for specific populations worldwide [97].
Kelley [57] developed an algorithm of choosing the best blocking
scheme in light of the trade-off between computation cost and false nonmatch (negative) rates.

Sorted Neighbourhood Method (SNM) [48] SNM involves scanning
the N sorted records from sources A and B using a fixed size of window,
w. Every pair of records falling within the window are compared. SNM
requires w × N record comparisons. Note that the error rate induced by
SNM is critically dependent on the choice of sorting keys.
Multiple passes with independent sorting keys could be used to minimise the number of errors [48]. A transitive closure over matched record
pairs can be computed for combining the results of independent passes [75].
An example of the circumstances where this is useful is as follows:
A matches B -> Drop B
C matches D -> Drop C
E does not match A or D but would have matched
B and C
Result: A,D,E are kept separate when in reality
they are all the same entity.
A problem with this multi-pass approach is that the number of false
positives is increased as they are propagated across each pass [79].

Priority Queue Method [76] This method is related to SNM, but
sets of representative records belonging to recent clusters in the sorted
record list are stored in a priority queue. Heuristics are needed to select
these representative records of a cluster. The advantage is the avoidance
of the need to sort the data sources for each blocking pass, which can
save significant computational time for very large data sources. Winkler
and Yancey [112] have implemented a similar approach in their Bigmatch
system.

Blocking as Preselection [79] The idea behind preselection is based
on quickly computed rejection rules because almost all record pairs can be
classified as non-match through simple computation. Preselection is the
application of adequate rejection rules to reduce the number of comparisons. Rejection rules can be derived from the comparison functions used
and a training sample. The type of preselection comparison performed
can be adjusted to control the trade-off between the time complexity of
blocking and the required rate of misclassified pairs.
Canopies clustering is one of the efficient high-dimensional clustering
methods which can be used for preselection [72, 10].

3.4

Selection of Attributes for Matching/Comparison

Common attributes should be selected for use in the comparison function.
The issues involved in the attribute selection process include:
– Identifying which attributes are common.
– Assessing whether the common attributes have sufficient information
content to support the linkage quality required for the project. Information theory measures for assessing project viability have been
proposed in [90, 27].
– Selecting the optimal subset of common attributes.
Attribute characteristics that affect the selection decision include level
of errors in attribute values and the number (and distribution) of attribute
values, i.e. information content of the attribute.
For example, a field such as gender only has two value states and
consequently could not impart enough information to identify a match
uniquely. Conversely, a field such as surname imparts much more information, but it may frequently be recorded incorrectly.
One decision rule for attribute selection is to select all the available
common attributes. Redundancy provided by related attributes can be
useful in reducing matching errors. However, redundancy from attributes
is useless if their errors are highly correlated or even functionally dependent.
The power of low quality personal identifiers can be enhanced by
considering semantics of the fields such as cause of death and known
co-morbidities [73].
3.5

Comparison

The probabilistic framework of Fellegi-Sunter requires the calculation of
the comparison vector, γ for each record pair. Jaro [51] considers comparison vectors consisting of only match/non-match (0/1) values. However, the comparison function can be extended to include categorical and
continuous-valued attribute values as well [112].
Dey et al. [33] proposed a distance-based metric for attribute comparison. They also have a probability-based metric in an earlier paper [32],
but argue that probabilities are difficult to estimate accurately and so a
distanced-based metric is more robust.
Text or string attributes are very commonly used as matching attributes. Several string comparators are therefore considered in the following.

String comparison in record linkage can be difficult because lexicographically “nearby” records look like “matches” when they are in fact
not. For example, consider the following three strings:
"Apt 11,101 North Rd, Acton, 2601"
"Apt 12,101 North Rd, Acton, 2601"
"Apt 12,101 North St, Acton, 2601"
When transitive closure is applied to pairs of nearby records, incorrect
results can often occur. This will result in the following conclusion:
Apt 11,101 North Rd, Acton, 2601
->
Apt 12,101 North St, Acton, 2601
The use of the semantics of the strings in domain-dependent comparison functions can help avoid this problem. In this example, Apt 11 and
Apt 12 can be parsed and tagged as an apartment number and a comparison function can capture the difference of even one digit as being very
significant and so the records should not be matched.
A string comparator function returns a value between 0 and 1 depending on the degree of the match of the two strings. Because pairs of
strings often exhibit typographical variation (e.g., Smith and Smoth), the
record linkage needs effective string comparison functions that deal with
typographical variations. Hernandez and Stolfo [47] discussed three possible distance functions for measuring typographic errors; they are edit
distance, phonetic distance, and typewriter distance. They developed an
Equational Theory involving a declarative rule language to express these
comparison models [47].
Some alternative string comparison methods include:
– Manual construction [39].
– Jaro [51] introduced a string comparator that accounts for insertions,
deletions, and transpositions. The basic steps of this algorithm include computing the string lengths and finding the number of common characters in the two strings and the number of transpositions.
Jaro’s definition of “common” is that the agreeing character must be
within the half of the length of the shorter string. Jaro’s definition
of transposition is that the character from one string is out of order
with the corresponding common character from the other string. The
string comparator value is given by the following formula:
C(s1, s2) = 1/3 ∗ (

Ncommon Ncommon
Ntranspositions
+
+ 0.5 ∗
) (8)
Ls1
Ls2
Ncommon

Where s1 and s2 are the two strings to be compared, with lengths Ls1
and Ls2 respectively. Ncommon and Ntranspositions are the numbers of
common characters and transpositions.
– Winkler [88] modified the original string comparator introduced by
Jaro in the following three ways:
• A weight of 0.3 is assigned to a ‘similar’ character when counting
common characters. Winkler’s model of similar characters includes
those that may occur due to scanning errors (“1” versus “l”) or
key punch errors (“V” versus “B”).
• More weight is given to agreement at the beginning of a string.
This is based on the observation that the fewest typographical
errors occur at the beginning of a string and the error rate then
increases monotically with character positions through the string.
• The string comparison value is adjusted if the strings are longer
than six characters and more than half the characters beyond the
first four agree.
– N-gram distance [49, 44, 104]: The N-grams comparison function forms
the set of all sub-strings of length n for each string. The N-grams
method has been extended to Q-grams by Gravano et al [44] for computing approximate string joins efficiently.
– Edit-distance based [87, 53]: This method uses edit distance, also
known as Levenshtein distance [67], to compare two strings. Edit
distance, a common measure of textural similarity, is the minimum
number of edit operations (insertions, deletions, and substitutions)
of single characters required to transform from one string to another
(i.e., make two strings equal). A dynamic programming algorithm is
used to find the optimal edit distance. The time complexity of this
algorithm can be an issue for large databases [53].
– Vector space representation of fields such as TF-IDF [24]: Cohen uses
the Information Retrieval representation of text and heuristics for
ranking document similarity as a means to do schema integration
without a conceptual global model. Cohen and Richman claim that
TF-IDF often outperforms edit-distance metrics and is less computationally expensive [26, 25].
– Adaptive comparator function [26]: This method learns the parameters of the comparator function using training examples. Zhu and
Ungar [118] use a genetic algorithm to learn the edit operator costs
for a string-edit comparator function.

3.6

Decision Models

Once matching weights of individual attributes of two records are calculated, the next step is to combine them to form a composite weight or
score and then decide whether a record pair should be a match, non-match
or possible match.
The simplest way to calculate the composite weight is to use the average of all the matching weights assuming each attribute contributes
equally. If some knowledge on the importance of individual attributes is
available, the weighted (fixed) average can be used.
If the attribute value distribution for a field is not uniform, a valuespecific (frequency-based), or outcome-specific, weight [110] can be introduced. For example, surname “Smith” occurs more often than “Zabrinsky” and therefore a match of “Smith” carries less weight than a match
of “Zabrinsky”. The basic idea is that an agreement on rarely occurring
values of an attribute is better at distinguishing matches than that on
commonly occurring values of an attribute.
Dey et al. [33] propose a method of directly eliciting the attribute
weights from the user. The user ranks the attributes in order of their
perceived predicted power, with a rank of 1 for the most predictive attribute, a rank of 2 for the second most predictive attribute, etc. Several
reasons are provided in the literature [6] in favour of rank-based surrogate weights over directly-elicited weights. The (surrogate) weights can be
computed based on these ranks. The rank-centroid method was chosen
for converting the ranks to weights. Although satisfactory results were
achieved by getting the ranks from the user, it would be difficult to apply
this method if the user does not have enough knowledge or information
about the attributes.
Earlier we described the optimal rule for minimising the number of
possible matches given desired Type I and Type II errors, assuming conditional independence. We also described the EM method with the conditional independence assumption. The EM method has been derived without assuming conditional independence [109, 74].
We now consider several alternative decision models for deciding whether
a record pair should be a match, non-match or possible match.
Statistical Models Copas and Hilton [28] propose a matching algorithm
that depends on the statistical characteristics of the errors which are likely
to arise. The distribution of errors can be studied using a large training file
of matched record pairs. Statistical models are fitted to a file of record
pairs known to be correctly matched. These models are then used to

estimate likelihood ratios. The advantage of this approach is that the
model fit can be used to consider the validity of the modelling approach.
Predictive Models Predictive models for learning the parameters (threshold values and attribute weights) have recently been proposed. Adequate
training data is needed to train these models [109, 64]. Proposed models
have included:
– Logistic regression [87], although this was found to not work for census
data in [64].
– Support vector machines [10].
– Decision trees [103].
Active learning techniques have also been proposed to optimise efficiency
in selection of training records [103].
Bayesian Decision Cost Model Verykios et al. [104] propose a Bayesian
decision model for cost optimal record matching. Conventional models for
record matching rely on decision rules that minimise the probability of
error, i.e., the probability that a sample record pair is assigned to the
wrong class. Because the misclassification of different samples may have
different consequences, their decision model minimises the cost of making
a decision rather than the probability of error in a decision.
3.7

Performance Measurement

Quality of record linkage can be measured in the following dimensions:
– The number of record pairs linked correctly (true positives) nm .
– The number of record pairs linked incorrectly (false positives, Type I
error) nf p .
– The number of record pairs unlinked correctly (true negatives) nu .
– The number of record pairs unlinked incorrectly (false negatives, Type
II error) nf n .
Along with the two ground truth numbers (the total number of true
match record pairs, Nm , and the total number of true non-match record
pairs, Nu ), various measures from different perspectives can be defined
from these dimensions. Several of these measures [43] are listed in the
following:

– Sensitivity: nm /Nm , the number of correctly linked record pairs divided by the total number of true match record pairs.
– Specificity: nu /Nu , the number of correctly unlinked record pairs divided by the total number of true non-match record pairs.
– Match rate: (nm + nf p )/Nm , the total number of linked record pairs
divided by the total number of true match record pairs.
– Positive predictive value (ppv): nm /(nm + nf p ), the number of correctly linked record pairs divided by the total number of linked record
pairs.
It can be seen that sensitivity measures the percentage of correctly
classified record matches while specificity measures the percentage of correctly classified non-matches.
Two other performance measures widely used in the research field of
information retrieval is precision and recall. Precision measures the purity
of search results, or how well a search avoids returning results that are
not relevant. Recall refers to completeness of retrieval of relevant items.
For record linkage, precision can be defined, in terms of matches, as the
number of correctly linked record pairs divided by the total number of
linked record pairs. So precision is equivalent to the positive predicted
value defined above. Similarly, recall is defined, in terms of matches, as
the number of correctly linked record pairs divided by the total number
of true match record pairs. As a result, recall is equivalent to sensitivity
defined above. Of course, precision and recall can also be defined in terms
of non-matches. Alternatively, combined measures of precision and recall
can be defined in terms of overall record pairs correctly classified (matches
and non-matches).
Additional performance criteria for record linkage are in terms of time
and number of records requiring manual review:
– Time taken. The time complexity of a record linkage algorithm is
usually dominated by the number of record comparisons performed.
The time taken for sorting on a blocking key for very large data sources
can also be extremely long.
– Number of records requiring clerical review. Manual review of records
is time-consuming, expensive and can be error prone.
Controlling Error Rates Belin and Rubin [7] proposed a mixture
model for estimating false match rates for given threshold values. This
is currently the only method for automatically estimating record linkage
error rates [109]. The method works well when there is good separation

between the matching weights associated with matches and non-matches,
but it requires the existence of previously collected and accurate training data. For situation where there is no good separation, methods that
use more information from the matching process [107, 64] can be used to
estimate the error rates.

4

Wider Issues in Record Linkage

We have focussed on methodological issues for record linkage so far. In this
section, we briefly mention the legal and ethical issues that are integral to
any substantial record linkage project involving individuals. In particular,
a number of linkage protocols for minimising risk in release of confidential
information are discussed in Section 4.3.
4.1

Ethical and Legal Issues

Ethical privacy concerns and legislative obligations both need to be met
in a record linkage study [80, 8, 60]. A good description of the issues, accepted processes and example documents are found in [45]. A comprehensive review of the legal issues for data linkage in Australian jurisdictions
can be found in [71].
4.2

Analytic Methods for Linked Data

Understanding of the error characteristics of linked data has been flagged
as a critical limiting factor in allowing widespread application of analyses
to linked data [59]. Wang and Donnan [105] propose methods for adjusting
for missing records in outcome studies. The methods model the missing
mechanism and therefore allow the regression methods to have reduced
bias and more accurate confidence intervals.
The effect of errors on registry-based follow-up studies is an important
issue [17].
4.3

Linkage Protocols to Maintain Confidentiality

For research purpose linkage projects, personal identifying information
is not often relevant to the research problem and can be removed from
the linked dataset. One exception is where the research outcomes identify
a risk reduction action for individuals in the dataset and technical and
ethical issues in following up with those individuals may result.

In some projects, anonymity of individuals prior to linkage is also desirable. Methods for achieving this involve encrypting or pseudonymising
identifying information in the data sources in a consistent way prior to
linkage [4, 89, 12]. Record linkage on encrypted identifying attributes is
likely to decrease the linkage accuracy over time [77]. For example, if an
individual changes their surname, and their surname is used as part of
the linkage key, then the match will not be made with new records for
that individual [45].
Two key ideas in the anonymised record linkage area [22] are:
– Separate the identifying information, such as name and address, from
other information, such as clinical events or diagnoses prior to linkage
between data sources. This enables a separation between data for
record linkage and the data for the researcher. This idea requires trust
of a linkage unit or other third-party body [62, 22, 58, 45].
– Individual identifier keys should have limited scope. The scope could
be limited to a single research project [58].
A protocol implementing some of these ideas has been proposed for Australian government departments and agencies [45]. Limitations of this
current protocol include:
– It is designed for one-off linkage projects rather than long-term longitudinal and linked data collection with permanent storage and incremental additions over time.
– It does not cover staged multi-program linkage projects, where data
can be added from new programs over time.
4.4

Linkage protocols for distributed databases

An Italian research project into data quality improvement for distributed
systems has designed and is implementing a prototype for a Record
Matcher and Record Improver [9, 5, 93].
It is argued that automation of the blocking key selection is needed for
multiple distributed source systems [5]. Quality metadata for the sources
and identification power of an attribute are used as input into the key
selection algorithm.

5

Conclusions and Research Questions

Current record linkage methods perform well when the matching fields are
well standardised and there are sufficient attributes for matching [109].

The key insight is that new techniques for modelling text from Information Retrieval, for performing similarity joins from Database Research
and for learning optimal decision boundaries from data mining can potentially improve the record linkage process in terms of manual effort and
scalability [111].
Winkler identifies a key research question regarding the selection of
matching/comparison method [109]. In principle, weighting attribute matching by frequency-based weights should be more informative than simple
agree/disagree matching. However, for less frequent attribute values and
for noisy data sources, this is not actually the case. A method for deciding
between these approaches is needed.
Adaptive learning where the comparator function is learnt has also
recently been proposed [26]. Predictive models from machine learning
such as bagging methods and SVMs have been suggested for learning the
match/non-match decision function (Section 3.6). Other learning methods for learning the comparator functions have also been proposed (Section 3.5). A direct comparison with the Fellegi-Sunter approach has not
yet been done but would be worthwhile [26].
Another area of interest is avoiding the need to sort large datasets
for blocking. This can be done by using recent developments in highdimensional similarity joins [53]. These techniques use clever data structures to store records so that good candidates for matching are stored
together based on the agreed distance or probabilistic measure.
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A

Record Linkage Software and Systems

The following list of record linkage software and systems is incomplete.
The list was influenced by the excellent web resources at ANU [21] and
INRIA [41].
A.1

Record Linkage Software: Government and Academic

U.S. Bureau of the Census Software (GDRIVER) This software
parses name and address strings into their individual components and
presents them in a standard format. Several reference files are used to
assist this process. Some of these reference files contain lists of tokens
that influence the way parsing is carried out. For example, if a conjunction
token is found, the software must then consider producing more than one
standardized record.

A pattern reference file is utilized for both name and address standardization. These files contain a pattern of tokens that may be present in
the name or address strings. The documentation claims that the software
can “recognize the various elements in whatever order they occur” [117],
however, that order must also be present in the pattern file.
These reference files list various known characteristics of the name
fields such as replacing all associated nick names with a standard name,
prefixes and suffixes used for surnames and occupations. These files can be
modified to incorporate characteristics of the particular data. For address
standardisation, there is also a collection of files that store key address
words, their variant spelling, and the various address patterns to be recognised. For example, “Ave” is an abbreviation of “Avenue” and is a street
type while “RD” could be an abbreviation of “Road” and a street type
or a rural route type in the US.
The reference files capture name and address standardization knowledge from the U.S. Census Bureau. Users of this software may find that
their names and addresses may have features that differ from those dealt
with by the Census Bureau. In this case, the reference files would need
to be edited to suit specific data sources.
Febrl - Freely Extensible Biomedical Record Linkage The current publicly released version of Febrl (0.2) provides data standardisation and probabilistic record linkage with choices of methods for blocking
and comparison functions. Parallelisation is also supported. Febrl’s data
standardisation “primarily employs a supervised machine learning approach implemented through a novel application of hidden Markov models (HMMs)” [20].
HMMs require training. Febrl requires suitable training data to be
selected and the HMMs to be learnt. In the example provided in [23], a
HMM for addresses took under 20 hours to train. A separate HMM is required for name standardisation. It is argued in [23] that the development
of rule sets to do the same task would take “at least several person-weeks
of programming time”.
The approach in Febrl was influenced by Datamold, an approach developed by Borkar et al [11] for address standardisation using nested
HMMs.
GRLS Statistics Canada has developed the Generalized Record Linkage
System (GRLS) and Match360. Some of the features include [35]:
– Runs on UNIX and Oracle.

–
–
–
–
–
–
–
–

Based on Fellegi-Sunter linkage methodology.
Has a graphical interface.
Allows multiple concurrent users.
Allows user-defined rules which are programmed in C.
Linked records can be grouped into ‘weak’ and ‘strong’ groups.
Allows refinements of weights and thresholds.
On-line help is available.
Has NYSIIS and Soundex rules built-in.

A.2

Record Linkage Software: Commercial

Ascential Software, Trillium and Innovative Systems, Inc. have a customer
marketing or customer relationship marketing (CRM) focus. SearchSoftwareAmerica Inc. is more broadly based.
Telcordia has an in-house database reconciliation and data quality
analysis tool [18].
Ascential Software [114] Ascential Software bought Vality Technology.
Its product is Integrity XE, whose features include:
– Probabilistic matching technology with a full spectrum of fuzzy matching capabilities.
– Thorough data investigation and analysis processes.
– Flexibility through customizability to an organization’s business rules
with intuitive rules definition and interactive testing.
Trillium [116] The Trillium Software System is set of tools for inspecting, identifying, standardizing and linking data [116]. Components of the
tools include:
–
–
–
–

Parser: to parse, standardize and verify data.
Matcher.
GeoCoder.
DataBrowser: a GUI for analyzing data integrity issues.

Innovative Systems, Inc. [115] Innovation Systems Inc.’s data linking
product is called i/Lytics. Its features includes:
– Parsing and standardizing capabilities.
– User-defined comparison fields.
– Customizable ranking methodology.

Sagent [92] Sagent’s merge/purge product is called Centrus.
Choicemaker Inc. Choicemaker [13] uses many comparison functions
and combines them using maximum entropy to choose weights.
Search Software America Search Software America(SSA)’s ten person research and development team is based in Canberra. SSA has 500
customers world-wide in customer integration, criminal intelligence, tax
collection, criminal investigation and marketing systems [97].
SSA’s three key products are:
– SSA-NAME3[94].
– Identity Systems(IDS) [95] uses SSA-NAME3 for database data. Highperformance indexes are automatically maintained without changes
to existing application programs. IDS is used to ‘centrally index identity information from disparate source tables, databases and computers...allowing the central index to search, match, rank, group and
maintain all the data simultaneously and in real-time [95].
– Data Clustering Engine(DCE) [96]. This is a stand-alone batch data
grouping and investigation engine for all forms of identification data.
The DCE does the transitive closure computation linking pairs of
matches that did not directly match.
SSA-NAME3 [94] is the core product, providing name matching and
search capabilities. This product is differentiated by the custom population databases for almost all countries and alphabets worldwide. SSANAME3 supports applications that need to match data using one or more
of the following data types:
–
–
–
–

Names, addresses and descriptions.
Identification codes.
Dates.
Other attributes such as phone numbers, sex, eye colour, regions etc.

.
There are a few names (family or first names) that occur very frequently in a population. For instance, Smith or Williams can account for
more than 1% of the population (with 50, 000 distinct names) [94]. SSANAME3 treats common words, codes and tokens in a different manner
to uncommon values to ensure good performance at each extreme of the
names distribution.

A SSA critique of text searching (wild-card, n-gram indexing, NYSIIS
and Soundex phonetic algorithms) argues that no single world stabilization algorithm is suitable for all data (even within a single country). A
suitable algorithm is dependent on true distribution of the errors and
variation in both the population of file data and the population of the
search data [97].
LinkageWiz LinkageWiz [102] was developed within the South Australian Department of Human Services. It has been applied to a data
quality review of the statewide Clinical Data Repository and Enterprise
Patient Master Index.
Technical features include:
–
–
–
–

Linkage on names or Medicare numbers.
Probabilistic matching algorithms.
Phonetic name matching (NYSIIS and Soundex).
Value specfic weights for attributes i.e. ‘Smith’ gets less weight than
‘Ittak’.
– Nick name mapping.
– Identification of default values and other potential data quality problems.
– User definable fields and weights.
LinkageWiz prices range from $1,000 (for 10,000 database record limit)
upwards.
Info Route Inc. Info Route Inc. [50] has the following products:
– AddressAbility.
– NamePro.
– ClientMatch.
The company is based in Oakville, Ontario, Canada and has a Canadian
data focus. The product’s market focus is marketing.
Arkidata Arkidata’s product is called Arkistra [3]. It is designed to efficiently integrate information from multiple systems while ensuring the
quality of the that information. Arkistra is an integrated set of components that provides:
– Desktop applications for managing data loading, transformation and
cleaning.

– Analysis tools for optimising data cleansing and information integration using a business rule based method.
– A processing engine that optimises the data transformation process
using decision tree management.
Arkidata is based in Illinois, USA.
Group 1 Software Group 1 Software [101] has a suite of products
for matching data such as DataSight and Merge/Purge Plus. Group 1’s
headquarters is Lanham, Maryland, USA. Its products have a CRM focus.
For example, they are integrated with Siebels’ CRM solution.

B

Research Projects Utilising Record Linkage

The case studies here are a sample of record linkage applications in epidemiological, health services and social science research. The coverage is
not complete and just includes studies with which we are familiar. The
case studies give an indication of the uses of record linkage in the public
health and social science research domains. A comprehensive bibliography
on record linkage using administrative and survey records can be found
elsewhere [59, 1].
–
–
–
–
–
–
–
–
–
–
–
–
–
–

The California Mortality Linkage System [2].
The west of Scotland coronary prevention study [85].
Linkage of biotechnology databases [56].
Hospitalisations and vital statistics [83].
Background radon risk [61].
β-Blocker and antidepressant use [55].
Genetic counselling and birth defects [46].
Midazolam use in hospital safety study [29].
Obesity, hypertension and kidney cancer [73].
Cellular phones and cancer cohort study [54].
Nuclear industry family study [70].
Neonatal readmissions [69].
Child cancer patient fever and neutropenia admission [16].
WA Linked Data Applications
• Incidence and prevalence of end-stage renal failure [14, 15]
• Trends in suicide rates of psychiatric patients [65].
• Trends in first-time admissions for illicit drug problems [86].
• Complications following gallbladder surgery [37].
• Outcomes following colorectal cancer surgery [99].

• Outcomes following a ruptured abdominal aortic aneurysm [98,
84].
• Trends in repeat prostatectomy [100].
• Rosman describes the linking of Western Australian police, hospital and death records to create a road injury database [91]. This
linkage was done without use of names, instead using fields such
as injury type, severity and treatment.
Test Datasets Testing of record linkage methods on publicly available
databases is important means of enabling comparison of results between
research and development teams.
–
–
–
–
–
–
–
–

G1 data generator [47, 9].
The Berlin-Online-Apartment-Advertisements-Database [78].
DBGen, a public domain database generator [34, 75].
CORA, Computer Science bibliography [26].
RESTAURANT, New York Restaurants extracted from travel guides [103].
DBLP, www.informatik.uni-trier.de/ley/db/index.html [75].
IMDB, Internet Movie Database, www.imdb.com [53]
Die Vorfahren DB, feefhs.org/dpl/dv/indexdv.html, [53]

